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Abstract

The growing worldwide prevalence of Diabetes Mellitus highlights the urgent need for
effective early detection methods to enable prompt intervention. This study develops
a machine learning-based decision-support prototype for predicting diabetes risk using
health metrics from the DiaHealth dataset, a recently published Bangladeshi open-source
dataset for Type 2 diabetes prediction. Five supervised learning algorithms were evaluated:
Logistic Regression (LR), Support Vector Machine (SVM), K-Nearest Neighbour (KNN),
Decision Tree (DT), and Random Forest (RF). Models were assessed across three stages:
before feature scaling, after standardisation, and following hyperparameter optimisation
via GridSearchCV, using accuracy, precision, recall, and F1-score as evaluation metrics.
LR and SVM showed marked improvements after standardisation, consistent with their
sensitivity to feature magnitude, whilst tree-based approaches such as DT and RF remained
largely unchanged. KNN displayed minimal sensitivity to scaling, which is discussed in
relation to the feature distributions of the dataset. Following hyperparameter tuning, RF
achieved the highest accuracy of 95%, outperforming all other models. RF predictions
were interpreted using Local Interpretable Model-agnostic Explanations (LIME) to promote
transparency in model decision-making. The best-performing model was subsequently
deployed as an interactive web-based prototype application using Streamlit, providing
real-time prediction outputs. These findings demonstrate how preprocessing choices
and hyperparameter tuning can differentially affect algorithm performance and illustrate
the potential of combining explainable AI with practical deployment for diabetes risk
assessment in a research context.

Keywords: diabetes prediction; machine learning; explainable Al (XAlI); logistic regression;
random forest

1. Introduction

Diabetes Mellitus is a chronic metabolic condition affecting millions worldwide and is
a leading cause of morbidity and mortality [1]. Its increasing prevalence is linked to lifestyle
factors such as poor diet, physical inactivity, and comorbidities, including obesity [2]. Early
detection and timely intervention are essential in preventing complications and reducing
the long-term burden on healthcare systems [3]. Conventional diagnostic methods are often
time-consuming, invasive, and inaccessible in low-resource settings [4], which has driven
growing interest in data-driven approaches for early screening and risk prediction [5].

Recent advances in Machine Learning (ML) have created new opportunities in health-
care, particularly in disease prediction and clinical decision support [6]. When combined
with explainable methods and user-friendly platforms, ML models can support clinicians
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and empower patients through accurate, real-time insights [7]. Prior diabetes prediction
studies focus primarily on algorithmic accuracy using well-established datasets and rarely
examine preprocessing, explainability, and deployment within a unified framework. This
study addresses that gap by developing, evaluating, and deploying supervised ML models
for diabetes prediction using DiaHealth, a recently published Bangladeshi population-
specific dataset, within an end-to-end pipeline that integrates preprocessing analysis,
model optimisation, explainable Al, and real-time web deployment [8].

The study aims to (i) develop and evaluate five supervised ML classifiers for diabetes
prediction; (ii) investigate the effects of feature scaling and hyperparameter tuning on
model performance; (iii) apply explainable AI (XAI) techniques to interpret predictions;
and (iv) deploy the best-performing model as an interactive web-based application for
real-time diabetes risk assessment.

The following research questions guide the study:

RQ1: How does feature scaling impact the performance of various supervised ML
algorithms in predicting the onset of diabetes?

RQ2: Which supervised ML algorithm provides the most accurate and generalis-
able predictions for diabetes onset, and how does hyperparameter tuning influence its
performance?

RQ3: How can XAI techniques such as LIME enhance the interpretability of ML
predictions in healthcare applications?

RQ4: How effective is a deployed web-based decision-support tool developed using
the best-performing ML model in facilitating early diabetes detection?

2. Related Work

Diabetes Mellitus is a chronic metabolic disorder characterised by hyperglycaemia
resulting from elevated blood glucose levels. Glucose from dietary sources is converted into
energy through the action of insulin, a hormone that regulates blood sugar homeostasis [9].
Deficiencies in insulin production or cellular resistance to its effects lead to persistent
hyperglycaemia, which over time can inflict irreversible damage on vital organs such
as the kidneys, heart, and eyes [10]. The primary classifications include Type 1, Type 2,
and Gestational Diabetes. Type 1 arises from autoimmune destruction of pancreatic beta
cells and predominantly affects children and young adults [11]. Type 2, constituting over
90% of global cases, is marked by insulin resistance and eventual beta-cell dysfunction,
with key risk factors including advancing age, obesity, sedentary lifestyle, and genetic
predisposition [12]. Gestational Diabetes emerges during pregnancy due to hormonal shifts
that impair insulin sensitivity, potentially resolving post-partum but increasing long-term
risks for both mother and child [13].

Untreated or poorly managed diabetes frequently leads to debilitating complications
such as nephropathy, retinopathy, and cardiovascular disease, highlighting the urgency
of early detection [14]. ML has emerged as a promising tool for diabetes prediction, using
datasets to identify patterns and risk factors. Olisah et al. (2022) employed polynomial
regression for imputing missing values and Spearman correlation for feature selection in
building predictive models [15], though their approach lacks robustness against multi-
collinearity, limiting generalisability to diverse populations. Febrian et al. (2023) compared
KNN and Naive Bayes classifiers for early detection, with Naive Bayes yielding superior
performance [16]; however, class imbalance was not addressed, which may bias results
towards the majority class in real-world settings. Khaleel and Al-Bakry (2023) evaluated
multiple algorithms, deeming LR superior to KNN and Naive Bayes [17]; while LR’s in-
terpretability is a strength, the small sample size raises concerns about overfitting and
external validity. Khanam and Foo (2021) applied a suite of ML algorithms alongside
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neural networks (NN) using Pearson’s correlation for feature analysis, with LR and SVM
achieving 77% and 78% accuracy, respectively, while a two-hidden-layer NN reached
88.6% [18]; the black-box nature of NN models complicates clinical adoption, and the
absence of cross-validation questions the stability of these results. Chang et al. (2022)
addressed class imbalance using SMOTE and applied Principal Component Analysis (PCA)
for dimensionality reduction, though PCA’s linear assumptions may discard non-linear
relationships critical in biological data [19]. Refat et al. (2021) reported 100% accuracy using
XGBoost on a 17-attribute dataset [20], which raises concerns regarding data leakage or
overfitting, given that such performance is rarely observed in real-world medical prediction.
Lyngdoh et al. (2021) evaluated KNN, Naive Bayes, Decision Tree, RF, and SVM, reporting
76% accuracy with KNN (K = 10); whilst overfitting was acknowledged, no mitigation
strategies were proposed beyond calling for larger datasets [21]. Hassan et al. (2021) ap-
plied LR to a Bangladeshi dataset, achieving 88% accuracy, though regional specificity
limits generalisability [22]. Deberneh and Kim (2021) predicted Type 2 diabetes using
SVM on a Seoul-based dataset, achieving 73% accuracy, yet ensemble methods were not
explored to improve results [23]. Ahmad et al. (2021) emphasised HbAlc over fasting
plasma glucose as a predictor, providing valuable biomarker insights, though reliance on
single metrics ignores synergistic effects among features [24]. Chou et al. (2023) applied
LR, NN, and DT to Taiwanese data, with DT at 95.3% accuracy, though high accuracy
on a single dataset invites questions about transferability [25]. Laila et al. (2022) applied
ensemble techniques including RF, AdaBoost, and Bagging with 10-fold cross-validation,
achieving 97.12% accuracy using RF, though computational overhead and interpretability
were not addressed [26].

Most of the literature reports high accuracies without proper clinical benchmarking,
frequently relying on outdated and ethnically biassed public datasets such as the PIMA
Indian Diabetes. Overfitting, inadequate handling of class imbalance, and limited exter-
nal validation are recurrent flaws, eroding confidence in these models for practical use.
These limitations highlight the need for standardised evaluation frameworks and diverse,
population-specific datasets.

ML models in healthcare frequently achieve high accuracy, yet their black-box nature
raises ethical and practical concerns, as clinicians require transparency to build trust
in Al-assisted decisions [27]. Model-agnostic XAI techniques such as LIME and SHAP
address this by explaining individual predictions through feature contributions rather
than global model behaviour [28]. However, as post hoc methods, they approximate
the model’s behaviour rather than revealing its true internal logic, which can lead to
misleading explanations if the surrogate model diverges significantly from the original.
Tasin et al. (2023) demonstrated this by applying LIME to an XGBoost model, achieving
81% accuracy and 0.84 AUC for diabetes prediction [29]. SHAP visualisations highlighted
feature importance, while LIME identified glucose above 140.25 mg/dL and more than six
pregnancies as predictors of diabetes with 0.80 confidence. This instance-level focus neglects
global patterns, and the limited dataset size questions the generalisability of explanations.
Many studies apply XAl superficially without validating explanations against domain
expertise, and few addressescomputational costs or workflow integration.

Argumentation-based approaches represent a formally grounded alternative to post
hoc explanation methods. Caroprese et al. [30] proposed argumentation frameworks as a
principled basis for explainable Al in medical informatics, demonstrating that structured
logical reasoning can anchor Al decisions in verifiable, rule-based justifications rather than
statistical approximations. Although such approaches have not yet been widely adopted
in applied clinical ML, their development points towards an important direction: moving
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beyond surrogate explanation models to frameworks that satisfy the transparency demands
of clinical practice and data protection regulations such as the GDPR.

Accurate predictive models require effective deployment to achieve real-world clinical
impact, yet this aspect remains underexplored. Menon et al. (2022) deployed an SVM-based
diabetes prediction model using Flask with pickle serialisation and a user form for real-
time predictions, though this approach lacks scalability for high-traffic use and overlooks
security vulnerabilities in API endpoints [31]. Sujatha et al. (2021) similarly used Flask for a
loan approval model with HTML and CSS interfaces, though the simplicity may not suffice
for complex healthcare interactions requiring data privacy compliance [32]. Streamlit offers
an alternative for rapid, interactive applications supporting Python libraries and custom
interfaces [33], though its prototyping focus may compromise production-grade robustness,
such as handling concurrent users or integrating with electronic health records. Most
existing studies stop at the experimental stage and do not address practical deployment
challenges such as model drift, security, or integration with clinical systems.

Existing studies on diabetes prediction largely focus on isolated algorithmic perfor-
mance using outdated or population-biassed datasets, with limited attention to preprocess-
ing effects, explainability, or real-world deployment as explained in Table 1. The present
study addresses these gaps by adopting an end-to-end, interpretable, and deployment-
oriented approach using a newly published Bangladeshi dataset.

Table 1. Summary comparison of prior diabetes prediction studies.

Study Dataset Algorithms Best Accuracy Validation Explainability Deployment
Olisah etal. [15] Not Specified Multiple ML Not Reported Not Reported None No
Febrian et al. [16] Not Specified KNN, Naive Bayes Not Reported Not Reported None No
Khaleel & Al-Bakry [17] Not Specified LR,KNN, Naive Bayes ~ Not Reported Not Reported None No
Khanam & Foo [18] Not Specified LR,SVM, NN 88.6% (NN) NoCV None No
Changetal. [19] PIMA Indian Multiple ML Not Reported Not Reported None No

Refat et al. [20] 17-attribute ML, DL, XGboost 100% (XGBoost) Not Reported None No
Lyngdoh etal. [21] Not Specified KNN, NB, DT,RE,SVM  76% (KNN) Not Reported None No
Hassan etal. [22] Bangladeshi LR 88% Not Reported None No
Deberneh & Kim [23] Seoul-based SVM 73% Not Reported None No
Ahmad etal. [24] Not Specified Multiple ML Not Reported Not Reported None No
Chou etal. [25] Taiwanese LR,NN, DT 95.3% (DT) Single Dataset None No

Laila et al. [26] Not Specified RF, AdaBoost, Bagging ~ 97.12% (RF) 10-fold CV None No

Tasin etal. [29] Not Specified XGBoost 81% (AUC: 0.84) Not Reported LIME, SHAP No
Present study DiaHealth LR, KNN,SVM,DT,RF  95% (RF) SGOr{ j(s):eﬂlcif{cv LIME Streamlit

3. Methods

This study follows a structured experimental pipeline encompassing data prepro-
cessing, feature selection, model training, hyperparameter optimisation, and validation
explained Figure 1. All models were evaluated using a consistent train—test split pro-
tocol alongside standardised performance metrics to ensure equitable comparison and
experimental reproducibility. Implementation tools are reported for completeness, while
methodological decisions are detailed to enable independent replication. This research was
conducted at Teesside University, United Kingdom, during January—April 2025.
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Figure 1. Methodology diagram for the proposed model.

The study used an open-source dataset published on 5 September 2024. The dataset is
a supervised classification dataset with a binary target variable. It comprises 5437 rows and
15 columns, making it suitable for the objectives of this study. It includes clinical variables
related to patients and is particularly relevant given the limited prior research using this
dataset, as it was only recently published.

Figure 1 explains the workflow of the methodology adopted in this research. The
dataset consists of both categorical and numerical features. The numerical features are data
points represented by numeric values. When certain data points are highly different from
the entire dataset, such extreme values are referred to as outliers. This might occur as an
error during data computation or distribution. These outliers, if not identified and properly
handled, can spoil the analysis [34].

Figure 2 shows a histogram chart illustrating the distribution of the dataset across
each feature. It is observed that some features, such as the stroke feature, show no variation
in their distribution and may therefore not contribute meaningfully to model predictions.
Python 3 was used primarily for data analysis, modelling, and deployment. Code was
developed and executed using Visual Studio Code (VS Code- version 1.97) and Google
Colab, ensuring reproducibility via Jupyter notebooks shared in the repository.

Data preprocessing included categorical encoding, handling class imbalance with
SMOTE, outlier analysis, feature selection, and standard scaling. The final step in the
preprocessing phase before inputting data into the model was data splitting. Figure 3
shows the data information.

The pre-processed data was used to train five supervised ML algorithms suited to
classification tasks.

Logistic Regression (LR): LR is an ML algorithm that uses a statistical framework to
tackle classification tasks. The model employs the sigmoid function to transform input
variables, allowing it to predict the probability that a given instance belongs to a particular
class. In binary classification, the two classes are typically represented as 1 and 0. The
mathematical formulation of LR is

1

15 oot B M)

y:

where

e vy is the probability that the sample belongs to the positive class;
e  xisthe input variable;
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Figure 2. A histogram chart showing the distribution of data in the continuous variable.
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Support Vector Machine (SVM): SVM is a supervised ML algorithm that handles

classification by categorising data into groups separated by a hyperplane, which in binary

classification is a boundary distinguishing two classes. Support vectors are the closest

data points to the hyperplane from each class and define the margin. SVM optimises

the hyperplane to maximise this margin, reducing classification errors and enhancing

accuracy [35].

K-Nearest Neighbour (KNN): KNN is a distance-based supervised ML technique that

classifies a new data point by examining the nearest data points from the training set. The

closest data points to the new instance are referred to as its neighbours, whilst k denotes the
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number of nearest neighbours considered. The algorithm assigns the new data point to the
class with the greatest number of neighbours. Euclidean distance is used to compute the
distance between data points [36,37]. The mathematical expression for Euclidean distance

d(x;,yi) = (x; — i) )
Vi3

e x; and y; are the two sample points with coordinatesi =1, 2, 3,...,n;

is as follows:

where

e  nis the number of dimensions (features) in the sample;
e  d(xj,y;) is the Euclidean distance.

Decision Tree (DT): The DT algorithm classifies data by applying decision rules derived
from dataset features. It uses a hierarchical tree structure beginning with a root node
representing the full dataset, which splits into decision nodes and eventually into leaf
nodes representing final classifications. The algorithm uses Gini impurity or entropy to
select features that minimise impurity and maximise information gain, repeating iteratively
until reaching maximum depth or a stopping criterion.

Random Forest (RF): RF is an ensemble learning method that combines multiple
individual models to make predictions. It employs the bagging technique, which involves
generating multiple random subsets from the training dataset. Each subset is used to
independently train a DT model. The final prediction is derived by aggregating the
outcomes of all individual DTs, which helps mitigate overfitting and improve accuracy [38].

Hyperparameter Tuning: Parameters generated during model computation that aid
predictions are referred to as model parameters. Variables defined by the researcher prior to
training are termed hyperparameters. The process of selecting the best hyperparameters to
maximise model performance is called hyperparameter tuning. Grid Search CV is a widely
used technique for this purpose [39]. It tests predefined hyperparameter combinations by
training and evaluating each model via k-fold cross-validation, splitting the dataset into k
folds and using k—1 folds for training and one for validation.

Deployment: The best-performing model was stored in a pickle file and deployed as an
interactive web application using the Streamlit framework, an open-source Python-based
platform for building and sharing ML applications. CSS and HTML were used to structure
and style the front end of the application.

The ML models were selected to represent complementary learning paradigms com-
monly employed in clinical prediction tasks. LR was included as a transparent interpretable
baseline, RF as a robust ensemble benchmark, and KNN, SVM, and DT to enable systematic
comparison of preprocessing and optimisation effects across algorithm families.

4. Implementation and Results

The dataset was split into features (X) and target (Y), then divided into 80:20 train—test
sets. Five algorithms, LR, KNN, SVM, DT, and RF, were trained in pre- and post-scaling.
Hyperparameter tuning was performed using GridSearch with cross-validation. Model
performance was assessed using Accuracy, Precision, Recall, and Fl-score. After evaluation,
the best-performing model was analysed for feature importance and saved as a pickle
file for future use. For deployment, the model was integrated into a user-friendly web
application using Streamlit, an open-source Python framework for building interactive
web apps. The development was carried out in Visual Studio Code (VS Code). The web
application features a clean homepage that directs users to a prediction page. Users can
input their data, click the Predict button, and receive real-time prediction results instantly.
In the first modelling experiment, the training dataset was used without feature scaling.
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The model was trained using ML algorithms, including LR, KNN, SVM, DT, and RE.
Performance metrics shown in Table 2 for each model were evaluated, and the RF model
achieved the highest accuracy, with a score of 94%.

Table 2. Performance metrics of models before feature scaling.

ML Models Accuracy % Precision % Recall % F1-Score
LR 74.19 77.51 67.71 72.29
KNN 90.48 84.21 99.51 91.22
SVM 79.69 77.60 83.11 80.27
DT 87.93 88.10 87.93 87.92
RF 94.21 94.32 94.21 94.21

Table 2 reports the baseline performance of all five ML models prior to feature scaling,
serving as a reference point for subsequent experiments. Table 3 presents the corresponding
results after standardisation, enabling direct assessment of the impact of feature scaling
on scale-sensitive algorithms such as Logistic Regression and SVM. The comparative
trends across these stages are visually summarised in Figure 4, which highlights how
preprocessing choices influence different algorithm families. For the next modelling, an
experiment was conducted using the training dataset after the feature scaling technique,
and the standard scaler was applied. Performance metrics shown in Table 3 for each model
were evaluated, and the RF model still maintained the highest accuracy, with a score of 94%.

Table 3. Performance metrics of models after feature scaling.

ML Models (After Feature Scaling) Accuracy %  Precision %  Recall % F1-Score
LR 77.23 78.86 74.04 76.37
KNN 90.04 83.64 99.41 90.84
SVM 84.49 82.36 87.56 84.88
DT 87.83 88.94 87.83 87.82
RF 9411 94.25 9411 94.12

Figure 4 shows that the LR and SVM models experience significant improvement after
feature scaling, whereas KNN, DT, and RF models did not show any improvement before
and after feature scaling.

Following feature scaling, hyperparameter optimisation was conducted using Grid-
SearchCV to systematically explore predefined parameter combinations for each model.
The selected optimal configurations, reported in Table 4, were determined based on cross-
validated performance on the training data. This step ensures that performance improve-
ments are attributable to principled optimisation rather than arbitrary parameter choices.
The KNN and SVM models experienced significant improvement after the optimisation,
while the RF model had a slight improvement in performance. The LR and DT models
were not influenced by the tuning. Table 5 captures the performance metrics of the models
after the hyperparameter tuning. With slight improvement after the tuning, the RF model
had the best performance with an accuracy of 95%. Figure 5 shows a comparison of model
accuracies before and after hyperparameter tuning.
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Model Accuracies Before and After Feature Scaling

B Before Scaling
B After Scaling 0.90 0.90

Accuracy

Logistic Regression K-Mearest Neighbour SVM Decision Tree Random Forest
Models

Figure 4. Comparing model accuracies before and after feature scaling.

Table 4. Optimal hyperparameters for models.

ML Models Optimal Hyperparameters

LR C =0.01, penalty = ‘12, solver = ‘liblinear’

KNN metric = ‘euclidean’, n_neighbours = 2, weights = “uniform’

SVM C =100, gamma = ‘auto’, kernel = ‘rbf’

DT criterion = ‘entropy’, max_depth = 13, min_samples_leaf = 1, min_samples_split = 2

RF bootstrap = ‘False’,max_depth = 20, min_samples_leaf = 1, min_samples_split = 2, ‘n_estimators’ = 200

Table 5. Performance metrics of the models after hyperparameter tuning.

Optimised ML Models Accuracy %  Precision %  Recall % F1-Score
LR 77.09 77.16 77.09 77.06
KNN 93.18 93.56 93.18 93.17
SVM 90.53 90.75 90.53 90.52
DT 86.51 86.81 86.51 86.48
RF 94.80 94.88 94.80 94.80

LIME is an interpretability technique used to explain the predictions of an ML model.
This technique was applied to explain the individual outcome of the RF model prediction.
Figure 6 demonstrates a local explanation generated using LIME for a representative
Random Forest prediction.

Figure 6 presents the LIME visualisation for a selected illustrative instance from the
RF model output. This example was chosen to demonstrate the explanatory capability of
LIME and may not represent the typical prediction pattern across the full dataset. The
visualisation is segmented into three parts. The top left displays the prediction probabilities
for the two classes: No Diabetes and Diabetes. For this instance, the model assigns a
probability of 1.00 to the Diabetes class. This value reflects the model’s output score for this

https://doi.org/10.3390/£i18060331


https://doi.org/10.3390/fi18060331

Future Internet 2026, 18, 331 10 of 18

specific case and should not be interpreted as a clinical diagnosis or as certainty regarding
an individual’s health status.

Model Accuracies Before and After Optimization

I Before Optimization 0.93
. After Optimization 5 0.91

Accuracy

Logistic Regression K-Nearest Neighbour SVM Decision Tree Random Forest
Models

Figure 5. Comparing model accuracies before and after hyperparameter tuning.

Prediction probabilities No Diabetes Diabetes
>1023
No Diabetes oose > Feature Value

ensive > 0.00 glucose 1187

systolic bp>153.00  Lo)iede e B
' systolic_bp 169.00

Diabetes [IRNRRR 1.00

o pulse rate  55.00
d;ﬁtohc_bp >83.00 diastolic_ bp 98.00

D48 <bmi<=2515 [0 216
003

Figure 6. LIME visualisation explaining the prediction made by the RF model.

The middle section presents a tree-like structure showing the sequence of conditions
that guided the model towards the positive class prediction. Each condition is a threshold
on a feature. From Figure 6, the conditions are

i.  Glucose > 10.23, meaning the individual’s glucose level exceeds 10.23 mmol/L.

ii.  Hypertension > 0.00, indicating the presence of hypertension, as this is a binary variable.

iii. Systolic_bp > 135.00, meaning the individual’s systolic blood pressure exceeds
135 mmHg.

iv.  Pulse_rate < 60.00, meaning the individual’s pulse rate is at or below 60 beats per minute.

v.  Diastolic_bp > 93.00, meaning the individual’s diastolic blood pressure exceeds
93 mmHg.

vi. The individual’s body mass index fallingwithin therange of 22.48 < bmi < 25.15.
The final component of the visualisation is a table that captures the input feature

values used for the prediction. The value for the features is shown in Table 6 below.
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Table 6. Input feature values from the LIME visual.

Feature Value
glucose 11.87
hypertension 1.00
systolic_bp 150.00
pulse_rate 55.00
diastolic_bp 98.00
bmi 24.16

The table revealed that all the conditions from the middle tree-like structure were met,
which explains why the instance or individual was predicted to have diabetes. Each of
these features significantly contributes to diabetes prediction, particularly the high glucose
level, presence of hypertension, elevated systolic and diastolic blood pressure, low pulse
rate, and BMI in a specific range. LIME has helped break down how the model arrived at
this decision, showing which specific rules contributed most to the prediction.

Model Deployment Using Web Application Interface

The RF model was implemented as an interactive web application using the Streamlit
library to demonstrate the practical feasibility of deploying a trained ML model within
an accessible interface. This prototype is intended as a proofofconcept for research pur-
poses and has not undergone clinical validation or usability testing with healthcare pro-
fessionals. It should not be used as a substitute for clinical assessment or professional
medical judgement.

Upon launch, the application presents a concise introduction to the system, accom-
panied by a “Start Prediction” button that navigates users to the primary interface. This
interface, illustrated in Figure 7, enables users to input relevant health metrics via a se-
quence of dropdown menus.

&

Model processed | No Diabetes or Diabetes
the data and detected

output outcome

User input data (111111 o -
. " Model's prediction
and clicks on Predict (L1117 ® _
displayed on the
V Data sent 1o

the model

@

Data retrieved from the

front end A E

Figure 7. Illustrating the web-based application, starting with user input and providing prediction-
based results.

After entering the required inputs, users select the “Predict” button to initiate the
prediction process. The model analyses the input data and returns a prediction outcome
in real time. Figures 8 and 9 illustrate results for two distinct scenarios: one indicating a
positive prediction for diabetes and the other a negative prediction. A red background
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accompanies a positive prediction to draw attention to the output, whilst a green back-
ground accompanies a negative prediction. These outputs reflect the model’s classification
based on the provided inputs and should be interpreted accordingly, not as definitive
clinical findings.

Age (B to 112) Wieight(3 to 101)
&1 - (=2 - =
Fulse Rate(S to 133) 281 {1 t0 1565)
57 - = 34 - =

Systolic Blood Pressure (62 to 231) Family History of Diabetes

144 - - Mo -
Diastolic Blood Pressure (45 to 119) Hypertensive
101 - * Wes ~

Glucose [3 ta 34)

19 = o

Predict
Result: Diabetes Detected

Top Contributing Factors:

- Systolic BP contributed with importance score: 187679
- Diastolic BP contributed with importance score: 11.6390
- Age contributed with importance score: 79776

Back to Home

Figure 8. Streamlit application landing page displaying a positive diabetes prediction, illustrating a
real-time user interface for clinical decision support.

Age (B to 112) Weight(3 te 101)
17 - + 45 - +
Pulse Rate(5 to 133} BMI {1 to 155)
10 - + 3 - +

Systolic Blood Pressure (62 te 231) Family History of Diabetes

682 + Mo L~
Diastolic Blood Pressure (45 to 119) Hypertensive
45 + Mo o

Glucose [0 to 34)

T = +

Predict
Result: No Diabetes

Top Contributing Factors:

- Systolic BP contributed with importance score: 3.0806
- Weight contributed with importance score: 5.3377

- Diastolic BP contributed with importance score: 5.1857

Back to Home

Figure 9. The web interface shows results when diabetes is not detected.
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5. Discussion

To contextualise the reported results, the performance of the proposed models was
compared against recent diabetes prediction studies employing similar ML techniques.
Prior works typically report accuracy ranging from 70% to 90% for Logistic Regression and
SVM, and up to 95% for ensemble methods such as Random Forest. The achieved Random
Forest accuracy of 94-95% in this study is therefore consistent with, and in several cases
exceeds, reported benchmarks, while offering additional contributions through systematic
preprocessing analysis, explainability, and real-time deployment. The observed variation
in model performance across preprocessing stages can be explained through established
principles of statistical learning theory. Algorithms such as Logistic Regression and Support
Vector Machines rely on gradient-based optimisation and distance-based computations,
rendering them inherently sensitive to feature magnitude. Their enhanced performance
following standardisation aligns with prior findings in medical classification tasks, wherein
unscaled features may bias optimisation trajectories. Conversely, the scale-invariant be-
haviour exhibited by Decision Tree and Random Forest models reflects their reliance on
hierarchical threshold-based splitting mechanisms rather than numerical distance metrics,
thereby accounting for their stability across preprocessing stages.

RQ1 examined how feature scaling affected the performance of the five ML algorithms.
As shown in the comparative bar chart in Figure 4, the impact varied considerably across
algorithms, which aligns with their underlying mechanisms. LR accuracy improved from
0.74 to 0.77 following scaling, as expected given that gradient-based optimisation is sensitive
to differences in feature magnitude. SVM similarly benefited, improving from 0.80 to 0.84,
which reflects its dependence on dot products in kernel space. DT and RF showed no
meaningful change, consistent with their use of threshold-based splitting rules that are not
influenced by feature scale.

KNN produced an interesting result, maintaining accuracy at approximately 0.90 both
before and after scaling, with only a marginal decrease from 90.48% to 90.04%. This is
somewhat unexpected for a distance-based algorithm. One plausible explanation is that
the features in the DiaHealth dataset, which include clinical measurements such as blood
pressure, glucose, and BMI alongside binary-encoded categorical variables, are already
distributed within broadly comparable numerical ranges. Under these conditions, stan-
dardisation has little effect on the relative distances between data points. The pre-scaling
recall of 99.51% supports this view, as it indicates that KNN was already locating correct
neighbours effectively. The slight accuracy drop after scaling also suggests the original fea-
ture magnitudes were not introducing meaningful distortion. Taken together, these results
indicate that feature scaling is beneficial for some algorithms but not universally required,
particularly when the dataset’s inherent feature distributions do not create significant
scale imbalances.

DT and RF models displayed no change in accuracy (both maintaining 0.88 and 0.94,
respectively) after feature scaling. This aligns with the established understanding that
tree-based algorithms are inherently invariant to feature scaling, since they split nodes
based on feature thresholds rather than distance or gradient calculations [38]. The results
reveal that feature scaling enhances the performance of certain algorithms, but some
models might not necessarily require feature scaling to perform optimally. When predicting
diabetes, feature scaling should be applied in a way that aligns with the specific algorithm
being used to ensure the model performs at its best. RQ2 examined which supervised
ML algorithm provided the most accurate and generalisable predictions. Identifying
the most effective model is important for early disease detection and decision support.
In this research, multiple supervised ML algorithms were evaluated for their predictive
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performance on diabetes onset. Their performances were compared both before and after
hyperparameter tuning.

The comparative bar chart (Figure 5) reveals that the RF algorithm consistently outper-
formed other models, achieving the highest accuracy both before and after hyperparameter
optimisation, increasing from 0.94 to 0.95. This marginal gain demonstrates that while RF
is inherently robust, fine-tuning still contributes positively to its predictive capabilities.
The SVM model experienced a notable improvement in accuracy from 0.84 to 0.91 after
hyperparameter tuning. This shows that SVM is highly sensitive to the selection of its
kernel, regularisation parameter (C), and gamma values, all of which can be adjusted
during tuning [40]. KNN improved from 0.90 to 0.93, showing that selecting the optimal
number of neighbours (k) and distance metric can significantly enhance its performance.
On the other hand, LR showed no improvement (remained at 0.77), and DT showed a
slight decrease (from 0.88 to 0.87), which could be attributed to overfitting during the
optimisation process.

The results revealed that RF is the most effective algorithm for predicting diabetes
onset in this study, offering both high accuracy and robust generalisation. While hyperpa-
rameter tuning improved the performance of most models, particularly SVM and KNN, its
impact on RF was relatively minimal due to the algorithm’s inherent resilience and strong
baseline performance.

Research Question 3 examines how Local Interpretable Model-agnostic Explanations
(LIME) enhances the interpretability of machine learning predictions in healthcare con-
texts. In clinical settings, understanding the reasoning underlying a prediction is equally
critical as the prediction itself; this is precisely where explainable artificial intelligence
(XAI) techniques such as LIME become indispensable. LIME constitutes a model-agnostic
explanation methodology that facilitates the interpretation of predictions generated by any
black-box classifier through local approximation with an interpretable surrogate model. It
addresses the fundamental question: “Why did the model render this specific prediction
for this particular individual?” Such granular explanations can inform clinical decision-
making, foster trust in artificial intelligence systems, and promote ethical and transparent
Al deployment.

The results presented in Figure 6 indicate that the model assigned a probability of
1.00 to the positive (diabetes) class for this instance. LIME subsequently identified and
quantified the features influencing this determination through feature-level decomposition.
Specifically, Figure 6 reveals that the individual presented with glucose levels exceeding
10.23 mmol/L, concurrent hypertension, and elevated systolic blood pressure surpassing
135 mmHg. These variables represent established clinical indicators for diabetes; conse-
quently, the explanation demonstrates strong concordance with medical domain knowledge.
Both clinicians and data scientists can thereby visually trace the contribution of each feature
to the final prediction.

This study demonstrates that XAI techniques such as LIME are essential for reconcil-
ing predictive performance with interpretability in healthcare applications. By furnishing
clear, localised explanations for individual predictions, LIME empowers clinicians to make
evidence-informed decisions whilst enhancing model transparency and fostering trust. As
evidenced in the diabetes prediction case, LIME not only elucidated the rationale under-
lying the model’s determination but also highlighted clinically relevant features, thereby
ensuring alignment between the model’s reasoning and established clinical understand-
ing. The superior performance of Random Forest observed herein is consistent with prior
diabetes prediction research, emphasising the robustness of ensemble learning methods
in managing feature interactions and noisy clinical data. However, unlike numerous pre-
vious studies that report high accuracy without addressing interpretability or practical
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deployment considerations, the present work demonstrates that ensemble performance can
be integrated with transparent, instance-level explanations through XAI methodologies.
This integration addresses a critical limitation identified in earlier literature, wherein the
black-box nature of complex models impedes clinical trust and subsequent adoption.

In relation to RQ1 and RQ?2, the findings confirm that preprocessing and hyperpa-
rameter optimisation play a decisive role in algorithm performance, but their impact is
model-dependent. This underscores the importance of algorithm-specific pipeline de-
sign rather than one-size-fits-all preprocessing. Addressing RQ3, the application of LIME
demonstrates that high-performing models can still provide clinically interpretable ex-
planations, aligning model reasoning with established medical risk factors. Despite its
utility, LIME operates as a post hoc approximation method and is inherently limited to
local, instance-level explanations. Caroprese et al. [40] argue that argumentation-based
frameworks offer a more formally grounded and verifiable approach to transparency in
medical Al, anchoring predictions in structured logical reasoning rather than statistical
surrogates. Future iterations of this work could explore such frameworks to provide more
robust and clinically defensible explanations alongside the deployed decision-support tool.

Finally, RQ4 is supported through successful deployment, indicating that predictive ac-
curacy, interpretability, and usability can coexist within a single decision-support framework.

The use of ML in healthcare is transforming how diseases such as diabetes are detected
and managed. By deploying a web-based decision-support tool using a trained ML model
for RQ4, healthcare professionals and individuals can gain real-time, data-driven insights
into their health status. The diabetes prediction web application exemplifies how Al can
be translated into practical, accessible, and interpretable tools for early disease detection.
The tool generates a prediction such as “No Diabetes” or “Diabetes Detected” based on
input values. This immediate feedback is valuable in supporting early intervention. The
application not only returns a binary result, but it also lists the top contributing factors
with important scores. This supports clinical explainability and patient understanding by
revealing why a prediction was made. These insights could help clinicians prioritise further
testing or lifestyle recommendations based on specific risk factors. The deployed web-based
diabetes prediction tool stands out as an effective decision-support system. By combining
real-time prediction, interpretability, and accessibility, it offers significant advantages for
early detection and prevention of diabetes. The use of the best-performing model further
enhances its clinical utility, trustworthiness, and practical value, making it a strong example
of how ML can improve health outcomes when translated into real-world applications.

Limitations

This study is subject to several limitations that warrant consideration when interpret-
ing the findings. First, the dataset employed was relatively modest in size and derived
from a single open-source repository, potentially constraining the generalisability of the
results to broader, more diverse populations. The omission of critical clinical and lifestyle
variables, including glycated haemoglobin (HbAlc) levels, cholesterol profiles, physical
activity patterns, smoking status, and dietary habits, may have restricted the model’s
capacity to comprehensively capture the multifactorial risk factors associated with Diabetes
Mellitus. The analysis was confined exclusively to structured data, thereby excluding
alternative data sources of potential diagnostic value, such as unstructured clinical notes
or medical imaging. While the study reports accuracy, precision, recall, and Fl-score,
additional metrics such as ROC-AUC, specificity, and calibration analysis were not in-
cluded, which would provide a more comprehensive assessment of model performance
in clinical settings. Whilst LIME was employed to enhance interpretability, it furnishes
exclusively local explanations that may not adequately represent the model’s global be-
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haviour patterns. Dependence upon a singular explanation methodology may additionally
circumscribe the depth and robustness of insight available to clinicians for decision-making
purposes. Finally, although the developed web application demonstrates considerable
practical potential, it has yet to undergo empirical validation with authentic end-users’
clinical environments, an essential prerequisite for comprehensively assessing usability,
clinical effectiveness, and trustworthiness in real-world healthcare contexts.

6. Conclusions and Future Work

This research explored the use of ML methods to predict whether someone might
develop diabetes, using a newly available dataset from an open platform. A structured
approach was used to assess how well the models performed at three stages: before
feature scaling, after feature scaling, and following hyperparameter tuning. Among the
five techniques tested, the RF method consistently produced the best results, showing
the highest level of accuracy and proving to be dependable and adaptable across all
stages. To better understand the decision-making process of the best-performing model,
feature importance was extracted from the RF algorithm, highlighting the key factors
contributing to diabetes risk. In addition to that, the study implemented LIME to improve
transparency. LIME enabled the generation of case-level explanations, offering insights
into how individual features influenced predictions. This not only made the model more
interpretable but also built trust among potential end-users and healthcare stakeholders. In
conclusion, the results highlight the significant potential of supervised ML algorithms in
supporting early diabetes diagnosis. The results demonstrated that applying feature scaling
and tuning model hyperparameters can meaningfully enhance predictive performance.
The RF model proved to be the most accurate and reliable, making it especially well-suited
to healthcare applications due to its ensemble design and resilience against overfitting.
The study addressed common concerns around the “black box” nature of ML models by
integrating XAl techniques such as LIME, thereby promoting greater accountability and
usability in medical contexts. Finally, deploying the model via a Streamlit-based web
application showcased its practical application, paving the way for real-world use as a
decision-support tool in clinical or public health settings.

Although this study successfully achieved its aim and objectives, there are some areas
where future research could build upon the findings and address the limitations identified.
To improve the general usefulness and reliability of the model, future studies should
consider using larger and more diverse datasets. Ideally, these datasets should be collected
from multiple healthcare systems or regions and include a wider range of health-related
information. Features such as glycated haemoglobin (HbAlc) levels, cholesterol readings,
physical activity, smoking status, dietary habits, and detailed family medical history could
add valuable insight. Including these more comprehensive indicators would likely enhance
the model’s accuracy and make it more relevant in real-world clinical settings. It would
also help the model work better across different population groups and reduce the risk of
bias caused by using a limited or homogenous dataset. Future work could explore other
model explanation methods beyond LIME. Techniques such as SHAP or global surrogate
models may offer a deeper understanding of how the model makes decisions. These tools
could help build greater confidence among healthcare professionals by making the model’s
predictions easier to interpret and trust.
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