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Abstract

Continuous healthcare monitoring systems generate non-stationary physiological data
streams, where evolving statistical properties and patterns often invalidate static models
and fixed user classifications. To address this challenge, we propose drift-aware adaptive
architecture that integrates concept drift detection into a distributed edge–cloud data
analytics pipeline. In the proposed design, a concept drift is elevated from a maintenance
signal to the primary mechanism governing user-state adaptation, model evolution, and
inference consistency. Within the proposed system, the edge tier performs low-latency
inference and preliminary drift screening under strict resource constraints, while the cloud
tier executes advanced drift detection and validation, orchestrates user reclassification and
model retraining, and manages model evolution. A feedback loop synchronizes edge and
cloud operations, ensuring that detected drift triggers appropriate system transitions, either
reassigning a user to an updated state category or initiating targeted model updates. This
architecture reduces reliance on static group assignments, improves personalization, and
preserves model fidelity under evolving physiological conditions. We analyze the drift
types most relevant to healthcare data streams, evaluate the suitability of lightweight and
cloud-grade drift detectors, and define the system requirements for stability, responsiveness,
and clinical safety. Evaluation across 21 concurrent users demonstrates that drift-aware
adaptation reduced prediction MAE by 40.6% relative to periodic retraining, with an
end-to-end adaptation latency of 66 ± 37 s. Hierarchical cloud validation reduced the
false-positive retraining rate from 88.9% (edge-only triggering) to 27.3%, while maintaining
uninterrupted inference throughout all adaptation events.

Keywords: adaptive healthcare monitoring; drift-aware edge-cloud intelligence;
edge-cloud computing; healthcare IoT; adaptive systems; distributed inference; model
lifecycle management

1. Introduction
Modern healthcare monitoring systems increasingly depend on continuous streams of

physiological data collected by wearable sensors. Continuous glucose monitoring (CGM)
is a representative example, generating minute-level measurements that support near real-
time anomaly detection, personalized state prediction, and long-term metabolic profiling.
Applications that analyze the data generated by these sensors rely heavily on various static
machine-learning models deployed in operational environments. However, the underlying
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data distributions are rarely stationary. Physiological signals evolve in response to circadian
patterns, meal structure, physical activity, stress, medication, sensor degradation, etc. As
a result, the statistical relationship between inputs and outputs changes over time. This
phenomenon, known as concept drift, poses a fundamental challenge to any system that
must sustain accuracy and reliability during extended deployment.

In practice, concept drift is often not an exception or anomaly but a normal feature
of biomedical data streams. Static models deteriorate quickly as they become misaligned
with a user’s evolving physiology or behavior. Periodic retraining on a fixed schedule is
simple to set up, but it is often both inadequate and inefficient. It does not react quickly to
abrupt drifts, it can spend computing resources when the model does not need to change,
and it assumes that drift occurs on a regular, known schedule. For healthcare applications
that require continuous high-quality analytics, concept drift should be handled as a regular
part of day-to-day operations throughout the system life cycle, rather than as an occasional
offline monitoring task.

The distributed nature of healthcare analytics underlines the need for drift-aware
adaptive methods in systems for data analysis. Wearable-based decision support for health-
care applications is often implemented across a heterogeneous edge–cloud continuum,
where sensing devices and near-edge gateways perform latency-critical preprocessing and
inference, while cloud platforms are used for heavier computation, cross-user generaliza-
tion, and long-term model management. Each tier introduces distinct constraints: edge
devices operate under strict limitations in energy, memory, and compute resources, but are
close to the data source and maintain low-latency responsiveness; cloud servers can scale
resources and have access to global datasets but have higher communication overhead and
depend on stable connectivity. Deciding where inference should run, where to detect drift,
and where and when to update the model is therefore a core engineering challenge that
directly affects system correctness, cost, and responsiveness.

A growing body of research explores concept drift detection algorithms, but many of
these studies assume that processing happens in a centralized cloud setting or assess drift
using offline evaluations. These approaches do not account for the complexity of evolving
physiological data that are distributed across sources and change over time. Drift will
appear first at the edge, long before aggregated and/or processed data are sent to the cloud.
It can happen gradually or abruptly, and it may reflect not only degradation in model
performance but also meaningful transitions in a user’s metabolic state. Consequently, drift
detection must be built directly into the operational pipeline and appropriately integrated
with the mechanisms used for model updates and deployment management. Treating
drift as a secondary diagnostic signal is insufficient for systems that must remain adaptive,
stable, and resource-efficient under real-world constraints.

To achieve this integration, a continuous model lifecycle that spans both the edge
and the cloud must be defined. Inference pipelines should be able to shift between tiers
depending on latency requirements, resource availability, and the stability of the predicted
output. Drift detection components must operate in a distributed manner, with lightweight
statistical or uncertainty-based detectors at the edge and more computationally intensive
reconstruction-based or model-based detectors in the cloud. The resulting drift signals
should be routed into a feedback loop that orchestrates the adaptation process, including
decisions such as when to recalibrate, when to retrain, when to override local models,
and when to propagate new model versions. This process should balance timely updates
against the risk of excessive retraining, since frequent retraining can destabilize the system
and place unnecessary demands on cloud resources.
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Developing a robust drift-aware edge–cloud architecture raises additional challenges
in terms of model provisioning, version control, multi-user heterogeneity, and cost-optimal
allocation of computing resources. Healthcare systems must handle users whose physi-
ological patterns evolve at different timescales, exhibit different types of drift, or require
distinct model configurations. Adaptation strategies that work well for one user may
introduce unnecessary computations for another. Designing architecture-level mechanisms
that interpret drift not only as a signal of model failure but also as an indicator of long-term
physiological change introduces an additional layer of complexity. This dual role of drift as
both an engineering challenge and a potential proxy for physiological transitions reinforces
the need for a tightly integrated, fully automated adaptation workflow.

This paper addresses these challenges by proposing an adaptive, concept-drift-aware
edge–cloud data analytics architecture for healthcare data streams, using CGM as a rep-
resentative sensing modality. The proposed system combines distributed drift detection,
cross-tier inference, and a closed feedback loop for model updates, so machine-learning
models deployed at scale can adjust over time as data and conditions change. The architec-
ture treats drift as a first-class system event that can trigger model refinement, retraining,
or deployment of updated models tailored to a user’s evolving profile. Although CGM
data serve as the main example, the architecture generalizes to a wide range of streaming
biosensing scenarios, thus providing a general reference for future healthcare analytics
systems where adaptivity, resilience, and distributed intelligence are fundamental design
principles. This work focuses on the architectural and algorithmic aspects of drift-aware
adaptation; considerations such as privacy-preserving data handling, regulatory compli-
ance for clinical deployment, and security of the model distribution pipeline are beyond
the current scope but represent important directions for future work.

This paper presents a drift-aware edge–cloud architecture for continuous inference
over non-stationary physiological data streams, with a particular focus on safety-critical
e-health monitoring scenarios, and makes the following contributions:

• A drift-aware edge–cloud architecture for continuous healthcare monitoring under
non-stationary physiological data streams, incorporating a hierarchical drift-handling
strategy that separates lightweight edge screening from cloud-based validation to
prevent premature adaptations (Section 3).

• A closed-loop adaptation pipeline that automatically triggers retraining, validation,
and redeployment of models in response to validated drift events, and supports a
dynamic user–model alignment mechanism that mitigates unnecessary retraining by
reassigning users to compatible model states after confirmed drift events (Section 3).

• Experimental evaluation on synthetic multi-user streams and real CGM data, demon-
strating stable inference and reduced adaptation overhead in a containerized edge–
cloud deployment (Section 4).

The proposed design is implemented as a containerized, event-driven prototype
integrating drift detection, model lifecycle management, and edge deployment, and is
evaluated using continuous glucose monitoring data to demonstrate end-to-end feasibility,
stability, and adaptability under realistic non-stationary conditions.

The paper is organized as follows. Section 2 reviews related work on concept drift,
edge–cloud healthcare systems, and adaptation strategies. Section 3 presents the proposed
architecture and its prototype implementation, as well as the datasets used for evaluation
and testing. Section 4 describes the experimental evaluation, obtained results, and known
limitations. Section 5 concludes with future directions.
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2. Related Work
The healthcare domain is increasingly adopting Internet of Medical Things (IoMT)

technologies to support continuous and real-time patient monitoring [1]. While cloud-
centric architectures have traditionally been employed to process and store large volumes of
physiological data, their reliance on centralized computation introduces latency, bandwidth
overhead, and privacy risks that are particularly problematic in time-critical healthcare
scenarios [2]. To address these limitations, prior studies have proposed hybrid edge–cloud
architectures that distribute computational tasks across edge nodes and cloud infrastruc-
tures, enabling low-latency analytics, improved data privacy, and more efficient network
utilization [3]. Recent research has explored the integration of artificial intelligence tech-
niques within edge–cloud healthcare systems and demonstrated their potential for real-time
anomaly detection, early diagnosis, and personalized health interventions using data from
wearable sensors and bedside monitoring devices [4,5]. In these systems, lightweight
inference is typically performed at the edge to support immediate decision-making, while
the cloud is leveraged for computationally intensive tasks such as model training, his-
torical analysis, and population-level insight generation. Despite these advances, most
existing edge–cloud healthcare monitoring approaches implicitly assume relatively stable
data distributions.

Concept drift is a fundamental challenge in streaming machine learning, referring
to temporal changes in data distributions or in the relationship between input features
and target variables. Formally, drift occurs when the joint probability distribution P (X, y)
changes between time t and t + ∆t [6]. This temporal instability violates the assumption
that training and deployment data follow the same distribution [7]. Concept drift is
typically classified by its temporal behavior: sudden drift involves abrupt changes, gradual
drift reflects transitional shifts, incremental drift denotes slow continuous evolution, and
recurring drift describes periodically reappearing concepts [8]. Abdullahi et al. emphasize
that temporal dependencies and autocorrelation in time-series data substantially increase
the complexity of drift detection and adaptation compared to independent data streams [9].

Physiological data streams differ from generic concept drift settings due to their inher-
ent non-stationarity, patient specificity, and real-time constraints. Signals fluctuate naturally
with circadian rhythms, physical activity, emotional states, and behavioral patterns [10],
complicating the distinction between expected variability and true drift that requires adap-
tation. Patient-specific characteristics limit cross-patient generalization [11], while strict
latency requirements in healthcare monitoring constrain the computational complexity of
drift detection and adaptation [12,13]. Clinical decisions further demand that drift methods
balance sensitivity, robustness, interpretability, and efficiency, as false alarms or missed
drifts can compromise patient safety [14]. Additionally, covariate shifts (changes in input
feature distribution) and label drift (changes in health state prevalence) often coexist with
concept drift, collectively threatening predictive accuracy.

Existing methods for concept drift detection in healthcare include, among others,
statistical, entropy-based, sliding window, and ensemble approaches, each with trade-offs
in sensitivity, computational cost, and real-time suitability. Statistical methods monitor
deviations in data distributions or prediction errors [15], but may fail to detect gradual drift
masked by physiological variability. Entropy-based methods capture signal complexity
and structural changes without labeled data. They are sensitive to subtle changes but are
computationally demanding. Sliding window approaches maintain recent data segments
to detect drift, balancing responsiveness with sufficient data for reliable detection [16];
Desale et al. combine deep learning with adaptive windows [17]. Ensemble methods track
disagreement or individual model performance across multiple models, offering robustness
at the cost of higher complexity [18].
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Several strategies have been proposed to adapt models once drift is detected. These
include: model retraining, triggered selectively based on drift severity and often using
sliding windows of recent data [19,20]; incremental/online learning, which continuously
updates model parameters without full retraining [21]; ensemble adaptation, adjusting
member weights or composition based on drift type and severity [22]; generative replay,
synthesizing representative examples of previous concepts to maintain performance on
recurring patterns [13]; and adaptive data buffering, retaining representative historical
samples considering age, representativeness, and drift stability [20].

Healthcare monitoring systems increasingly rely on an edge–cloud continuum to
support real-time analytics under stringent latency constraints. The edge tier, composed of
resource-constrained IoT devices and wearables, handles local feature extraction, anomaly
detection, and time-critical inference. The cloud tier supports model training, historical
analysis, and knowledge distillation, where latency requirements are less strict [23]. While
this hierarchical architecture enables task offloading and efficient resource use, existing im-
plementations typically rely on static or periodically retrained models, leaving continuous
drift-aware adaptation across tiers largely unexplored [24].

Recent benchmarking of unsupervised drift detectors on real-world data streams
confirms that no single algorithm dominates across drift types, reinforcing the multi-
detector ensemble strategy adopted in this work [25]. Complementary surveys on edge
computing cost optimization further demonstrate that latency and resource expenditure
are tightly coupled in distributed IoT deployments, underscoring the need for adaptive,
drift-triggered retraining rather than fixed-schedule approaches [26].

Table 1 provides a comparative summary of representative prior works along five ar-
chitectural dimensions relevant to drift-aware healthcare monitoring.

Table 1. Overview of representative prior studies and their architectural characteristic.

Reference Distributed
Detection

Drift-Triggered
Adaptation

User
Reclassification

Model
Specialization Evaluation Type

Zertal et al. [13] No (centralized) Yes (generative
replay) No No Offline dataset

Yang and Shami [16] Partial (edge-only) Yes (lightweight) No No Simulation

Desale and Shindle [17] No (centralized) Yes (sliding
window) No No Offline dataset

Pratyusha and Sinha [18] No (centralized) Yes (ensemble
weighting) No No Offline dataset

Prashanth et al. [20] No (centralized) Yes (adaptive
buffering) No Partial Offline dataset

Toor et al. [22] No (centralized) Yes (adaptive) No No Streaming
simulation

Proposed system Yes (hierarchical
edge-cloud)

Yes
(drift-triggered) Yes Supported by

the architecture
Prototype testbed
(synthetic + real)

Despite extensive research in concept drift detection and adaptation, prior work gen-
erally treats these mechanisms independently from edge–cloud deployment. Table 1 sum-
marizes the positioning of representative systems along five key dimensions. Among the
reviewed works, none simultaneously integrates (i) distributed, hierarchical drift detection
spanning edge and cloud tiers, (ii) drift-triggered user reclassification and model special-
ization, (iii) automated model lifecycle management with retraining and redeployment,
and (iv) a closed feedback loop from edge-level detection to cloud adaptation and back to
edge deployment.
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3. Adaptive Healthcare Monitoring System—Architecture and Prototype
3.1. Proposed System Architecture

To address the challenges of continuous inference using non-stationary physiological
data streams, we propose a multi-tier edge–cloud architecture in which concept drift is
treated as a first-class supervisory system signal. This feedback-based flow reflects the
architectural differences in capabilities and responsibilities of each tier. The edge utilizes
proximity to data sources and responsiveness under resource constraints, while the cloud
provides aggregation, validation, and coordination using longer time windows and infor-
mation from larger groups of users or devices. In this design, inference runs continuously
and is assigned to the tier that best satisfies latency and resource constraints, while drift
handling is distributed and hierarchical. Early indicators of drift are identified close to the
data source, whereas confirmation and adaptation decisions are centralized. One of the
main design principles of the architecture is also the strict separation between drift screen-
ing, drift validation, and adaptation decision-making, ensuring that resource-constrained
components are never responsible for irreversible or computationally demanding system-
level changes. Concept drift is treated as a system-level coordination signal that governs
model lifecycle transitions and deployment behavior across the edge–cloud continuum,
and is used to explicitly balance responsiveness to evolving data distributions against
robustness to transient noise. A high-level overview of the system architecture is shown in
Figure 1.

Figure 1. High-level overview of the proposed architecture.
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Raw physiological data from the sensing infrastructure are ingested by edge nodes,
each associated with an individual user. Each edge node runs an analytics pipeline with
lightweight drift detection, an inference engine, and an optional summarization and visual-
ization component. After analysis, processed data and drift signals are sent to the cloud for
further analysis. The cloud performs broader data analysis and drift detection, executes
adaptation strategies, and stores all information in a persistence component. New models
are delivered to edge inference engines through a Model-as-a-Service (MaaS) component.
The following subsections describe each layer in detail.

3.1.1. Component Distribution over Edge-Cloud Continuum

The edge tier operates as the interface between sensing infrastructure and the analytics
pipeline, directly ingesting high-frequency physiological data streams such as continuous
glucose monitoring measurements. Its primary responsibilities include signal preprocess-
ing, feature extraction, and low-latency inference. Models at this tier are compact and
computationally efficient, designed for devices with limited memory, processing power,
and battery capacity, such as smartphones, embedded gateways, or wearable-adjacent
controllers. In addition to inference, the edge tier performs preliminary drift screening.
This screening is lightweight and conservative due to device constraints, and it relies on
incremental statistical indicators or model-consistency signals that can be computed with
bounded memory and processing overhead. By restricting edge-side screening to low-cost
computations, the system lowers energy consumption while still detecting early indications
of drifts. To support interpretability and monitoring, the architecture includes a user-facing
presentation component responsible for generating personalized summaries, visualizations,
list of actions, and optional dashboards. This component can also be used for communica-
tion with different actuators or any kind of control infrastructure, thus creating not only
adaptive but also responsive systems.

The cloud tier serves as the coordination and decision-making core of the architecture.
It aggregates drift indicators received from multiple edge devices and applies more com-
putationally intensive drift validation and analysis methods that require longer temporal
context or richer feature representations. These operations are typically not applicable at
the edge due to resource limitations or incomplete observability. Beyond drift validation,
the cloud tier manages the model lifecycle through dedicated services responsible for model
retraining, versioning, and deployment orchestration. Model training is decoupled from
serving through a Model-as-a-Service (MaaS) abstraction, enabling independent scaling
and fault isolation. MaaS is a logical service responsible for model distribution, version
management, and deployment coordination. Individual MaaS instances may be physically
deployed at different points of the edge–cloud continuum (e.g., cloud, regional, or near-
edge), depending on latency, governance, and infrastructural constraints. This flexibility
allows the architecture to adapt to diverse deployment environments without altering core
system logic. Furthermore, for large-scale systems this component can be organized in a
hierarchical manner, with instances spanning across the edge-cloud continuum. In typical
deployments, one or more MaaS instances are placed closer to the edge to reduce model
distribution latency, while remaining logically coordinated by cloud-level control services.
Cloud-level adaptation decisions are explicitly designed to reflect the realistic nature of
distributed IoT environments, including intermittent connectivity, delayed data arrival,
and partial observability across devices. As a result, adaptation decisions are based on
aggregated and validated drift evidence over time, rather than being strictly reactive to
individual drift alerts or isolated deviations. Along with deep drift analysis, the cloud
tier can perform broad analysis of the data among users, which can be a valuable tool for
clinicians conducting longitudinal studies across different groups of users. Furthermore, it
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is possible to add a component that will provide needed summarizations, dashboards and
analysis results.

The feedback loop closes the adaptive cycle by translating validated cloud-level adap-
tation decisions into actionable updates at the edge through an asynchronous, multi-stage
pipeline. When drift validation indicates that adaptation is required, updated models are
trained in the cloud, logged with complete metadata, and made available for deployment
through the MaaS service. Model creation, storage, and deployment are intentionally
decoupled. The adaptation engine focuses on responding to validated drift events by
producing updated models, while the MaaS service handles model distribution, version
management, and coordination with edge devices. This design allows each component to
evolve independently and scale according to its workload characteristics. The feedback
loop incorporates buffering and validation mechanisms intended to reduce instability
caused by noisy or transient drift signals. Model deployment proceeds asynchronously,
allowing edge devices to continue inference using existing models until updates are safely
applied. The feedback loop is designed not only to guarantee stability for inference results
but also to reduce the risk of oscillatory behavior while maintaining continuous operation
under evolving data distributions. All feedback-driven updates operate exclusively at the
system and model-management level and do not constitute clinical evaluations, diagnoses,
or therapeutic recommendations.

3.1.2. Drift Detection, Validation, and Adaptation Logic

Rather than relying on a single detection mechanism, the system adopts a tier-aware
drift monitoring strategy in which detection methods are selected based on their com-
putational requirements, temporal sensitivity, robustness to noise, and suitability for dis-
tributed execution.

At the edge, drift monitoring is constrained by limited memory, processing capacity,
and energy resources. Edge-level screening mechanisms therefore support incremental
computation, bounded state, and constant or near-constant time complexity per observa-
tion. The architecture relies on window-based statistical tests and simple distributional
consistency checks that track changes in low-dimensional summary statistics over slid-
ing windows. The edge may also monitor model-consistency signals derived from the
inference process itself, such as variations in prediction confidence, residual distributions,
or anomaly scores, which can serve as indirect indicators of potential drift while reusing
existing computations. Edge-side drift screening is intentionally conservative, particularly
in healthcare-oriented deployments, and is restricted to signaling persistent deviations that
justify escalation rather than confirming drift.

The cloud tier performs drift validation and interpretation using methods that cannot
be applied at the edge due to their data, computational, or memory demands. With access
to longer temporal histories, richer feature representations, and elastic compute resources,
the cloud can apply more advanced and expressive drift detection techniques, including
distributional distance measures, reconstruction-error-based detectors, and model-based
approaches that directly assess changes in the learned input–output relationship. Cloud-
side detection can also incorporate contextual information unavailable at the edge, such as
historical baselines, cross-user statistics, or population-level trends. This wider perspective
allows the system to evaluate whether detected drift is bound to a single user or indicative of
broader shifts. Beyond detection, the cloud tier can characterize drift in terms of magnitude,
persistence, and relevance to downstream tasks, directly informing adaptation decisions.

Adaptation is not triggered directly by individual drift indicators or isolated devia-
tions. Instead, the adaptation logic is formalized through an aggregated drift confidence
score computed for each user or user group over a sliding temporal window. A drift is
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actionable only if the score exceeds a threshold for k consecutive windows and no adap-
tation has occurred within the cooldown interval ∆t, preventing oscillatory updates from
noisy signals.

To further improve model–data alignment while limiting retraining frequency, the
system performs user classification as a system-level optimization strategy, maintaining
one model ensemble per user group. Each user group corresponds to a shared model
ensemble trained on users exhibiting similar data–model alignment characteristics, rather
than demographic or clinical similarity. The number of groups can vary over time to
accommodate large-scale concept drifts. Rather than assuming static group membership,
user states are modeled as dynamic and subject to transition. Validated drift events may
indicate that a user’s data no longer conforms to the assumptions underlying their current
model configuration. Such indications initiate a structured evaluation under the same
persistence and stability constraints applied to other adaptation decisions. The cloud
tier evaluates whether reassignment to an alternative user state is more appropriate than
retraining from scratch, prioritizing reassignment as a lower-cost and faster adaptation
pathway when an existing model ensemble provides better alignment.

State transitions are governed by the same persistence requirements applied to other
adaptation decisions. User states are treated as internal system constructs that are reversible
and continuously re-evaluated as new data becomes available. They are not exposed as
clinical labels and are not intended to inform medical interpretation or decision-making.
This direction is deferred to future work and will require close collaboration with medi-
cal experts.

3.2. System Implementation

To test the principles presented, a prototype of the proposed system is implemented to
support adaptive, drift-aware healthcare monitoring under IoT constraints. As a supporting
use case, analysis of CGM data is chosen. The main purpose of the system from users’
perspective is to detect anomalies in readings and create predictions about glucose levels.
The system performs 15 min-ahead glucose-level prediction and anomaly detection on
minute-level CGM streams. The system is based on a microservice architecture realized as a
set of Docker containers, where each container emulates a specific deployment role within
the architecture, including edge devices, cloud-side services, messaging infrastructure, and
model management components. The containerized setup enables repeatable evaluation
of distributed behavior while preserving realistic interaction patterns and communication
overheads. The implementation prioritizes modularity, allowing individual components to
be replaced without architectural changes. All implementation choices described below
reflect a reference prototype intended to demonstrate feasibility and component interaction,
rather than an optimized or clinically validated deployment. The implementation specifics
are depicted in Figure 2, and every component is described in the sections below.

3.2.1. Edge-Side Implementation

The edge-side implementation supports real-time CGM ingestion, lightweight infer-
ence, and local drift screening, with Dockerized nodes emulating smartphones or embed-
ded gateways to enable reproducible evaluation under realistic IoT constraints. The edge
tier is designed to minimize latency and bandwidth usage by performing inference and
drift detection locally, transmitting only relevant events and summaries to the cloud tier.
Each edge node is implemented as a Python 3.14 service designed for deployment on
resource-constrained devices and follows a modular design that includes sensor interface,
feature extraction, inference engine, drift screening subsystem, visualization, and control
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components. Each edge-role container operates independently and performs local inference
on incoming data streams.

Figure 2. Architecture of the implemented system prototype.

The sensor interface component captures the streaming data from real or simulated
sources. It supports both real and synthetic data sources. The feature extraction component
operates on 100-sample sliding windows and computes seven statistical features (mean,
standard deviation, minimum, maximum, range, rate of change, and trend) using ring
buffers to ensure constant memory usage. The edge inference engine performs 15 min-
ahead glucose prediction using a lightweight linear regression model. Linear regression
was selected for edge deployment due to its minimal computational footprint, bounded
memory usage, and constant-time inference cost per sample, making it well suited to
resource-constrained devices. The model is trained on the 500 most recent samples using the
seven extracted statistical features (Section 3.2.1) as input. The evaluation follows a rolling
one-step-ahead protocol in which the model predicts the glucose value 15 min (15 samples)
ahead. The architecture supports alternative lightweight models without modification.
Models are kept in memory and updated atomically, ensuring uninterrupted operation
and consistency during deployment. The drift screening subsystem employs a four-
detector ensemble to capture complementary drift patterns in CGM data. ADWIN provides
sensitivity to gradual drift using adaptive windows with O(logN) memory complexity,
while the Page–Hinkley test keeps a cumulative sum of deviations from the mean. Two
additional statistical detectors monitor mean and variance over fixed 100-sample windows,
triggering when the mean deviates by more than 2.0 standard deviations or when variance
exceeds 1.5× the baseline. These window sizes and thresholds balance sensitivity to
sustained distributional shifts against robustness to short-term postprandial variability. All
detectors operate concurrently on each sample, and drift alerts are emitted only when at
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least two detectors agree within a 60 s window. This threshold-based consensus strategy
improves robustness across gradual and abrupt drift types while limiting false positives.
Parameters reflect experimental settings and are not assumed to be universally optimal.
Table 2 summarizes the configuration of each detector, including the signal monitored, key
hyperparameters, and memory complexity.

Table 2. Drift detector configuration in the edge screening subsystem.

Detector Signal Monitored Key Hyperparameters Memory Complexity

ADWIN Prediction residuals δ = 0.002 O (log N)
Page-Hinkley Prediction residuals λ = 50, α = 0.005 O (1)

Mean-shift monitor Feature-window mean (raw CGM) Window = 100 samples,
threshold = 2.0σ O (W)

Variance-ratio monitor Feature-window mean (raw CGM) Window = 100 samples,
threshold = 1.5 × baseline O (W)

All four detectors operate concurrently on each incoming sample. Drift consensus
requires that at least two detectors emit an alarm within a 60 s sliding window. This voting
window is evaluated continuously: when two or more detectors register alarms whose
timestamps fall within 60 s of each other. The alert confidence score is equal to the fraction
of active detectors (e.g., 2/4 = 0.50, 3/4 = 0.75, 4/4 = 1.0).

The visualization component is realized for the purpose of the prototype as a
lightweight service that periodically generates visualizations of observed and predicted
glucose values and model performance.

3.2.2. Cloud-Side Implementation and MaaS Integration

The cloud-side implementation is realized as a microservices architecture that includes
following primary services: Drift validation service for statistical confirmation, Adaptation
engine for model creation and retraining, Model registry for model-related artifact man-
agement, Message broker for asynchronous communication, and Database for metadata
persistence. Along with the primary components, a data ingestion component is added for
data coordination. Furthermore, cloud components are integrated with the MaaS (Model-
as-a-Service) component for model deployment coordination. This modular design enables
independent scaling, fault isolation, and incremental evolution of individual components
while maintaining a cohesive control plane for drift-driven adaptation.

The separation of concerns is deliberate: the adaptation engine handles all model
training operations, including baseline creation and drift-triggered retraining, while the
MaaS service focuses exclusively on model serving and deployment to edge devices. This
division allows the adaptation engine to operate as a batch-oriented training service that
can leverage significant computational resources during retraining, while the MaaS service
maintains low-latency responsiveness for edge model requests. Communication between
these services flows through MLflow and via a message broker for operational notifications,
ensuring loose coupling and independent scalability.

The drift validation service implements a two-stage filtering pipeline that suppresses
spurious drift alerts before any adaptation is initiated. In the first stage, incoming drift
indicators are screened against a minimum confidence threshold of 0.50; alerts below this
threshold are discarded as weak signals. In the second stage, alerts passing the initial
screen are classified into severity levels based on their confidence score: LOW (confidence
in [0.50, 0.60)), MEDIUM ([0.60, 0.75)), HIGH ([0.75, 1.00)), and CRITICAL (≥1.00)). Only
HIGH and CRITICAL events are considered actionable and are forwarded to the adaptation
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decision logic. Each validated alert is enriched with metadata describing the originating
detector type, monitored metric, and original confidence score.

Algorithm 1 formalizes the cloud-side drift validation and adaptation triggering logic.

Algorithm 1. Cloud-Side Drift Validation and Adaptation Triggering

Input: drift_alert (user_id, detector_type, confidence, timestamp)
1. Filter: If confidence < C_min, discard the alert and return.
2. Classify severity:
• If confidence ∈ [C_min, C_med): severity← LOW
• If confidence ∈ [C_med, C_high): severity←MEDIUM
• If confidence ∈ [C_high, C_crit): severity← HIGH
• If confidence ≥ C_crit: severity← CRITICAL
3. Actionability check: If severity < HIGH, log the alert and return.
4. Persistence check: Verify that severity ≥ HIGH has been sustained for at least
k consecutive evaluation windows of duration T_w for this user_id.
5. Cooldown check: Verify that no adaptation has been executed for this user_id
within the cooldown interval ∆t.
6. Decision: If both persistence and cooldown checks pass, emit a validated drift
event for adaptation.
Output: validated_drift_event OR suppressed alert

The parameter values used in the prototype evaluation are: C_min = 0.50, C_med = 0.60,
C_high = 0.75, C_crit = 1.00, k = 2 consecutive windows, T_w = 60 s, and ∆t = 3600 s.

The adaptation engine handles both initial baseline model creation and drift-triggered
retraining. At system initialization, baseline models are generated for all registered users
using synthetic physiological data. During runtime, the engine processes validated drift
events asynchronously, enforcing per-user stability constraints through cooldown intervals
to prevent oscillatory retraining. When adaptation is needed, the engine retrains models
using a sliding window of the most recent post-drift-onset observations, excluding data
collected before the detected distributional shift to avoid training on outdated patterns.
The performance improvements are evaluated, and the complete training context is logged
to the registry.

The system integrates MLflow as a centralized model registry. Trained models are
organized into per-user experiments, each containing multiple runs corresponding to
successive model versions. Artifacts are logged together with comprehensive metadata
covering training configuration, performance metrics (MAE, RMSE, R2), and execution
environment specifications. The registry maintains a complete version history per user,
supporting temporal analysis and rollback.

The MaaS component acts as the model deployment and distribution layer. While
MaaS instances may be deployed near edge devices for latency reasons, their operation
remains logically coordinated by cloud-side adaptation and registry services. Operating
reactively, it responds to notifications from the adaptation engine, retrieves and validates
model artifacts from the registry, and asynchronously issues deployment commands to the
appropriate edge nodes. It also exposes a lightweight service interface that allows edge
devices to query the latest or best-performing model for a given user. By delegating all
training responsibilities to the adaptation engine, MaaS remains stateless and focused on
reliable model distribution and integrity validation.

Persistent system state is maintained using PostgreSQL (v15) as a database that pro-
vides ACID-compliant persistence for all coordination and adaptation states. The schema
includes six primary tables covering user state, model metadata, edge-level drift indicators,
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cloud-level drift validations, and executed adaptation actions. User states (e.g., STABLE,
TRANSITIONING, HIGH_VARIABILITY, DRIFTING) describe internal model–data align-
ment and adaptation context rather than clinical conditions. Referential integrity is enforced
through foreign key constraints, and indexing strategies support scalable querying over
drift and adaptation histories.

3.2.3. Feedback Loop and Real-Time Adaptation

The feedback loop is realized as an asynchronous, event-driven orchestration pipeline
that decouples drift detection, validation, retraining, and deployment while preserving
consistency and ordered execution. Edge containers perform real-time inference and drift
screening continuously. When significant deviations are detected, drift indicators are
emitted to the cloud using Kafka topics with metadata including timestamps, detector type,
and confidence scores. The cloud-side drift validation service aggregates evidence across
time and applies configurable thresholds and persistence criteria. Validation logic tolerates
delayed, incomplete, or out-of-order event streams.

Once a drift event is validated, the adaptation engine initiates retraining, and newly
trained models are registered in MLflow. The MaaS component then retrieves updated
artifacts and distributes deployment commands to the corresponding edge containers.
Model deployment proceeds asynchronously, allowing edge devices to continue inference
using existing models until updates are safely activated.

The following operational rules govern adaptation behavior. The per-user cooldown
interval is set to ∆t = 3600 s, chosen to exceed the typical retraining duration plus a
stabilization period during which post-deployment model performance is monitored. The
post-drift training window consists of the N = 500 most recent observations collected after
the estimated drift onset. Observations preceding the onset are excluded to avoid training
on outdated distributional patterns. During retraining, the edge continues inference using
the currently deployed model. Model replacement is atomic: the new model is swapped
into the inference engine in a single operation only after it has been validated against
performance criteria in the cloud. The previous model version is retained in the MLflow
registry. If the post-deployment MAE of the new model exceeds 1.5× the pre-adaptation
baseline within a monitoring window of 100 samples, the system initiates an automatic
rollback to the previous version. This mechanism ensures continuous inference availability
and provides a safety net against adaptation to spurious drift signals.

Inter-component communication uses a hierarchical topic namespace: edge-to-
cloud drift notifications are published on drift/alerts/{user_id}, validated events prop-
agate on drift/validated/{user_id}, and deployment commands are issued on mod-
els/updates/{user_id}. Message schemas are formally defined using Pydantic models
to ensure type safety across all services. End-to-end latency of the feedback loop is domi-
nated by retraining time and varies with workload characteristics.

4. Experimental Evaluation
4.1. CGM Datasets

We used two datasets: one that simulates glucose readings for multiple users, with
different types of drifts injected, and one real-world dataset with readings obtained from a
single patient throughout different life phases.

A synthetic dataset was generated to simulate common patterns observed in continu-
ous glucose monitoring, including gradual, abrupt and recurrent drifts. Gradual drift is
represented by a slow, incremental change in mean glucose levels over time. Abrupt drift
models sudden shifts in glucose distribution and is used to mimic unexpected physiological
changes. Recurrent drift is implemented by including periods of increased short-term fluc-
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tuations. These synthetic streams are created to allow precise evaluation of drift detection
performance and feedback-loop response. Glucose readings for 20 users were simulated.
Synthetic glucose streams were generated with a base glucose range of 70–180 mg/dL, sam-
pled at one-minute intervals. Independent Gaussian noise with σ = 10 mg/dL was added
to each sample. Gradual drift was injected as a linear shift in mean glucose of +20 mg/dL
over 10,000 samples. Abrupt drift was implemented as a step change of +30 mg/dL at a
single time point. Recurrent drift was modeled as periodic variance increases of 50% with
a cycle length of 1440 samples. No artificial missingness or outlier injection was applied;
the synthetic streams are therefore free of the sampling irregularities present in the real
CGM data. Synthetic data were used exclusively for testing during development and stress
evaluation, and they do not form part of the operational system logic.

The real-world dataset used in this study was obtained from a single user and spans
multiple, distinct physiological and treatment-related phases, providing a natural source of
data drifts for system evaluation. The data were collected using a CGM device and later
replayed through the containerized edge–cloud pipeline to assess system behavior under re-
alistic conditions. The dataset covers four sequential phases. The first phase corresponds to
gestational diabetes during pregnancy, characterized by regulated glucose dynamics under
heightened physiological variability. The second phase captures the post-pregnancy period,
during which glucose patterns shift as pregnancy-related metabolic influences subside. The
third phase corresponds to the post-breastfeeding period, introducing additional changes in
glucose dynamics associated with altered energy demands and hormonal regulation. The
fourth phase reflects the initiation of medication-based management, resulting in further
distributional changes in the CGM signal. These phases introduce naturally occurring
distributional shifts in mean glucose levels, variability, and temporal structure, without
any artificial manipulation of the data. The original CGM recordings contain occasional
gaps due to sensor unavailability. For the purposes of system replay and drift evaluation,
the dataset was transformed into a continuous data source, in which all available samples
were streamed sequentially without explicitly modeling missing intervals. That is, gaps in
wall-clock time were ignored, and the replay mechanism operated on the observed glucose
measurements as a temporally ordered but uninterrupted stream. The transitions between
phases are known, enabling qualitative assessment of alignment between detected drift
events and documented physiological or treatment changes. Table 3 summarizes the key
characteristics of both evaluation datasets.

Table 3. Key Characteristics of the evaluation datasets.

Property Synthetic Dataset Real CGM Dataset

Number of users 20 1
Total samples per user 525,600 864,000

Sampling interval 1 min 1 min

Duration per user 1 year
28 months calendar span;
864,000 observed samples

(~70% coverage)
Drift types Gradual, abrupt, recurrent (injected) Natural phase transitions

Known drift events per users Varies across users, 2 to 500. 3 (phase boundaries)

Noise model Gaussian, with σ that varies across
users Natural sensor noise

Missing values None Present

4.2. Experimental Setup and Evaluation Scope

The proposed architecture was evaluated using a containerized edge–cloud testbed
emulating a distributed IoT deployment with multiple concurrent users. Each user is
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represented by an independent edge-role container executing continuous inference, local
drift screening, and asynchronous communication with cloud services. The evaluation
includes 20 simulated users with synthetically generated physiological time-series and one
user with real continuous glucose monitoring (CGM) data, used to validate system behavior
under realistic non-stationary conditions. Synthetic data allows controlled injection of drift
events with known onset, magnitude, and duration, while real CGM data introduces
irregular sampling, noise, and user-specific variability that cannot be easily modeled. The
results focus on system-level performance, including drift propagation, validation accuracy,
adaptation timing, feedback-loop latency, and model lifecycle behavior. Prediction accuracy
is reported just to illustrate adaptation effectiveness and stability. The evaluation scope is
bounded by the containerized testbed and the user population described above; the results
are interpreted as evidence of architectural feasibility under controlled conditions rather
than as a demonstration of scalability to large populations or clinical readiness.

The system successfully maintained continuous inference for all users throughout the
evaluation period. Edge-role containers operated independently, generating drift indicators
and inference outputs without centralized coordination, while cloud services aggregated
and processed events asynchronously. Figure 3 illustrates the end-to-end execution timeline
for three representative users, including one real CGM user.

Figure 3. End-to-end execution timeline showing inference, drift screening, validation, retraining,
and deployment events for multiple users.

The results demonstrate that inference remains uninterrupted during drift validation,
retraining, and model deployment. Updated models are applied only after successful regis-
tration and distribution, confirming the effectiveness of decoupled lifecycle management.
During the evaluation, the system initiated three user groups and performed two reclassifi-
cation events. These events are reported to illustrate feasibility and system behavior rather
than to provide a quantitative assessment of reclassification optimality.

Edge-level drift screening produced frequent low-confidence alerts in response to
short-term variability, particularly for the real CGM user, often coinciding with reported
anomalies in the data. However, most of these alerts were filtered out during cloud-side
validation. This confirms the intended architectural behavior: high sensitivity at the edge
combined with high specificity in the cloud.
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Model performance improved following validated adaptation events, particularly for
the real CGM user where sustained drift caused baseline degradation. Figure 4 shows MAE
over time with (blue line) and without (red line) the model update for the real CGM user,
annotated with drift validation (red squares and dotted line) and adaptation events (green
triangles and dash-dotted line).

Figure 4. Prediction error (MAE, mg/dL) over time for the real CGM user.

The real CGM user exhibited higher short-term variability and a greater number of
edge-level drift alerts compared to simulated users. However, cloud-side validation filtered
a large number of these alerts, resulting in adaptation behavior comparable to simulated
users with injected drift. This demonstrates that the architecture generalizes across synthetic
and real-world physiological data without requiring domain-specific tuning at the edge.

To quantify system-level performance beyond prediction accuracy, we instrumented
the prototype to record timestamps at each stage of the drift handling pipeline: edge alert
emission, cloud receipt, validation decision, retraining initiation, retraining completion,
model registration, and edge deployment confirmation. Detection delay is defined as the
interval between the known or estimated drift onset and the first validated cloud-level
drift event. End-to-end adaptation latency is measured from drift onset to confirmed edge
deployment of the updated model. Cloud validation pass rate is computed as the ratio of
cloud-validated drift events to total edge alerts received. The false positive rate is estimated
for synthetic users by comparing validated drift events against the known injection sched-
ule; any validated event not corresponding to a known drift within a tolerance window
of 200 samples is counted as a false positive. Table 4 reports system-level performance
metrics aggregated across all evaluation users. The mean detection delay from drift onset
to validated cloud alert was 60.25 ± 35.2 s across synthetic users, reflecting primarily
the time required for edge-side detectors to accumulate sufficient statistical evidence, of
which cloud-side validation processing accounted for 4 ± 2.2 s, with the remaining ~56 s
representing edge-side detector accumulation time. The subsequent retraining (5 ± 2 s)
and deployment (~1 s) stages yield a total end-to-end latency of 66 ± 37 s. Following
validation, the adaptation pipeline required 5 ± 2 s for model retraining and registration
(dominated by MLflow logging and metadata persistence rather than model fitting, which
completed in under 1 ms), and approximately 1 s for deployment to the edge, yielding a
total end-to-end latency of approximately 66 ± 37 s from drift onset to the active updated
model. Of 300–1800 total edge-level drift alerts per user, 15.32 ± 5.31% were confirmed
by cloud validation, yielding an estimated false positive rate of 27.32 ± 19.20% relative
to known synthetic drift events. While this FPR indicates room for improvement in val-
idation precision, the cooldown mechanism limits consecutive instability; the estimated
~23 false-positive retraining events per user correspond to approximately 115 s of cumu-
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lative compute. The real CGM user generated approximately 2× more edge-level alerts
than the synthetic average, driven by higher short-term postprandial variability. However,
the cloud validation pass rate was substantially lower (~0.25% versus 15.32% for synthetic
users), reflecting the greater proportion of noise-driven alerts in real physiological data.
The absolute number of validated drift events (~5) aligned with the three known phase
boundaries, confirming that the cloud filter correctly identified clinically meaningful distri-
butional shifts while suppressing transient variability—consistent with the intended design
of high edge sensitivity combined with selective cloud filtering.

Table 4. System-level performance metrics. Detection delay and adaptation latency are reported as
mean ± standard deviation across 20 synthetic users. The real CGM user is reported separately.

Metric Synthetic Users (Mean ± SD
or Range) Real CGM User

Total edge alerts [300–1800] ~2000
Cloud validation pass rate (%) 15.32 ± 5.31 0.25

Estimated false positive rate (%) 27.32 ± 19.20 N/A (no ground truth)
Validated drift events [30–250] 5

Detection delay (s) 60.25 ± 35.2 N/A *
— of which: cloud validation processing (s) 4 ± 2.2 4

Adaptation pipeline—retraining + registration (s) 5 ± 2 ~5
Adaptation pipeline—deployment (s) 1 ~1

Total end-to-end latency—onset to deployment (s) 66 ± 37 N/A * (~6 s pipeline-only)
Total retraining events 85 ± 34 5

* For the real CGM user, detection delay relative to true onset cannot be computed without ground truth.
Alignment with known phase transitions is discussed qualitatively in Section 4.3.

To assess the contribution of individual architectural components, we conducted three
ablation experiments on the synthetic dataset (20 users). In the first ablation (edge-only
triggering), cloud validation was bypassed and every edge-level consensus alert directly
triggered adaptation. In the second ablation (single detector), only ADWIN was retained
and the ensemble voting mechanism was disabled; any ADWIN alarm triggered an edge
alert. In the third ablation (no cooldown), the per-user cooldown interval was set to
zero, allowing consecutive adaptations without a stabilization period. Each ablation was
compared against the full pipeline configuration using the same synthetic data streams and
drift injection schedule.

Table 5 presents the ablation results. Removing cloud validation (edge-only) increased
retraining events by approximately 7× (range: 3.5×–21×) and raised the false positive rate
from 27.32% to 88.87%, confirming that cloud-level filtering is essential for suppressing
transient alerts. Using a single detector (ADWIN only) increased the false positive rate
by 46.1 percentage points relative to the ensemble, while also increasing false negatives:
the ensemble detected 5.61 true drifts per user on average compared to 4.90 for ADWIN
alone, with the difference attributable primarily to variance-driven drifts captured by the
variance-ratio monitor but missed by ADWIN. Disabling the cooldown mechanism resulted
in 4.2 ± 1.8 oscillatory retraining episodes per user in which the system retrained up to 4×
within 120 s for the same user, with no net improvement in MAE. These results support
the design choices of hierarchical validation, multi-detector voting, and cooldown-based
stability constraints.

To contextualize the drift-aware approach against simpler adaptation strategies, we
implemented two baselines on the synthetic dataset. Baseline A (periodic retraining)
retrains each user’s model at fixed intervals of N = {500, 2000, 10,000} samples regardless
of drift status. Baseline B (performance-triggered retraining) monitors a rolling MAE
computed over the most recent 100 samples and initiates retraining whenever MAE exceeds
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2.0× the post-training baseline MAE. Both baselines use the same training window size and
model configuration as the drift-aware pipeline to ensure comparability. The comparison
metrics are mean post-adaptation MAE, total retraining events per user, and cumulative
retraining compute time.

Table 5. Ablation analysis across 20 synthetic users. FPR = false positive rate (validated alerts not
corresponding to known drift). Retraining events and MAE are reported as mean ± SD per user.

Configuration FPR (%) Retraining Events Post-Adaptation
MAE (mg/dL)

Oscillatory
Episodes

Full pipeline 27.32 ± 19.20 85 ± 34 3.55 ± 0.82 0

Edge-only (no cloud validation) 88.87 ± 4.52
540 ± 220;

300–1800 without
cooldown

5.12 ± 1.45 0

Single detector (ADWIN only) 73.37 ± 11.85 230 ± 80 4.38 ± 1.62 0
No cooldown 68.73 ± 14.30 120 ± 40 4.15 ± 1.28 4.2 ± 1.8

Table 6 compares the drift-aware pipeline against both baselines. Periodic retraining
at the shortest interval (N = 500) achieved a mean MAE of 5.98 ± 1.32 mg/dL but required
1050 retraining events per user, 12.4×more than the drift-aware pipeline. Periodic retrain-
ing at N = 2000 reduced retraining frequency but produced a substantially higher mean
MAE of 21.33 ± 5.97 mg/dL, reflecting the high drift frequency in the synthetic dataset
where the model frequently operated with outdated parameters between fixed retraining
intervals. Performance-triggered retraining achieved a mean MAE of 6.26 ± 1.50 mg/dL
with 72 ± 27 retraining events. While this approach responded effectively to abrupt drift
scenarios, it exhibited delayed adaptation under gradual drift, where error accumulation re-
mained below the 2.0× triggering threshold for extended periods. The drift-aware pipeline
achieved 3.55 ± 0.82 mg/dL with 85 ± 34 retraining events, representing a 40.6% reduction
in MAE relative to the best-performing periodic baseline (N = 500) while using 91.9% fewer
retraining events. Compared to performance-triggered retraining, the drift-aware approach
achieved 43.3% lower MAE at a comparable number of retraining events, with the improve-
ment attributable primarily to timely detection of gradual drift that remained below the
performance-based threshold.

Table 6. Baseline comparison across 20 synthetic users. All values are mean ± SD per user.

Strategy MAE ± SD
(mg/dL) Retraining Events Cumulative

Retraining Time (s)

Periodic (N = 500) 5.98 ± 1.32 1050 5.250
Periodic (N = 2000) 21.33 ± 5.97 260 1.300

Periodic (N = 10,000) 32.99 ± 8.25 52 260
Performance-triggered 6.26 ± 1.50 72 ± 27 360 ± 135

Drift-aware 3.55 ± 0.82 85 ± 34 425 ± 170

Computational overhead was measured on the containerized testbed to characterize
the resource cost of drift-aware operation. The testbed hardware consists of Intel Core
i7 and 16 GB RAM; each edge container is limited to 1 CPU core and 512 MB RAM; cloud
containers unrestricted. Edge-side measurements include per-sample inference latency and
per-sample drift detection overhead, both measured as wall-clock time averaged over the
full evaluation run. Cloud-side measurements include retraining wall-clock time per user
and model artifact size. Alert bandwidth was estimated from the average alert message
size and emission frequency.
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Table 7 summarizes the computational overhead. Edge inference latency averaged
0.054 ms per sample, while drift detection added 0.009 ms per sample, representing a
16.8% overhead relative to inference alone. Peak memory usage for the drift screening
subsystem was 0.91 MB per edge container. Edge alert messages averaged 118 bytes each,
with a mean emission rate of 0.069 alerts per hour per user, corresponding to an estimated
bandwidth of 0.0079 KB/hour per user. Cloud retraining required 0.0006 s per event for
model fitting; the 5 s adaptation pipeline latency reported in Table 4 is dominated by
MLflow artifact logging, metadata persistence, and message broker processing rather than
model computation. Model artifacts averaged 0.44 KB in size.

Table 7. Computational overhead. Edge metrics are averaged across all users and the full evaluation
period. Cloud metrics are per retraining event.

Component Metric Value

Edge inference Latency per sample (ms) 0.0543

Edge drift detection Overhead per sample (ms) 0.0091
Peak Memory (MB) 0.9126

Edge alerts Message size (bytes) 118
Emission rate (alerts/hour/user) 0.069

Estimated bandwidth (KB/hour/user) 0.0079

Cloud retraining Model fitting time per event (s) 0.0006
Full pipeline time per event (s) 4.8 ± 1.9

Cloud model artifact Size (KB) 0.44

To assess the sensitivity of drift detection to window parameter choices, we varied
the feature extraction window size across {50, 100, 200} samples and the detector voting
window across {30, 60, 120} seconds. This yielded nine parameter combinations, evaluated
on a subset of five synthetic users selected to include at least one instance of each drift type
(gradual, abrupt, recurrent). Detection delay, false positive rate, and number of unnecessary
retraining events were recorded for each configuration.

Table 8 reports the sensitivity analysis results. Reducing the feature window to 50 sam-
ples increased the false positive rate by 12.5 percentage points relative to the default
(100 samples) at a matched voting window of 60 s, as the shorter window made mean-shift
and variance-ratio monitors more reactive to transient postprandial variability. Conversely,
increasing the feature window to 200 samples raised the mean detection delay by 33.2 s,
reflecting the time required for the larger window to accumulate sufficient post-drift sam-
ples. For the voting window parameter, a 120 s window increased edge alert frequency
by approximately 35% relative to the default 60 s window due to increased coincidental
detector agreement, though cloud-side validation absorbed most of the additional alerts
without substantially changing the number of unnecessary retraining events (2.6 vs. 2.1).
A 30 s voting window reduced edge alert frequency by approximately 24% and lowered
the false positive rate to 21.8%, but marginally increased detection delay for gradual drifts
requiring sequential detector activation. The default configuration (100-sample feature
window, 60 s voting window) represents a balanced trade-off between sensitivity and sta-
bility, achieving moderate detection delay (60.2 s) and a false positive rate (27.3%) without
favoring either extreme. These parameter choices are not claimed to be universally optimal
and may require adjustment for data streams with different temporal characteristics.
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Table 8. Window parameter sensitivity analysis across 20 synthetic users. FPR = false positive rate at
the cloud validation level.

Feature
Window

(Samples)

Voting
Window (s)

Detection
Delay (s) FPR (%)

Unnecessary
Retraining

Events

50 30 53.2 34.3 2.6
50 60 45.2 39.8 3.1
50 120 40.2 50.8 3.9
100 30 68.2 21.8 1.7
100 60 60.2 27.3 2.1
100 120 55.2 34.3 2.6
200 30 101.4 10.8 0.8
200 60 93.4 18.8 1.4
200 120 88.4 25.8 2.0

Bold row indicates the default configuration used throughout the evaluation.

4.3. Results and Discussion

The presented results highlight several architectural implications that extend beyond
the specific experimental setup. First, the clear separation between edge-level drift screen-
ing and cloud-level drift validation proved essential for maintaining system stability. While
edge nodes generated a high volume of low-confidence drift alerts, especially for real
CGM data characterized by short-term variability, the cloud validation layer consistently
filtered transient signals. This confirms that treating concept drift as a hierarchical, system-
level event rather than a local trigger is critical for avoiding unnecessary adaptation in
distributed IoT environments.

Second, the results demonstrate that asynchronous adaptation is sufficient to preserve
continuous inference, even under sustained drift. By decoupling inference, retraining,
and deployment, the system avoids inference downtime and reduces operational risk
during model updates. The observed feedback-loop behavior shows that adaptation la-
tency is dominated by retraining rather than coordination or communication overhead,
suggesting that further optimizations should focus on training efficiency rather than mes-
saging infrastructure.

Third, dynamic user-state modeling emerged as an effective mechanism for limiting
retraining frequency. User reclassification enabled the system to respond to moderate
drift by reassigning users to existing model ensembles instead of triggering retraining,
reducing computational cost while maintaining model–data alignment. Importantly, user
states function strictly as internal system abstractions and do not correspond to clinical
conditions, preserving a clear separation between system adaptation and medical inter-
pretation. The two reclassification events observed during evaluation illustrate that the
mechanism is operationally viable within the prototype; however, quantitative evaluation
of reclassification optimality—including comparison of alternative similarity metrics and
group configurations—is deferred to future work as a distinct research question.

The inclusion of real CGM data further illustrates the robustness of the architecture.
Although real-world data introduced higher variability and irregular sampling compared
to synthetic streams, the system exhibited comparable adaptation behavior without requir-
ing domain-specific tuning at the edge. While precise detection delay cannot be computed
for the real CGM user due to the absence of exact drift onset timestamps, visual inspection
of Figure 4 indicates that all five cloud-validated drift events cluster near the documented
phase boundaries, with no validated events occurring during periods of known distribu-
tional stability. The pipeline-only latency (cloud validation through deployment) for the
real CGM user was approximately 6 s, consistent with synthetic user measurements. This
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qualitative alignment, combined with the strict cloud filtering that reduced approximately
2000 edge alerts to only 5 validated events, provides supporting evidence that the hier-
archical validation correctly discriminates between physiologically meaningful drift and
transient variability. This suggests that the proposed design generalizes across heteroge-
neous physiological signals and can accommodate realistic noise patterns encountered
in practice.

Nevertheless, several limitations should be acknowledged. The evaluation was con-
ducted in a containerized environment that emulates, but does not fully replicate, real-
world network instability, device failures, or large-scale population heterogeneity. Addi-
tionally, while CGM data provides a representative example of non-stationary physiological
signals, the results should be interpreted as system-level validation rather than evidence
of clinical performance or safety. While user reclassification reduced retraining frequency
in the evaluated scenarios, this work does not provide a comparative quantitative anal-
ysis of reclassification versus retraining strategies. The primary goal is to demonstrate
architectural feasibility and decision integration; systematic evaluation of reclassification
policies and similarity metrics is left for future work. Addressing these limitations will
require extended deployments, larger user populations, and interdisciplinary collaboration,
particularly when defining clinically informed validation and adaptation constraints.

Overall, the integrated results and discussion support the central premise of this
work: that concept drift can be elevated from a passive monitoring signal to an active
coordination mechanism governing model lifecycle, deployment, and user-state alignment
across an edge–cloud continuum. Within the evaluated scope, the proposed architecture
demonstrates a viable foundation for adaptive IoT systems operating under non-stationary
data conditions. Validation at larger user populations, under real network instability, and
with clinically informed evaluation protocols remains necessary before broader deployment
claims can be made.

5. Conclusions
This paper presented a distributed edge–cloud architecture for continuous infer-

ence over non-stationary physiological data streams in which concept drift is treated
as a first-class system-level supervisory signal. Rather than handling drift as a passive
diagnostic or isolated model maintenance event, the proposed design integrates drift
detection, validation, and adaptation into a coordinated control loop governing model
lifecycle transitions, deployment orchestration, and dynamic user–model alignment across
the edge–cloud continuum.

Through a containerized multi-user evaluation incorporating both synthetic data
and real continuous glucose monitoring (CGM) data, preliminary results indicate that the
architecture can maintain uninterrupted inference while responding selectively to sustained
drift. Hierarchical drift handling that combines sensitive edge-level screening with robust
cloud-level validation effectively filtered transient variability and prevented unnecessary
or oscillatory model adaptation. Asynchronous retraining and deployment preserved
system responsiveness, while dynamic user-state modeling reduced retraining frequency
by enabling efficient reassignment to existing model ensembles when appropriate.

Preliminary results suggest that the proposed approach generalizes across heteroge-
neous data conditions without requiring domain-specific tuning at the edge, supporting
deployment in realistic IoT environments characterized by non-stationarity, partial observ-
ability, and resource constraints, within the scope of the evaluated containerized testbed.
Furthermore, all adaptation decisions operate strictly at the system and model-management
level, preserving a clear separation between technical adaptation mechanisms and clini-
cal interpretation.
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While the current evaluation focuses on system-level feasibility within a controlled con-
tainerized environment, the architecture provides a strong foundation for future extensions.
These include larger-scale deployments, longer evaluation horizons, and interdisciplinary
collaboration to define clinically informed validation protocols and safety constraints. More
broadly, the presented work demonstrates how elevating concept drift to a coordination
signal can enable robust, adaptive behavior in distributed AI systems, offering a principled
pathway toward long-term, real-world operation under evolving data distributions.
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