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Abstract

Task scheduling in cloud computing environments is a complex NP-hard problem that
requires maximizing resource utilization while satisfying quality-of-service (QoS) con-
straints. Traditional meta-heuristic algorithms often become stuck in local optima, while
single deep reinforcement learning (DRL) models exhibit instability when exploring large-
scale solution spaces. To address this, this paper proposes a hybrid scheduling algorithm
based on multi-objective sand cat colony optimization (MoSCO). This algorithm utilizes a
D3QN network to extract task features and guide population initialization, followed by a
multi-objective Sand Cat Swarm Optimization (SCSO) algorithm for refined local search.
Results from 50 independent replicate experiments conducted in a simulated cloud envi-
ronment, coupled with an analysis of the dynamic convergence process, demonstrate that
MoSCO exhibits significant superiority and robustness. Scatter plot convergence analysis
further confirms that MoSCO’s knowledge injection mechanism effectively overcomes
the blind exploration phase of traditional algorithms and successfully breaks through
the local optimum bottleneck in the late iteration stages of single reinforcement learning,
achieving higher-quality, denser, and more stable convergence. Furthermore, 3D and 2D
Pareto front analyses show that MoSCO generates highly competitive, well-distributed
non-dominated solutions, offering flexible trade-off options for conflicting objectives. Com-
pared to PureD3QN, H-SCSO, and NSGA-II, MoSCO exhibits the smallest performance
fluctuations in box plots. Specifically, MoSCO elevates the average resource utilization
of clusters to 92.20%, while reducing the average maximum Makespan and Tardiness to
528 and 4187, respectively. Experimental data confirm that MoSCO effectively balances
global exploration with local exploitation, delivering stable, high-quality solutions for
dynamic cloud task scheduling.

Keywords: cloud computing; task scheduling; multi-objective optimization; hybrid algorithm

1. Introduction
1.1. Background and Motivation

Cloud computing pools computing, storage, and networking resources through virtu-
alization technology [1], providing users with on-demand, elastic, and scalable services.
It has become the core infrastructure driving the development of the digital economy.
With the rapid expansion of IoT and big data applications, cloud data centers encounter
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massive, heterogeneous, and dynamically changing task requests [2]. Maximizing resource
utilization for cloud service providers while satisfying user QoS requirements—such as
reducing latency and completion time—has become an urgent NP-hard optimization prob-
lem [3]. The main goal of task scheduling is to effectively assign a variety of heterogeneous
tasks onto virtual machine resources to improve specific performance metrics [4,5].

1.2. Related Work

To address this scheduling problem, various approaches have been proposed in recent
years. These methods can be broadly categorized into heuristic or meta-heuristic algorithms,
learning-based approaches, and hybrid methods.

1.2.1. Heuristic and Meta-Heuristic Methods

Early heuristic rules are computationally simple but often lack global search capabili-
ties in large-scale heterogeneous environments. To address this, meta-heuristic algorithms
have been widely adopted. For instance, Chatterjee et al. proposed the TOPSIS-based
CEFT-LB algorithm to optimize workflow scheduling and ensure load balancing among
processors [6]. Mahmoud et al. combined decision trees with TOPSIS-EWM to construct
a multi-criteria decision framework that effectively optimizes metrics such as makespan,
cost, and energy consumption in heterogeneous environments [7]. In the meta-heuristic
domain, Cui et al. proposed a strategy based on weighted vector decomposition to trans-
form complex multi-objective problems into subproblem solutions [8]. Devi and Valli
designed the GEC-DRP method, using K-means clustering and exponential smoothing
models to predict load and dynamically allocate resources [9]. Mishra et al. introduced an
Optimal Backward Learning mechanism to enhance the Tasmanian Devil Optimization
algorithm, significantly improving convergence speed during the exploration and exploita-
tion phases [10]. However, despite having global search capabilities, the performance of
these meta-heuristic algorithms heavily relies on random initialization [11]. Without prior
knowledge, they often operate in a “blind” state during the initial phases, which can lead
to slow convergence and fluctuations in the solution quality [12].

1.2.2. Hybrid Algorithm

To mitigate the limitations of single approaches, hybrid algorithms attempt to combine
different strategies. Hemanth et al. employed a multi-queue strategy integrated with
a multi-objective ant colony optimization to optimize task allocation [13]. Malti et al.
combined the flower pollination algorithm with grey wolf optimization to address multi-
objective challenges in heterogeneous environments [14]. Amer et al. proposed SMO_ACO,
which fuses spider monkey optimization with ant colony optimization, to mitigate the local
optimum problem [15]. However, most of the aforementioned hybrid algorithms rely on
simple sequential combinations and lack deep, knowledge-guided mechanisms, which
limit their performance in large-scale solution spaces.

In addition, recent research has explored various combinations of swarm intelligence,
genetic algorithms (GA), deep neural networks (DNNs), and clustering techniques to en-
hance optimization capabilities. For example, in single-objective continuous optimization,
hybrid multi-population methods, such as the Hybrid Multi-Swarm Particle Swarm Op-
timization (HMSPSO) [16], have proven highly effective in modeling complex systems.
Similarly, the integration of genetic operators into the field of swarm intelligence has
demonstrated tremendous potential; Afrasyabi et al. proposed a multi-objective discrete
particle swarm optimization model based on crossover operators, which successfully solved
the multi-peak routing problem [17]. In the broader context of multi-objective optimization,
state-of-the-art algorithms such as MA-HCAGA [18], MORCGA-MOPSO-II, and CBHPSO
further demonstrate the strong potential of hybrid evolutionary algorithms to balance
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global search and local exploration. Although these advanced hybrid methods have signif-
icantly improved search efficiency, their direct application to dynamic cloud scheduling
often lacks a deep understanding of real-time conditions. This further motivated the devel-
opment of our MoSCO algorithm, which integrates prior knowledge derived from deep
reinforcement learning into the swarm optimization process.

However, despite these advancements, challenges persist: while these advanced
hybrid methods greatly enhance search efficiency, applying them directly to dynamic cloud
scheduling remains difficult due to the need for deep, real-time state awareness. Moreover,
many of the hybrid algorithms mentioned earlier tend to rely on sequential combinations,
which may not fully leverage deep knowledge-guided mechanisms, potentially limiting
their effectiveness in large solution spaces. This observation drives the development of
our MoSCO algorithm, which incorporates DRL-based prior knowledge into the swarm
optimization process to address these issues and limitations.

1.2.3. Learning-Based Approach

With advances in deep learning, learning-based scheduling methods have attracted
considerable attention. Hao et al. used GCNs to extract high-level features from DAG tasks
and combined them with adaptive evolutionary algorithms for dynamic allocation [19].
Mangalampalli et al. proposed an enhanced A3C framework for multi-cloud environments.
By incorporating residual convolutional neural networks to capture nonlinear relationships
between tasks and hosts, and leveraging an asynchronous parallel architecture, they signifi-
cantly improved training efficiency and scheduling robustness [20]. Similarly, recent studies
have proposed dedicated Deep Reinforcement Learning Based Task-Scheduling Algorithms
(DRLBTSAs) to learn optimal resource allocation policies [21]. Furthermore, to address
increasingly complex scenarios, Fan et al. introduced a dual-agent DRL framework to
jointly optimize service placement and task scheduling in multi-user edge computing net-
works [22], and Cui et al. proposed a novel hierarchical DRL framework that dynamically
allocates tasks across virtual machine clusters to balance cost and load [23]. Nevertheless,
pure DRL models (e.g., DQN, D3QN) often show instability during training [24]. Agents
are sensitive to hyperparameters and tend to become stuck in local optima when exploring
large discrete state spaces, resulting in high variance in scheduling policies [25].

1.3. Main Contributions

Faced with these challenges, relying on a single method often struggles to achieve
both high-quality solutions and optimization stability. Therefore, exploring a scheduling
architecture that leverages DRL’s perceptual capabilities to guide metaheuristic algorithms,
while using the fine-grained search of metaheuristics to compensate for DRL’s instability,
presents a promising research direction. Motivated by these considerations, this paper pro-
poses a hybrid scheduling algorithm based on multi-objective sand cat colony optimization
(MoSCO). The main contributions of this work are summarized as follows:

• We propose the MoSCO algorithm, a hybrid framework that combines the rapid
environmental perception of a D3QN agent with the multi-objective search capabilities
of the Sand Cat Swarm Optimization algorithm.

• We design a knowledge-injection mechanism in which the D3QN network extracts
task features to guide population initialization, aiming to reduce blind exploration
commonly observed in traditional metaheuristics.

• We formulate a multi-objective optimization model for dynamic cloud environments
that accounts for node failure probabilities and simultaneously optimizes the maxi-
mum Makespan, task Tardiness, and Average Resource Utilization.
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• We conduct extensive simulations to evaluate the proposed MoSCO algorithm. The re-
sults show that it can effectively balance global exploration with local exploitation,
demonstrating competitive performance and stability when compared to several
existing baseline algorithms.

2. Materials and Methods
2.1. System Model

This section describes the task-scheduling architecture for cloud computing, including
the task-scheduling process and a multi-objective optimization model.

2.1.1. Environment Model

To evaluate the performance of our proposed scheduling algorithm, we constructed a
dynamic and heterogeneous simulated cloud computing environment. This environment
consists of two components: the resource model and the task model.

1. Resource model: The data center contains M heterogeneous virtual machines, repre-
sented by the set VM = vm1, vm2, . . . , vmM. Resource heterogeneity manifests itself
as differences in processing capabilities, meaning that the same task takes different
processing times across different virtual machines. Each virtual machine maintains a
state object recording its current task queue and start/end times (Start, End). To sim-
ulate real-world uncertainty, a random failure mechanism is introduced. During
task scheduling, a virtual machine has a base failure probability, BP, and incurs a
random repair time, Repair_time. Notably, high-load nodes (those in the top 90% by
completion time) are assigned a higher failure probability.

2. Task Characteristics: Task flows arrive dynamically following a stochastic process.
The arrival intervals of the tasks follow an exponential distribution, and each task ji
has a distinct arrival time Ai. The processing relationship between tasks and resources
is defined by a two-dimensional matrix Pi,k, representing the execution time of task
ji on virtual machine vmk (Pi,k = −1 indicates incompatibility). QoS objectives are
defined by the desired completion time Di, which is the sum of the arrival time Ai

and the estimated processing duration. If the task completion time Ci exceeds Di,
a latency delay occurs.

2.1.2. Multi-Objective Optimization Model

In this study, our objective is to identify an optimal scheduling policy that maps a
sequence of dynamically arriving tasks onto virtual machines. To rigorously formulate this
mathematically, we define a binary decision variable matrix X = [xi,k], where:

xi,k =

1, if task ji is assigned to vmk

0, otherwise
(1)

The scheduling policy must strictly satisfy two constraints: Unique Assignment and Re-
source Compatibility. First, each task must be assigned to exactly one virtual machine:

M

∑
k=1

xi,k = 1, ∀i ∈ {1, 2, . . . , |J|} (2)

Second, tasks cannot be scheduled on incompatible nodes, and are indicated by a processing
time of −1 in the two-dimensional execution matrix Pi,k:

xi,k = 0, ∀(i, k) where Pi,k = −1 (3)
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Based on this decision matrix X, the dynamic features of the cloud environment are
incorporated into the formulation of the objectives. The actual start time STi of task
ji depends on its dynamic arrival time Ai and the completion time of the immediately
preceding task scheduled on the same virtual machine:

STi =
M

∑
k=1

xi,k ·max

(
Ai, max

j∈Pre(i,k)
(Cj · xj,k)

)
(4)

where Pre(i, k) represents the set of tasks assigned to vmk before task ji. Consequently,
the actual completion time Ci incorporates the processing time Pi,k and the stochastic repair
time delay ∆repair

i triggered by the dynamic failure probability BP:

Ci = STi +
M

∑
k=1

xi,k · Pi,k + ∆repair
i (5)

The utilization uk of virtual machine vmk is defined as the ratio of its actual active processing
time to the overall Makespan of the system:

Uk =
∑
|J|
i=1(xi,k · Pi,k)

Cmax
(6)

By optimizing the decision variable matrix X, we aim to balance the following three
conflicting goals to find the Pareto optimal scheduling matrix X∗:

1. Minimize Maximum Completion Time: The maximum completion time Cmax is
defined as the maximum value among all task completion times, reflecting the
system throughput.

f1 = min(Cmax) = min(max(Ci)), i ∈ J (7)

where J is the set of all tasks, and Ci is the completion time of task ji.
2. Minimize Timeliness Deviation: This metric aims to measure the deviation of schedul-

ing strategies from these predefined objectives, specifically by minimizing the cumu-
lative lag between the actual completion times of all tasks and their expected times:

f2 = min(Tlag) = min

(
∑
i∈J

max(0, Ci − Di)

)
(8)

where Di is the expected completion time for task ji. The function max(0, Ci − Di)

ensures that the difference is only included in the cumulative deviation when the task
falls behind the expected time; if the task is completed ahead of schedule or on time,
this term is zero, indicating full compliance with expectations.

3. Maximize Average Utilization: This metric measures resource utilization efficiency
and is defined as the average of the proportion of busy time across all virtual machines:

f3 = max(Uave) = max

(
1
M

M

∑
k=1

Uk

)
(9)

where Uk is calculated by Equation (6).
4. Comprehensive Optimization Objective: In summary, this paper aims to identify the

Pareto optimal strategy π∗ by optimizing the vector objective function:

Optimize F(π) = { f1(π), f2(π),− f3(π)} (10)
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2.2. The Proposed MoSCO Algorithm

To effectively address multi-objective task scheduling in dynamic cloud computing
environments, we propose a novel hybrid intelligent algorithm named MoSCO. The core
concept of this algorithm lies in deeply integrating DRL’s rapid environmental perception
and decision-making capabilities with SCSO’s powerful, fine-grained, multi-objective
search capabilities. The D3QN agent acts as an experienced “guide,” providing high-
quality initial directions for SCSO’s search. SCSO, functioning as the “optimizer,” then
explores these directions to identify the Pareto-optimal solution set.

2.2.1. Overall Algorithm Framework

The MoSCO algorithm constructs an online closed-loop scheduling framework that
deeply integrates the rapid perception capabilities of D3QN with the global search advan-
tages of SCSO. As shown in Figure 1, this framework primarily consists of the following
three core modules working in concert:

• D3QN Lead Module: This module is responsible for perceiving the environmental
state s and, based on the current policy, outputs a candidate action probability dis-
tribution for the current task generated by the D3QN agent’s policy, serving as the
’elite individual’ to be passed to the optimization module. Simultaneously, the module
interacts with the Replay Memory Buffer, continuously training the network using
historical experience tuples (s, a, Rt, s′, done) to enhance guidance quality

• SCSO Optimization Module: This module receives aD3QN
t and incorporates it into the

initial population via a Knowledge Injection mechanism, combining it with randomly
generated individuals to balance solution quality and diversity. Subsequently, SCSO
iterative optimization and Pareto non-domination sorting are performed to select the
optimal scheduling policy a∗t from the resulting Pareto frontier.

• Execution and Feedback Loop: The optimal policy a∗t is applied to the cloud envi-
ronment. The environment’s multidimensional performance metrics are weighted
and normalized to produce a scalar reward Rt. Finally, the new state s′ and reward
Rt are fed back into the D3QN module, forming a complete adaptive closed-loop of
“guidance-optimization-feedback.”

2.2.2. D3QN Guidance Module

This module is designed to leverage the strengths of DRL to provide a fast and effective
macro-level decision direction for scheduling problems.

1. State and Action Space Definition:

• State Space: To accurately characterize the dynamic cloud environment, the state
st is defined as a six-dimensional continuous vector

st = {Uave, Ustd, CRJave, CRJstd, Ppending, Pdue}

encompassing resource load characteristics and task queue status. To enhance
training stability, all state features are normalized before being fed into the
network. Among these, Uave represents the average resource utilization rate; Ustd

denotes the standard deviation of resource utilization; CRJave is the average task
completion rate; CRJstd indicates the standard deviation of task completion rate;
Ppending signifies the proportion of pending tasks; Pdue represents the proportion
of urgent tasks, reflecting the percentage of tasks approaching their expected
completion time.

• Action Space: To address the convergence challenges arising from large-scale
combinatorial action spaces, this paper proposes a dynamic candidate action
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generation mechanism based on ϵ-greedy. At decision time t, the algorithm
constructs a fixed-dimensional candidate action set At_candidate of size Kpool , fol-
lowing the strategy outlined below:

– Heuristic Development: Select the top Kpool × (1 − ϵ) tasks with the
tightest deadlines for the candidate pool, ensuring priority response to
urgent demands.

– Random Exploration: Sample randomly from the remaining feasible tasks
with probability ϵ to maintain diversity in the solution space and avoid
becoming stuck in local optima.

The output action aD3QN
t represents the index of the selected virtual machine

at step t. The discrete operation is then converted into a “one-hot” probability
vector, which serves as the initial elite individual for the subsequent SCSO micro-
optimization phase.

2. D3QN Network Architecture and Learning Process: We employ the Dueling Double
Deep Q-Network (D3QN) as the value function approximator. Its architecture consists
of a shared feature extraction layer and two independent output streams: the state
value stream V(s; θ, α) and the action advantage stream A(s, a; θ, α). The final Q-value
is aggregated using the following formula:

Q(s, a; θ, α, β) = V(s; θ, β) +

(
A(s, a; θ, α)− 1

|A|∑a′
A(s, a′; θ, α)

)
(11)

where α, θ, and β are the network parameters for the shared layer, value flow, and ad-
vantage flow, respectively.
The D3QN agent learns by minimizing the temporal difference (TD) error. After sam-
pling an experience tuple

(st, aD3QN
t , Rt, st+1, done)

from the experience replay pool, the loss function is defined as the mean squared
error between the predicted Q-value and the target value yt:

L(θonline) = E[(yt −Q(st, at; θonline))
2] (12)

In particular, yt is estimated using the Double DQN mechanism, which combines
immediate rewards with future value estimation.

y = Rt + (1− done) · γ ·Q(st+1, arg max
a′

Q(st+1, a′; θonline); θtarget) (13)

θonline and θtarget represent the parameters of the online network and target network,
respectively. The scalar reward Rt is obtained by linearly weighting the normalized
multi-objective reward vector rt according to preset weights.

2.2.3. SCSO Multi-Objective Optimization Module

This module is responsible for conducting a refined multi-objective search under the
guidance of D3QN.

1. Knowledge-Guided Population Initialization: Instead of mapping a sequence of
actions for a batch of tasks, the proposed method operates dynamically step-by-step.
At each decision time step t, the D3QN provides a macro-level assignment direction
for the current task, which is then injected into the SCSO population to accelerate the
local search.
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• Elite Solution Construction: At time step t, given the current system state st,

the D3QN agent selects the optimal target virtual machine aD3QN
t by maximizing

the Q-value:
aD3QN

t = arg max
a

Q(st, a; θonline) (14)

To map this discrete decision into the continuous search space of the SCSO
algorithm, we define each individual pi in the population as an M-dimensional
continuous probability distribution vector. This vector represents the preference
or probability of assigning the current task to each of the M available virtual
machines. The optimal action recommended by the D3QN is transformed into a
one-hot encoded vector and directly injected as the first elite individual p1:

p1 = OneHot(aD3QN
t ) (15)

• Diversity Preservation: To maintain search space diversity and prevent pre-
mature convergence, the remaining N − 1 individuals (p2, . . . , pN) are ran-
domly generated. Specifically, they are sampled from a Dirichlet distribution,
pi ∼ Dirichlet(1), which naturally ensures that each generated vector satisfies
the probability constraint.

2. Multi-Objective Evaluation and Pareto Elite Selection: To accurately select high-
quality solutions during the iteration process, this section introduces a decoding
evaluation and diversity preservation mechanism.

• Fitness Evaluation: Since individual pi is a continuous probability distribu-
tion vector, the algorithm first employs an Argmax strategy to decode it into a
discrete scheduling action ai. Subsequently, this action is simulated in an iso-
lated, temporary replica of the current cloud environment. By executing this
single assignment, we compute its immediate impact on the global system state
across three dimensions: the updated maximum Makespan, the newly accumu-
lated total Tardiness, and the real-time average Utilization. This ensures that
the global consequences of a single-step decision can be accurately evaluated
without interfering with the DRL main environment state.

• Pareto Elitism: Perform non-dominated sorting based on fitness vectors to
identify the Pareto frontier. To maintain a fixed population size N and prevent
premature convergence, a Crowding Distance mechanism is introduced: when
the number of non-dominated solutions exceeds the population capacity, individ-
uals with low crowding distance are prioritized for removal. Sparsely distributed
solutions are retained to preserve population diversity. The resulting elite set
Pelite guides the evolution of the next generation.

3. Population Renewal (Exploration and Attack): Based on the selected elite population
Pelite, the SCSO module generates the next generation population Pt+1 by simulating
the predatory behavior of sand cats. This process is regulated by the adaptive sensi-
tivity parameter rG, which linearly decreases from rG_init to rG_min with the iteration
count l. To balance solution quality and diversity, the algorithm employs a strategy
combining elite retention with evolutionary generation: First, the top Kelite optimal
individuals from Pelite are directly copied into Pt+1. Subsequently, the remaining elite
individuals serve as parents, and the remaining population slots are filled with a 50%
probability by randomly executing one of the following two operators:
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• Global Exploration: Simulate the wide-area search behavior of sand cats. Apply
random perturbations with amplitude controlled by Rt to selected elite individu-
als pi to generate new individuals pnew, thereby escaping local optima:

pnew = pi + rG · N (0, 1) (16)

Here, N (0, 1) denotes the standard normal distribution vector. A larger value
of Rt ensures that the algorithm possesses a broad search horizon during its
initial stages.

• Localized attack: Simulating the sand cat’s precise attack on its prey. Due
to the existence of multiple non-dominated Pareto-optimal solutions in multi-
objective optimization, there is no single globally optimal solution. Therefore,
the algorithm employs a random guidance strategy: it randomly samples an
individual from the current elite set Pelite as a temporary “prey” target, ptarget.
Individual pi will converge toward this target according to the following formula:

pnew = pi + rG · (ptarget − pi) · r (17)

Here, r ∼ U(0, 1). This mechanism not only enhances local development capabil-
ities but also guides the population to distribute along the entire Pareto frontier,
preventing the solution set from becoming overly concentrated.

2.2.4. DRL Feedback and Learning Mechanism

This section establishes a “guidance-optimization-feedback” closed-loop system that
converts the multi-objective optimization results from SCSO into scalar rewards for DRL,
thereby training the agent to identify high-quality search starting points.

1. Reward Definition and Scaling: To transform lagging system performance into im-
mediate feedback, we define a multi-objective reward vector rt composed of delay
penalties, utilization rewards, and completion time penalties:

rt =

{
−∑ max(0, Ci − Di)

|Jdone|
,

1
M ∑ Uk, −max(Ci)

}
(18)

Given the substantial differences in the dimensionality of each component, the algo-
rithm employs dynamic Z-score normalization based on exponential moving averages.
This is combined with preference weights W to compute the final scalar reward Rt:

Rt = W · rt − µt

σt + ϵ
(19)

where W is as follows:
W = {wtard, wutil , wmake} (20)

By setting different values for W, we can simulate scenarios where users have varying
needs in real-world applications. In the following experiment, W is set to a fixed value
to simulate a specific application scenario.

2. Experience Replay and Meta-Learning Strategies: We store the experience tuple

(st, aD3QN
t , Rt, st+1, done) into the replay pool. In this mechanism, D3QN serves as

a “meta-learner”: although SCSO executes the action a∗t , the system reward Rt is
attributed to the state-action trajectory that generated the initial solution. Through
this approach, the intelligent agent can learn to identify high-potential initial search
directions, thereby achieving a deep integration of macro-level guidance and micro-
level optimization.
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2.3. Overall Procedure of the MoSCO Algorithm

The complete execution workflow of MoSCO is detailed in Algorithm 1. It operates as
a closed-loop synergy in which D3QN provides macro-guidance via knowledge injection,
and SCSO performs micro-optimization to identify the Pareto-optimal scheduling action.
By feeding the scalarized execution rewards back to update the DRL agent, this architecture
robustly overcomes local optima while maintaining high search stability.

Algorithm 1: MoSCO: D3QN-Guided Multi-Objective Sand Cat Swarm Optimization
Input: Cloud environment; D3QN params (ϵ, BatchSize); SCSO params (N, Tmax, rG_init,

rG_min); Weights W = [wtard, wutil , wmake].
Output: Pareto optimal scheduling strategy, trained D3QN model.

1 Initialize D3QN online network θonline, target network θtarget, Replay Buffer D
2 Initialize RunningMeanStd for state and reward normalization
3 for episode = 1 to L do
4 Reset environment, set clock t = 1, done = False
5 while not done do
6 Get a valid action set Avalid. if Avalid = ∅ then t← t + 1, continue

/* Stage 1: D3QN Macro-Guidance */
7 st ← Normalize(Current System State)

8 aD3QN
t ← ϵ-greedy(st, θonline) // Recommended action

/* Stage 2: Knowledge Injection */

9 p1 ← OneHot(aD3QN
t ) // D3QN-guided elite

10 P0 ← {p1} ∪ {pi ∼ Dirichlet(1)}N
i=2 // Random individuals

/* Stage 3: SCSO Micro-Optimization */
11 Pcurrent ← P0

12 for iter = 1 to Tmax do
13 Evaluate multi-objective fitness F(p) for ∀p ∈ Pcurrent

14 Pelite ← NonDominatedSorting(Pcurrent)

15 rG(t)← rG_init − (rG_init − rG_min)× (iter/Tmax)

16 Pnew ← Pelite
17 while |Pnew| < N do
18 Select pi ∈ Pelite
19 if rand() < 0.5 then
20 pnew ← pi + rG(t)×N (0, 1) // Global Explore
21 else
22 Select ptarget ∈ Pelite
23 pnew ← pi + rG(t)× (ptarget − pi)×U (0, 1) // Local Attack

24 Normalize pnew and add to Pnew

25 Pcurrent ← Pnew

/* Stage 4: Execution & Feedback Learning */
26 a∗t ← arg maxa∈Pelite (W · F(a)) // Best action via weights
27 Execute a∗t , observe raw multi-rewards rt, next state st+1, and done
28 Rt ←W · Z-Score(rt) // Reward scalarization

29 Store tuple (st, aD3QN
t , Rt, st+1, done) into D

30 if |D| ≥ BatchSize then
31 Sample mini-batch from D, update θonline via Gradient Descent

32 t← t + 1

33 Periodically update target network: θtarget ← θonline
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Figure 1. The architecture of MoSCO.

3. Experimental Simulation and Result Analysis
To validate the effectiveness of the MoSCO algorithm, we developed a dynamic, multi-

objective task-scheduling simulation environment. We compared it with the PureD3QN,
H-SCSO, and the classical multi-objective algorithm NSGA-II. Among these, H-SCSO
is an SCSO algorithm guided by the rule of “sorting actions based on the urgency of
their task deadlines.” It is contrasted with MoSCO to illustrate D3QN’s “guiding” role
within the MoSCO algorithm.Furthermore, NSGA-II is recognized as the industry-standard
benchmark for evaluating the overall search capabilities of multi-objective evolutionary
algorithms. PureD3QN serves as another essential ablation baseline to demonstrate the
importance of the SCSO micro-optimization module for escaping local optima, a challenge
pure DRL models often face in complex combinatorial spaces. Together, these baselines
create a comprehensive multi-dimensional comparison framework.

3.1. Experimental Setup

The experiment was implemented using Python 3.9 and the PyTorch 2.5.1 frame-
work. The simulated data center comprises 50 heterogeneous virtual machines processing
500 dynamically arriving tasks. Task arrivals follow an exponential distribution with
rate λ = 50, and processing times are randomly generated between [1, 30]. To simulate
real-world uncertainty, the base failure probability of virtual machines is set to 0.1. The max-
imum iteration limit Lmax for all algorithms is uniformly set to 200 to ensure convergence.
Meanwhile, the weight settings for each sub-metric in the MoSCO algorithm are as follows:

W = {wtard, wutil , wmake} = {0.5, 0.3, 0.2} (21)

The purpose of setting these weights is to simulate a common scenario: since total delay
directly measures Service Level Agreement (SLA) fulfillment and user satisfaction, the Tar-
diness weight is set at the highest; resource utilization directly affects return on investment
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and operational costs, making it the service provider’s top priority after ensuring user SLA
compliance; hence, Utilization is weighted second highest. Makespan reflects the system’s
overall processing efficiency but is less critical than the other two factors; its weight is set
to the minimum. All subsequent experiments are based on this hypothetical scenario.

3.2. Multi-Objective Optimization Performance Evaluation

To visually compare the final performance of the four algorithms, we summarize their
average performance metrics after 200 episodes in Table 1. CPI (Comprehensive Perfor-
mance Index) is a weighted score where a lower value indicates better overall algorithm
performance. For other metrics: Tardiness is better when total delay is lower; Utiliza-
tion is better when average utilization is higher; and Makespan is better when maximum
completion time is lower.

Table 1 and Figure 2 present the average performance of each algorithm after
200 iterations. Experimental data indicate that MoSCO performs best across all met-
rics. Specifically, MoSCO’s CPI is 0.2698, which is 11.5% lower than PureD3QN and
16.0% lower than H-SCSO, demonstrating that the “knowledge injection” mechanism effec-
tively improves solution quality. Regarding individual metrics, MoSCO not only reduced
Makespan to 528 but also increased cluster resource utilization to 92.2%, significantly
outperforming the worst-performing NSGA-II, which achieved only 86.9% utilization. This
indicates that the algorithm did not sacrifice any single objective but successfully identified
a higher-quality Pareto equilibrium point. In summary, the MoSCO algorithm does not
merely sacrifice one objective to improve another. Instead, it achieves optimal or joint-
optimal performance across all three key metrics, demonstrating its robust multi-objective
balancing capability.

The improved CPI of MoSCO is due to its hybrid design. While traditional methods
like NSGA-II depend heavily on stochastic operators, and PureD3QN may struggle with
fine-grained policy adjustments, MoSCO uses the D3QN output as an initial elite individual.
This “warm start” mechanism guides the search earlier toward potential Pareto-optimal
regions, reducing the time spent exploring low-quality solutions and helping to achieve
balanced improvements across all three metrics.

Figure 2. Radar chart comparing sub-objective performance of various algorithms.
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Table 1. Performance comparison of different algorithms.

Algorithms Tardiness Utilization Makespan CPI

MoSCO 4187 0.922 528 0.2698
PureD3QN 4604 0.914 632 0.3053

NSGA-II 5079 0.869 656 0.3227
H-SCSO 4538 0.891 713 0.3576

3.3. Dynamic Convergence Analysis of Tardiness

Figure 3 illustrates the scatter plot distribution of total tardiness across 200 episodes
for four algorithms. It is evident that the traditional NSGA-II algorithm, which lacks
guidance from prior knowledge, exhibits highly blind initial search behavior and severe
global fluctuations. PureD3QN and H-SCSO later reveal bottlenecks: PureD3QN struggles
to escape local minima, while H-SCSO exhibits a discrete solution distribution. In contrast,
the proposed MoSCO demonstrates significant advantages. Benefiting from D3QN’s
knowledge injection, MoSCO avoids inefficient exploration in the early stages. During the
late iteration phase, its scatter points not only dip below 4500 but also converge with the
densest distribution. This visually demonstrates MoSCO’s ability to effectively integrate
macro-level guidance with fine-grained local exploration, achieving optimal performance
in both solution quality and optimization stability.

Figure 3. Scatter plots of the Tardiness for the four algorithms.

Minimizing Tardiness requires appropriately prioritizing urgent tasks in dynamic
queues. MoSCO’s convergence behavior is partly facilitated by the state representations
provided to the D3QN network, particularly the proportion of urgent tasks (Pdue). This
allows the agent to recognize delay-sensitive tasks during initial scheduling. The local
attack mechanism in SCSO further refines this sequence, helping mitigate scheduling
fragmentation that can lead to cascading delays in baseline algorithms.

Figure 4 illustrates the dynamic convergence process of four algorithms toward the av-
erage resource utilization. It is evident that PureD3QN lacking heuristic micro-optimization,
struggles to perform fine-grained adjustments in complex combination allocations. Despite
achieving an average utilization of around 0.9, its optimization trajectory exhibits higher
variance and a slower stabilization speed compared to MoSCO, highlighting the limitations
of value-driven deep reinforcement learning models in large discrete spaces. NSGA-II
exhibits extreme instability, experiencing a sharp decline in performance mid-iteration.
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While H-SCSO maintains an acceptable overall level, its data points are loosely scattered
with noticeable oscillations. In contrast, the proposed MoSCO algorithm demonstrates
overwhelming superiority: it rapidly surpasses 0.85 in the early iterations and converges
stably and densely within the high range of from 0.90 to 0.95+ in the later stages. This
demonstrates that MoSCO’s hybrid architecture significantly enhances the compactness of
task mapping, effectively escapes local oscillations, and maximizes resource utilization for
cloud service providers.

Figure 4. Scatter plots of the Utilization for the four algorithms.

3.4. Dynamic Convergence Analysis of Utilization

Maximizing resource utilization in heterogeneous clouds remains a complex com-
binatorial problem. PureD3QN’s difficulty in maintaining high utilization suggests that
pure value-based DRL models may struggle to navigate large discrete assignment spaces
efficiently. MoSCO addresses this by incorporating the evolutionary generation and spatial
perturbation operations of the SCSO module. Even if the D3QN’s initial policy contains
fragmented assignments, SCSO explores alternative allocations around this baseline, aiming
to find more compact task arrangements that keep virtual machines active.

3.5. Dynamic Convergence Analysis of Makespan

Figure 5 illustrates the convergence of various algorithms in the scatter plot for
Makespan. Observation reveals that traditional NSGA-II exhibits extreme blindness in
its initial search iterations and exhibits highly volatile optimization trajectories. While
PureD3QN achieves a steady decline, its convergence rate significantly slows in the later
stages, struggling to break through the local bottleneck around 600. H-SCSO similarly
becomes stuck near 700, exhibiting loose oscillations in solution distribution. In contrast,
the proposed MoSCO algorithm, leveraging high-quality guidance from D3QN, keeps
Makespan low from the outset. In the late iteration phase, MoSCO demonstrates excep-
tional sustained optimization capability, with solutions densely and stably distributed
between 500 and 650. This clearly demonstrates that MoSCO not only efficiently avoids
local extremum traps but also identifies more compact task-scheduling sequences, signifi-
cantly enhancing the system’s overall processing throughput.

The plateauing effect seen in PureD3QN and H-SCSO may indicate premature conver-
gence into local optima. Reducing the overall Makespan often requires balancing the global
load across heterogeneous nodes, a trade-off that pure learning models can find difficult.
MoSCO attempts to mitigate this by employing a global exploration operator controlled
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by the adaptive sensitivity parameter (Rt). By applying standard normal-distribution
perturbations to elite individuals, the algorithm is better positioned to escape local traps
and identify execution sequences that reduce the overall Makespan.

Figure 5. Scatter plots of the Makespan for the four algorithms.

3.6. Multi-Objective Trade-Off and Pareto Front Analysis

To intuitively evaluate the algorithms’ overall search capabilities in solving multi-
objective cloud scheduling problems, we extracted and visualized non-dominated solutions,
which represent the Pareto front approximations plotted by MoSCO, NSGA-II, and H-SCSO
at the end of each iteration. As shown by the 3D Pareto surface in Figure 6 and the 2D
multidimensional projection in Figure 7, the distribution of solutions exhibits a discrete,
stair-step pattern. This is fully consistent with the discrete combinatorial nature of real-
world cloud task scheduling.

As shown in the two-dimensional projection plots, the proposed MoSCO algorithm
demonstrates highly competitive performance compared to baseline algorithms. In the
multi-objective trade-off space, the solutions found by MoSCO—indicated by red mark-
ers—typically lie in more favorable regions, such as the lower-left region in the “Total
Duration vs. Delay” projection. Although algorithms such as H-SCSO and NSGA-II often
face severe trade-offs—such as sacrificing task delays to achieve an acceptable total dura-
tion or reducing resource utilization—MoSCO demonstrates more robust and balanced
optimization capabilities. By keeping delays below 4600 and limiting the total duration to a
reasonable range, MoSCO still maintains a system resource utilization rate exceeding 87%.
These visualizations demonstrate that integrating the D3QN network for state awareness
and cluster initialization effectively reduces the risk of becoming stuck in local optima,
thereby generating a high-quality Pareto front.

The discrete, step-like distribution of Pareto front approximations naturally reflects
the indivisibility of cloud tasks and the heterogeneous capacities of virtual machines.
The “crowding distance” mechanism employed by MoSCO during the Pareto elite phase
helps identify solutions within the favorable trade-off region. By prioritizing solutions with
sparse distributions, MoSCO helps prevent the solution set from converging to a single
extreme, thereby providing diverse scheduling options to balance operational costs with
SLA requirements.

https://doi.org/10.3390/a19040321

https://doi.org/10.3390/a19040321


Algorithms 2026, 19, 321 16 of 20

Figure 6. Comparison of 3D Pareto front approximations generated by MoSCO, NSGA-II,
and H-SCSO.

Figure 7. 2D multidimensional projections of the Pareto fronts illustrating the trade-offs among
Makespan, Tardiness, and Resource Utilization.

3.7. Stability Analysis

To validate the algorithm’s robustness, Figure 8 displays the distribution of the CPI
across 50 independent experiments.

As shown in Figure 8, MoSCO features the lowest box position and narrowest box
height. Its scatter points are extremely compact, indicating that the algorithm is insensitive
to initial random seeds and can converge stably to high-quality solution regions across
different runs, with minimal performance fluctuations.

In contrast, although PureD3QN outperforms H-SCSO in median performance, its box
plot shows a wider range and more dispersed data points. This visually reflects the insta-
bility inherent in pure DRL models during exploration, which tends to generate scheduling
policies with high variance. H-SCSO and NSGA-II exhibit higher CPI values and broader
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distributions, confirming that traditional meta-heuristic algorithms, lacking prior guidance,
tend to become stuck in local optima and produce solutions of inconsistent quality.

The narrower interquartile range and compact data distribution for MoSCO suggest
that the “guidance-optimization-feedback” loop improves algorithmic stability. The higher
variance observed in PureD3QN often stems from exploration noise, while variance in
meta-heuristics typically arises from random initialization. MoSCO seeks to mitigate these
issues by using D3QN to provide a more stable initial starting point, while the sorting and
local attack procedures of SCSO iteratively refine these solutions, helping to smooth out
the fluctuations often seen in pure DRL approaches.

Figure 8. Distribution of scheduling performance metrics for MoSCO and baseline algorithms over
50 independent runs.

4. Discussion
The experimental results suggest that integrating deep reinforcement learning with

swarm intelligence can help mitigate the limitations often observed in isolated scheduling
algorithms. The improved performance of MoSCO across the evaluated metrics appears to
stem from its “knowledge injection” mechanism. By using the D3QN agent to provide an
initial elite action distribution, the algorithm can begin its search in a more promising region
of the solution space, thereby reducing the initial blind exploration typical of traditional
metaheuristics like NSGA-II. Additionally, the population-based iterative process of SCSO
serves as a complementary search mechanism, helping the DRL agent escape local optima
in later iterations.

In practical cloud environments, balancing conflicting goals can be quite difficult.
The distinct distribution of Pareto fronts produced by MoSCO yields a set of non-dominated
policies, giving cloud service providers flexible options for controlling operational costs
while meeting SLA constraints. The results demonstrate that MoSCO can sustain a high
resource utilization rate, averaging 92.20%, while keeping Makespan and Tardiness within
competitive limits. This ability is especially important in dynamic environments where
task arrival rates and resource availability vary.

Despite these promising results, the proposed hybrid architecture introduces certain
computational trade-offs. Offline training of the D3QN network and maintaining experi-
ence replay buffers incur additional computational overhead compared to simpler heuristic
rules. While this overhead may be acceptable in scenarios with longer task execution times,
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it remains a factor to consider for highly time-sensitive applications. Future research could
explore the scalability of this framework in more complex edge-cloud environments or
integrate energy-aware constraints to support sustainable green computing.

5. Conclusions
This paper presents MoSCO, a hybrid multi-objective scheduling algorithm that inte-

grates deep reinforcement learning with swarm intelligence for dynamic cloud environ-
ments. By incorporating DRL-guided initialization into the meta-heuristic optimization
process, the proposed method aims to alleviate the slow convergence of traditional swarm
algorithms and the instability often seen in pure DRL models. Experimental results in-
dicate that MoSCO achieves competitive performance, increasing the average resource
utilization to 92.20% while reducing the maximum Makespan and Tardiness to 528 and
4187, respectively.

However, this study has certain limitations that should be acknowledged. First, the hy-
brid framework introduces additional computational overhead for training and querying
the D3QN network, which may pose challenges in strictly time-sensitive scheduling sce-
narios. Second, the study could benefit from a more granular ablation analysis regarding
the algorithm’s sensitivity to individual state features and reward weight combinations.
Third, the current performance evaluations are based on a simulated cloud computing
environment with a bounded scale. The scalability of MoSCO under extremely large-scale
workloads—which often exacerbate the combinatorial curse of dimensionality—as well
as its robustness on real-world cloud platforms characterized by unpredictable network
latency and complex hardware fault cascades, remains to be empirically validated.

Therefore, future research will focus on addressing these limitations. Primary di-
rections include conducting a fine-grained parameter sensitivity analysis and exploring
lightweight neural network architectures to reduce computational overhead. Furthermore,
evaluating the algorithm’s convergence boundaries under massive-scale workloads and
integrating more advanced state-representation architectures, such as Graph Neural Net-
works (GNNs), are critical next steps. Finally, deploying the MoSCO framework on physical
cloud testbeds, extending it to accommodate energy-aware constraints in edge-cloud en-
vironments, and conducting comparative analyses with advanced swarm algorithms like
MOPSO will further validate its real-world viability.
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Abbreviations
The following abbreviations are used in this manuscript:

QoS Quality-of-service
MoSCO D3QN-Guided Multi-Objective Sand Cat Swarm Optimization
SCSO Sand Cat Swarm Optimization
H-SCSO Heuristic Sand Cat Swarm Optimization
NSGA Non-dominated Sorting Genetic Algorithm
DRL Deep Reinforcement Learning
D3QN Dueling Double Deep Q-Network
TD Temporal Difference
CPI Comprehensive Performance Index
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