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Abstract: Conventionally, the similarity between two images is measured by the easy-calculating
Euclidean distance between their corresponding image feature representations for image retrieval.
However, this kind of direct similarity measurement ignores the local geometry structure of the
intrinsic data manifold, which is not discriminative enough for robust image retrieval. Some works
have proposed to tackle this problem by re-ranking with manifold learning. While benefiting better
performance, algorithms of this category suffer from non-trivial computational complexity, which
is unfavorable for its application to large-scale retrieval tasks. To address the above problems,
in this paper, we propose to learn a robust feature embedding with the guidance of manifold
relationships. Specifically, the manifold relationship is used to guide the automatic selection of
training image pairs. A fine-tuning network with those selected image pairs transfers such manifold
relationships into the fine-tuned feature embedding. With the fine-tuned feature embedding, the
Euclidean distance can be directly used to measure the pairwise similarity between images, where
the manifold structure is implicitly embedded. Thus, we maintain both the efficiency of Euclidean
distance-based similarity measurement and the effectiveness of manifold information in the new
feature embedding. Extensive experiments on three benchmark datasets demonstrate the robustness
of our proposed method, where our approach significantly outperforms the baselines and exceeds or
is comparable to the state-of-the-art methods.

Keywords: image retrieval; deep feature learning; similarity measurement; manifold embedding

1. Introduction

Feature representation and similarity measurement are two critical components in content-based
image retrieval (CBIR) [1,2]. Conventionally, the similarity between images is measured by the
Euclidean distance between their corresponding features. A retrieval system ranks candidate images
according to such similarity. However, Zhou et al. have revealed that a traditional pairwise Euclidean
distance is not adequate to demonstrate the intrinsic similarity relationship between images [3].

Many algorithms [4-12] have been proposed to model the geometry structure of the intrinsic
data manifold. Among these methods, a graph-based affinity learning algorithm called the diffusion
process [13] has shown superior ability, which learns the local structure of data manifold for re-ranking in
image retrieval. Nevertheless, the diffusion-based re-ranking method usually incurs extra computational
overhead and time expenses. The online retrieval stage of a CBIR system usually requires real-time
efficiency, and thus such time and computational resource overhead are unfavorable. On the other
hand, the offline database image indexing stage has a relatively lower efficiency requirement. This
gives us a hint to embed such geometry structure information of the intrinsic data manifold into image
feature representations.

Algorithms 2020, 13, 318; doi:10.3390/a13120318 www.mdpi.com/journal/algorithms


http://www.mdpi.com/journal/algorithms
http://www.mdpi.com
http://www.mdpi.com/1999-4893/13/12/318?type=check_update&version=1
http://dx.doi.org/10.3390/a13120318
http://www.mdpi.com/journal/algorithms

Algorithms 2020, 13, 318 2of 16

Traditional learning methods usually focus on carefully-designed hand-crafted image features.
Global features such as HSV [14] are directly used for image representation. Local features like SIFT [15]
are firstly aggregated globally and then used for image representation [16]. Although those kinds
of feature representations have achieved certain benefits, their rigid processing architectures limit
further improvement for the image retrieval task and leave little room to embed the learned manifold
information into such feature representations. Leading by the brilliant work of Krizhevsky et al. [17],
the potential of deep learning has been widely explored in the computer vision community.
Convolutional Neural Networks (CNNs) demonstrate a powerful representative capability for images
and have pushed the performance of a considerable amount of vision tasks to a new state-of-the-art [18],
including image retrieval [19].

Most existing works directly took off-the-shelf CNN models pre-trained on classification tasks as
the feature extractor for image retrieval [20,21]. However, there is a natural gap between the tasks of
image classification and image retrieval, since image classification focuses on class-level discrimination
while image retrieval emphasizes instance-level similarity more. Directly using the pre-trained CNN
models on image retrieval will result in limited performance. Moreover, it discards the trainable nature
of CNN, which is another essential character that leads CNN to success. As a consequence, it is a
natural choice to fine-tune the pre-trained CNN model to learn more powerful representations to fit
the requirements of image retrieval tasks [22,23].

Previous works [24-29] have demonstrated that Siamese or triplet networks are more proper to
learn for ranking-oriented retrieval task with pairwise or triplet similarity supervision. For network
training, the quality of supervision is one of the critical factors that affect the quality of feature
learning and information embedding. Unfortunately, dataset collecting and label annotating are
labor-consuming work, and thus large-scale hand-collected and labeled training data are not a feasible
option. Although some researchers have proposed to automatically generate training image pairs or
triplets [22,23], a big pre-collected image pool with a strict constraint on image types is still required.

To address the above problems, in this paper, we propose to automatically select training image
pairs with the help of geometry structure information of the intrinsic data manifold and embed such
information into the feature learning process with a specially designed Siamese network. On the one
hand, similarity based on the Euclidean distance is efficient to calculate but usually lacks robustness.
On the other hand, local geometry information of the intrinsic data manifold is very effective in
improving the reliability of similarity measurement but is not easy to acquire. My approach combines
those merits. With the supervision of manifold learning, the automatic image pairs selection process
equips selected pairs with such manifold information. Fine-tuning the pre-trained model with those
image pairs transfers local geometry information of the intrinsic data manifold into the newly learned
feature embedding. Under the newly learned feature embedding, Euclidean distance-based similarity
measurement is not only efficient to calculate but is also robust.

An overview of the proposed method is illustrated in Figure 1. The pipeline starts at an old feature
embedding and ends up with a new feature embedding. Taking the previous endpoint as a new start
point, we can restart the automatic image pairs selection and network fine-tuning process, and thus
we can iteratively improve the feature embedding to get better feature representations.

Since our goal is to learn a robust feature embedding with pairwise supervision, with the
learned embedding, the output feature representations of the same image pair should be close in the
Euclidean space. A similarity embedding loss is adopted to pull those image pairs together. For those
not similar in both the original Euclidean space and the learned manifold, we should keep their
relationship. We use a feature consistency preserving loss to prevent dramatic change to the new
feature embedding. Experimental results are included to demonstrate the effectiveness of our proposed
method. Specifically, the proposed method significantly outperforms the baseline and surpasses or is
on par with the state-of-the-art methods on three benchmark datasets.

The rest of this paper is organized as follows: Section 2 reviews some closely related work of this
paper. In Sections 3-5, the details of the proposed method are presented. Experiments are discussed in
Section 6, followed by conclusions in Section 7.
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Figure 1. The pipeline of the proposed method. The pipeline consists of two stages: the self-supervised
training example selection stage and the network fine-tuning stage. In the training example selection
part, database images are firstly fed into the CNN model to extract MAC feature representations.
The similarity relationship between images is generated from MAC features and refined by manifold
learning. Finally, top-ranked image pairs are selected to supervise network fine-tuning. The above two
stages can be conducted iteratively until convergence.

2. Related Work

My work is related to deep learning-based image retrieval and manifold learning for visual
re-ranking. In the following, we briefly discuss those works and point out the differences between our
work and theirs.

Deep learning-based image retrieval. Witnessing the great success of deep learning on a variety
of vision tasks, some pioneering works started leveraging CNN on image retrieval tasks [19,21,30].
Most of these works were based on off-the-shelf neuron activations of pre-trained CNNs. Some of
the early works directly utilized the activation of fully-connected (FC) layers of the network as image
representation [31]. Razavian et al. proposed to leverage the activations of augmented FC6 layer of
AlexNet [17] as image representation. The reported performance outperformed the state-of-the-art
SIFT-based methods even with such a rough setting, which demonstrated the powerful representative
capability of CNNs. Successive researchers realized that image representations generated from
convolutional layers are more suitable for image retrieval. Ng et al. leveraged VLAD [32] to encode
column features on each spatial location of feature maps [21]. Gong et al. also used VLAD to aggregate
feature maps extracted from local image patches across multiple scales [30]. Babenko et al. proposed to
aggregate convolutional feature maps into a compact image representation by sum-pooling [20].
Tolias et al. applied max-pooling over multiple carefully-designed regions and integrated those
generated vectors into a single feature vector [33]. In addition, some works tried to combine these two
types of features. Li et al. fused convolutional features and FC features to compose a compact image
representation [34].

While off-the-shelf models have achieved impressive results on retrieval performance, several
works have proved that fine-tuning the pre-trained CNNs is a promising branch for image
retrieval. Babenko et al. re-trained existing pre-trained models with a dataset related to buildings
and demonstrated the feasibility and effectiveness of fine-tuning [19]. However, this method kept
classification-based network architecture, which limited the performance from further promotion.

Fine-tuning pre-trained models with a retrieval oriented objective and dataset drives the
learned feature more suitable for pairwise similarity measurement. Arandjelovic et al. inserted a
back-propagatable VLAD-like layer into a pre-trained model and fine-tuned the model with triplet
loss [35]. The notable point is that this work used only weak supervision. Radenovi¢ et al. [23] went
one step further to train a retrieval oriented model with a Siamese network in an unsupervised manner.
They employed the Structure-from-Motion method and the SIFT-based Bag-of-Word (BoW) method to
group images of the same architecture together. The training positive and negative image samples
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were automatically selected based on those image groups. Gordo et al. applied a similar pipeline but
with triplet loss and a SIFT matching based label generation method instead [22]. Although these
works achieved considerable improvement in image retrieval, they all needed a large stand-alone
image dataset related to the target dataset, which is challenging to collect.

Different from them, our approach automatically selects relevant training image pairs with
learned local geometry information of the intrinsic data manifold, and our goal is to embed such
learned manifold information into a new feature embedding. In addition, we have a specially designed
loss function.

Manifold learning for visual re-ranking. In image retrieval tasks, manifold learning-based methods
are usually applied to refine pairwise image similarity since the original Euclidean distance-based
similarity measurement is not reliable enough. Such similarity refinement is especially useful for
re-ranking. Bai et al. proposed to do visual re-ranking by collecting the intrinsic manifold information
of data with an algorithm called Sparse Contextual Activation (SCA) [36]. Several works demonstrated
that the diffusion process was a promising way to do re-ranking in retrieval tasks. The diffusion process
uses a graph to represent the similarity relationship of images, where vertices represent images and
edges between vertices denote their corresponding similarity. The manifold structure is learned and
applied by iteratively diffusing similarity into a part of or the whole graph [13]. Many works showed
excellent performance on image retrieval [37—41]. In this work, we leverage manifold learning methods
to refine the initial Euclidean-based similarity measurement. While one of the critical points of the
proposed method lies in manifold learning, we do not pay extra attention to studying how to improve
it. We adopt the state-of-the-art method and embed it into the pipeline to select training image pairs
as supervision.

There are also a few works learning to embed from manifold information for a variety of tasks.
Xu et al. iteratively learned the manifold embedding via the iterative manifold embedding (IME)
layer [42]. However, this work only focuses on the projection from initial feature representation to the
iterative manifold embedding representation, which limits the capability to handle unseen images.
Iscen et al. [43] proposed to train models with image pairs mined with the help of manifold learning.
Compared to this work, we have a different objective and do not need a large stand-alone dataset
related to the target dataset.

3. Formulation and Pipeline

3.1. Formulation

Given a dataset with # images: I = {I),1?),... 1M}, we define a mapping function
f(-,0) : RH>Wixe s RK t6 embed an image of size H; x W with ¢ channels into a K-dimensional
feature vector, where 8 is a set of trainable parameters of the mapping function. In this work, the
mapping function is a fully-convolutional CNN concatenated with a max-pooling layer and an
I-normalization layer. The output of this mapping function is the MAC (Maximum Activations of
Convolutions) image representation [33]. With the mapping function, the dataset can be represented
as F = {f(l),f(z), .. .,f(”)}, where £() is the feature representation of image 1), Traditionally, the
similarity between images is measured by feature distances in Euclidean space. However, as stated
in Section 1, this kind of similarity relationship is not reliable enough. An alternative is to improve
it by re-ranking the similarity relationship between images with manifold learning methods. Since
online re-ranking is time-consuming, our goal is to improve the feature embedding with manifold
information learned from offline “re-ranking”. This is achieved by fine-tuning a new feature embedding
or mapping function with training examples selected automatically with learned manifold information
in an end-to-end manner.

3.2. Pipeline

The pipeline of our work consists of two stages, i.e., training sample selection and network
fine-tuning. Each image in the database is firstly passed through the original network to extract MAC
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features. The original similarity relationship is generated by computing pairwise feature distance in
Euclidean space. Then, it is refined with a kind of re-ranking method based on manifold learning,
resulting in a new similarity or affinity matrix. Finally, we can choose top-ranked similar image pairs
according to the new similarity or affinity matrix. In the network fine-tuning stage, we feed those
pre-mined similar image pairs into a Siamese network and fine-tune the CNN parameters with a
carefully designed loss. With the fine-tuned CNN model, we can restart the training sample selection
again, which means that the above two stages can work iteratively until convergence. An overview of
the pipeline is demonstrated in Figure 1.

4. Self-Supervised Training Example Selection

4.1. MAC Image Representation

Previous work [23] has proved that MAC image representation is effective and efficient for image
retrieval. The MAC image representation is based on fully-convolutional CNNs. In our implementation,
we leverage convolutional layers of general image recognition networks, such as VGGNet [44] and
ResNet [45].

Specifically, given an input image I(), the output of the fully-convolutional CNN is a tensor

consisting of K feature maps of shape W x H. For the j-th feature map M](i) , we extract the maximum
value among it:
fj(l) = max Xx. 1)

xCM](.i)

Applying Equation (1) to every feature map of the output tensor, we have a K-dimensional vector.

After necessary l,-normalization, we obtain a feature vector f(/) = | fl(i), 2(1') PEEEI fl(f)]T to represent
image I(i), i.e., the MAC.

4.2. Refining Distance Metric with Manifold Learning

By calculating the pairwise Euclidean distance between those MACs, we get a distance matrix D,
where D;; denotes the Euclidean distance between MACs of the image 1) and 1V). If we regard image
1) as the query and the rest images in the dataset as database images, then the i-th row of D shows
the dissimilarity between query-database image pairs. Sorted in ascending order, it can be taken as the
retrieval result of query I(),

Manifold learning-based re-ranking methods can refine the original similarity relationship. In
this work, we mainly choose the Regularized Diffusion Process (RDP) [40], a state-of-the-art scheme,
as the re-ranking algorithm. RDP takes a distance matrix with the query as input and learns the local
geometry structure of the intrinsic manifold of the input feature space by a choreographed graph-based
diffusion process. The output of RDP is an affinity matrix A, where A;; denotes refined similarity
between image 10 and 1V). The re-ranking module in our approach is not limited to the adopted RDP
scheme and can be replaced with any re-ranking method with high efficiency and effectiveness.

4.3. Training Pairs Selection

The previously calculated affinity matrix provides refined pairwise similarity between images.
Selecting image I!) as an anchor image, we can put its k-nearest neighbor set N(I(), k) into a similar
image pool according to the i-th row of A, where k is the number of nearest neighbors. However,
Ref. [46] demonstrated that it is not sufficiently reliable to determine actual neighbors due to the
asymmetry of k-nearest neighbor. The k-reciprocal nearest neighbor is more reliable to uncover the
potential genuine neighbors for the retrieval task [46,47]. As a consequence, we choose the k-reciprocal
nearest neighbor set R(I(), k) of 1) to be the similar image pool. R(I), k) is defined as follows:

R(I(i),k) _ {I<j) | 10) e N(I(i),k),l(i) c N(I(j),k)}, 2)



Algorithms 2020, 13, 318 6 of 16

which means that image I0/) is a k-reciprocal nearest neighbor of I!) only when they are in the k-nearest
neighbor set of each other. With the new similarity and reciprocal relationship, image pairs can be
mined for the fine-tuning process. By taking every image in the dataset as the anchor image and
applying the training pairs selection process, we can generate our training examples T = {a®,10)y |
10) € R(IY, k)}.

5. Siamese Feature Learning

5.1. Network Structure

We adopt a Siamese network to fine-tune network parameters. Our goal is to embed the
learned similarity into the new feature embedding, and we apply a variant of the Siamese network
with four inputs. The first two channels are the image pairs, and the other two channels are their
corresponding MAC features extracted by the pre-trained model. Image pairs are firstly fed into two
fully-convolutional networks (FCNs) separately, which have identical network architecture and shared
parameters. In this work, the FCNs are popular CNN architectures trained for image classification on
ImageNet [48] (e.g., VGGNet and ResNet), with fully-connected layer and global average pooling layer
discarded. The pre-trained parameters are adopted to initialize the networks. The outputs of the FCNs
are non-negative because of the ReLU layer before it. Each FCN is followed by a MAC layer, which
generates compact MAC representations for input images. After an l;-normalization layer, the MAC
vector is normalized into a unit vector. For the other two input channels, two normalized MACs are
extracted with the pre-trained model.

A sketchy network structure is illustrated in Figure 2. Suppose that image I!) and I2) compose a
similar image pair. They are fed into the identical FCNs to get MACs (1) and £(2). Meanwhile, the
corresponding pre-extracted initial MACs (1) and () are directly sent to the loss part. All MACs are
I normalized before calculating the loss.

Network Structure

L,

JVIA
\ 2

Image IV

Loss

Y

I - | >

Image I® Similarity Embedding

I - i)

JVIA
Y
~

N

Consistency Preserving

Figure 2. The network architecture of the proposed network. A pair of images are fed into two
fully-convolutional networks (FCNs) separately to generate MAC representations. These two FCNs
are identical in architecture and share parameters. The generated MACs and their corresponding
pre-extracted MACs (with original network parameters) are then sent to calculate the loss. The loss
consists of a similarity embedding part to embed manifold information into network parameters and a
consistency preserving part to prevent dramatic modification of model parameters.

5.2. Objective and Optimization

The objective function consists of two parts, i.e., the similarity embedding part and the feature
consistency preserving part. The similarity embedding part constrains the network from needing
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to embed similarity information carried by input image pairs so that the learned MAC feature
distance of the same pair should be small in Euclidean space. With this part, manifold information is
transferred into fine-tuned feature embedding. The feature consistency preserving part constrains the
learned feature embedding from changing the original feature embedding dramatically, preventing
the similarity context of unpaired images from corruption. Without this part, the fine-tuning process
will be devoted to fitting those similar image pairs. In addition, this is one of the reasons that we do
not strictly need negative pairs in this work, which will be explained in detail later.
The loss function for input image pair (I(!), (%)) is defined as follows:

2 . o~
/;(1(1),1(2)) =|| £ _ £ ||2 +B Z [ £0) _3) HZ, 3)
i=1

where B is a balance factor, f(!) and £(2) are MACs generated by those two FCNs and f(!) and f(?) are
pre-extracted MACs for image I!) and 1), respectively. Minimizing the first term means smaller
Euclidean distance in the newly learned embedding space for selected image pairs. However, this will
make the second term, i.e., the Euclidean distance of features between the newly learned embedding
and the original embedding space enlarged. A proper balance factor can ensure efficient similarity
embedding, while the correct similarity relationship of the original feature embedding is maximally kept.

Note that, in training, we do not involve negative image pairs. In this work, our goal is to
embed similarity information, especially nearest neighbor information learned by manifold learning
algorithms, into a new feature embedding. Since such information is carried by similar pairs or positive
pairs, there is no need to train our model with additional negative pairs. In addition, the feature
consistency preserving part of the learning objective ensures that the fine-tuning process does not
modify the original model dramatically. As a consequence, the similarity relationships of negative
pairs are not corrupted after fine-tuning because they are embedded in the model as parameters.
For the above two reasons, negative pairs are not strictly needed in our proposed method.

5.3. Iteratively Mining and Learning

After running the process of distance matrix calculation and refining, training image pairs
selection, and Siamese feature learning step by step, we harvest an improved feature embedding.
The improved feature embedding is the output of the above process, and can also be the input of
another such process, in other words, a new initial point. Based on this, we can extract new image
features for database images, calculate a new distance matrix and a refined affinity matrix, mine new
manifold information and training pairs, and learn a new feature embedding. These facts indicate that
the proposed method allows us to iteratively improve the feature embedding with the CNN-based
feature embedding module until all of the manifold context is inherited. A flowchart of this process is
illustrated in Figure 1, where a loop containing such a process is composed.

6. Experiments
6.1. Experimental Setup

6.1.1. Datasets

We evaluate our proposed method on three public benchmark datasets, i.e., the UKBench
dataset [49], the INRIA Holidays dataset [50], and the INSTRE dataset [51]. The UKBench dataset
consists of 10,200 images, divided into 2550 groups. Each group contains four images, which represent
one unique scene or object under various viewpoints, illumination conditions, scale change, etc.
Every image is taken as the query in turn, and the corresponding four images belonging to the same
category constitute the ground truth. The retrieval accuracy is measured by the N-S score, the average
number of relevant images in the top 4 returned images. The Holidays dataset contains 1491 images
collected from personal albums. These images belong to 500 groups, and one image is taken as the
query in each group. Mean Average Precision (mAP) is adopted to measure the retrieval accuracy.
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The INSTRE dataset consists of 28,543 images from 250 different object classes, which vary from
everyday objects to famous logos under different conditions like scale change, rotation, occlusion, etc.
In particular, 100 classes are retrieved from online sources; 150 classes are taken by the dataset creators.
In the 150 classes, 100 are single-object classes, and the remaining 50 are two-object classes with a
pairwise combination of the first 100 classes. Following the protocol from the official website, 1250
images are chosen to be queries, with five per class, and the remaining 27,293 are database images. We
only use bounding boxes of queries in this work. We also use mAP to measure the retrieval accuracy.

6.1.2. Implementation Details

During the selection of training image pairs, we adopt RDP to refine the similarity for its
tremendous effectiveness. It should be mentioned that other similarity learning algorithms can
also be used here. Similarity refinement is performed with publicly released code by the author of [52].
All parameters about RDP are set following the original paper [52].

Network fine-tuning is conducted with the open-source deep learning platform TensorFlow [53].
Convolutional layers of VGGNet-16 (VGGNet-16 denotes 16-layer VGGNet [44] model) and ResNet-50
(ResNet-50 denotes 50-layer ResNet [45] model) and their corresponding ReL.U, pooling, and/or batch
normalization layers are selected to be the backbone of the Siamese network. Considering limited
computational resources, we only fine-tune three conv5 layers of VGGNet-16, while all convolutional
layers of ResNet-50 are fine-tuned. In the training stage, images are resized to 352 x 352 and then
fed into the network. We adopt a Stochastic Gradient Descent (SGD) optimizer with a momentum of
# = 0.9 and a weight decay of A = 5 x 10~* to tune network parameters. The learning rate is kept to be
0.001 and 0.01 for VGGNet-16 and ResNet-50, respectively, which are one-tenth of the initial learning
rate of the pre-trained models. Learning rate decay is not adopted in this work because no evident
performance gain is observed. The batch size is set to 8 for both VGGNet-16 and ResNet-50 due to
the limitation of GPU memory. Previous works have demonstrated that properly using large images
and maintaining the aspect ratio yield better performance in image retrieval tasks [54]. For feature
extraction, we directly feed images into the network without resizing (For the Holidays dataset,
all images are resized in advance so that the long side is 1024 and the aspect ratio maintained). All of
our models are trained on a single Nvidia K40 GPU with 12 GB memory.

With different dataset sizes and backbones, the convergence speed varies. For VGGNet-16,
the training is done for at most 20 epochs, which takes approximately 10, 2, and 20 h for UKBench,
Holidays, and INSTRE, respectively. For ResNet-50, it has a faster convergence speed with at most
15 epochs of training, and the training time is 4, 1, and, 8 h, respectively. It is notable that, due to the
variant capability of manifold learning algorithm on different datasets, we perform two iterations of
training pairs mining and network fine-tuning for both UKBench and INSTRE and only one iteration
on Holidays. Since output features are I, normalized, we use the cosine distance to measure image
similarity for online retrieval.

6.2. Impact of Parameters

6.2.1. Balance Factor

B is a key parameter to balance the similarity embedding part and the feature consistency
preserving part of the objective function. We study the impact of B on retrieval accuracy and
convergence speed, which is represented by the number of epochs. The UKBench is used, and
the result is shown in Table 1. The retrieval accuracy reaches the best when = 0.5, while the fastest
convergence is achieved at f = 0.125. A smaller § means a lower weight of feature consistency
preserving part in the objective function, which emphasizes the similarity embedding part. As a
result, faster convergence is achieved at a smaller . Considering a balance of retrieval accuracy and
convergence speed, we fix § = 0.5 in the rest of the experiments.
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Table 1. Impact of balance factor  on retrieval accuracy and convergence speed. The experiment
is conducted on UKBench with VGGNet-16, and retrieval accuracy is measured by N-S Score.
Convergence speed is measured by the number of epochs to reach the best retrieval accuracy.

B N-S Score  Epochs

0.125 3.86 8
0.25 3.87 10
0.5 3.88 12
1 3.84 16
2 3.82 20

6.2.2. Impact of Nearest Neighbor Number

Nearest neighbor number k is an essential parameter in training image pairs selection since
k-reciprocal nearest neighbor is leveraged. Different values of k will affect the quality and the quantity
of mined training examples. To study the impact of k, we conduct experiments to evaluate the number
of mined training image pairs and the precision of mined pairs. The precision is measured with the
ratio of true similar pairs over all mined training pairs.

As illustrated in Figure 3, the number of mined image pairs rises with the increase of k, while the
precision decreases for both UKBench and INSTRE. However, while the precision changes more
smoothly on INSTRE, it drops dramatically on UKBench after k = 4, which is arguably because there
are three other relevant images for each image in the database. Considering the balance of the quality
and the number of training examples, we choose k = 4 for both UKBench and INSTRE. We empirically
set k = 2 for the Holidays dataset since there is only one relevant image for many anchor images
on Holidays.

5
o X107 ‘ ‘ ‘ ‘ ‘ 0.95
£ S 2 5
o 28 2
o 1< 4]
= o 2
Z o = o
0 ‘ ‘ ‘ ‘ ‘ ‘ 0.4 0 ‘ ‘ ‘ ‘ ‘ ‘ 0.85
2 3 4 5 L 8 10 15 20 2 3 4 5 i 8 10 15 20
(a) UKBench (b) INSTRE

Figure 3. Impact of the number of nearest neighbor k on the number of mined image pairs (no. of pairs)
and its corresponding precision. The experiment is conducted on UKBench (a) and INSTRE (b) with
ResNet-50. Only the first mining iteration is recorded. Precision denotes the ratio of true positive pairs
over all mined image pairs. Note that anchor image is counted, so k starts from 2.

6.3. Evaluation and Comparison

In the following part, we evaluate our proposed approach in terms of retrieval accuracy on three
benchmark datasets. Firstly, we conduct experiments to prove the effectiveness of our proposed
approach. Then, comparison with baselines and the state-of-the-art algorithms is carried out.

6.3.1. Effectiveness of Manifold Learning-Based Training Example Selection

To validate the effectiveness of our proposed method, a set of comparison experiments is
conducted. In the comparison group, training image pairs are directly generated by selecting k-nearest
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neighbors of the original similarity relationship instead of refined similarity. Retrieval performance is
compared on the UKBench under the same experimental setting except for the above difference.

As demonstrated in Table 2, the manifold learning-based training pairs selection method
outperforms the original one. Specifically, with the mining method based on the manifold-refined
similarity, it reaches an N-S Score of 3.88, while, with the mining method based on the original
similarity, the N-S Score is 3.84 on VGGNet-16. A similar situation happens on ResNet-50 with a
performance boost from 3.93 to 3.96.

This improvement comes from two aspects. On the one hand, refined similarity contains extra
local geometry information of the intrinsic data manifold compared to original similarity. The extra
information helps to mine out some hard pairs, while it can not be done with the original one. On the
other hand, the refined similarity is more accurate than the original one. Thus, some false pairs are
filtered out. Fine-tuning with a cleaner training set naturally brings us better retrieval performance.

Table 2. Performance comparison of different training pairs selection methods on UKBench. Baseline
refers to performance without fine-tuning. “Original” denotes the training pairs selection method
based on the original similarity relationship. “Manifold” represents the method based on refined
similarity with the manifold relationship. Retrieval accuracy is measured by N-S Score.

Mining Method  Network  N-S Score

Baseline VGGNet-16 3.77
Original VGGNet-16 3.84
Manifold VGGNet-16 3.88
Baseline ResNet-50 3.90
Original ResNet-50 3.93
Manifold ResNet-50 3.96

6.3.2. Effectiveness of Iteratively Mining and Training

In our proposed approach, the iterative mining and training process can also bring some
performance improvement. In Table 3, we demonstrate the effectiveness of the iteratively mining
and training process on UKBench. From Table 3, it can be observed that the first iteration boosts
the N-S The score from a baseline of 3.77 to 3.86 with VGGNet-16 and 3.90 to 3.95 with ResNet-50,
respectively. With one more iteration, the N-S Score ulteriorly reaches 3.88 with VGGNet-16 and 3.96
with ResNet-50, respectively. Thus, a further performance improvement of 0.02 with VGGNet-16 and
0.01 with ResNet-50 is achieved.

The improvement comes from gradually collecting and embedding hidden manifold information
from the intrinsic data manifold. The first mining and training iteration may collect and embed much
of the manifold information from the intrinsic data manifold but not all. With the newly learned
feature embedding, feature representations of similar images move closer to each other in Euclidean
space. Under this new similarity, some additional manifold information can be dug out by manifold
learning methods in the form of training pairs, and then embedded into image features by fine-tuning.
By iteratively conducting the mining and training process, additional manifold information is dug
out and embedded until there is little left. In practice, there is little performance improvement after
two or three iterations. Thus, we set the number of iterations of mining and training processes to be
two for both UKBench and INSTRE. Note that the manifold learning-based re-ranking method on
Holidays does not work as well as the other two datasets, and we set the number of iterations to be 1
for Holidays. In Figure 4, we show an extreme case benefiting from the iteratively mining and training
process to demonstrate its effectiveness.

Additionally, some retrieval results are shown in Figure 4. For every query, the first row contains
the top-3 returned images when retrieving with image features extracted with the original pre-trained
VGGNet-16 model and the second row with fine-tuned VGGNet-16 model. In Figure 4a, three good
cases illustrate that the fine-tuned network improves retrieval accuracy. For the first one located on the
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top, one irrelevant image is in the first row. After fine-tuning, this irrelevant image is eliminated from
the top-3 returned list. For the second query located in the middle, all three returned images in the
first row are in the same coarse category, but only the first one is a true relevant image of this query.
In the second row, two other true relevant images of the same object take the place of these two false
relevant images. This is because our approach makes the fine-tuned model emphasize instance-level
similarity while preserving original class-level discrimination. For the third query, there is no relevant
image in the first row, while all three images are true relevant images in the second row. It is incredible
since there seems to be no manifold information to learn. This owes to the iteratively mining and
training process. After early mining and training iteration, these true relevant images move closer
to the query in terms of feature distance, which brings some information that can be learned by the
manifold learning method. With later mining and training iterations, relevant images move close
enough to be top-ranked.

Query Retrieval results Query Retrieval results

Original

Fine-tuned

Original

Fine-tuned

Original

Fine-tuned

(a) Good cases (b) Failure cases

Figure 4. Selected samples, including both good cases (a) and failure cases (b). For each case, the query
is on the left, and top-3 returned results are on the right. The images in the first row of each case are the
results of the original pre-trained model, and in the second row are the results of the fine-tuned model.
True positives and false positives are marked with green and red circles on the lower-left corner of each
result image, respectively.

Table 3. Demonstration of the effectiveness of the iteratively mining and training process on UKBench.
Networks are fine-tuned for three iterations, and the performance is evaluated with a N-S Score.

Network Baseline 1stIter. 2nd Iter. 3rd Iter.

VGGNet-16 3.77 3.86 3.88 3.88
ResNet-50 3.90 3.95 3.96 3.96

Figure 4b depicts three cases where retrieval accuracy keeps unchanged after fine-tuning. For the
first and second queries, fine-tuning does not improve retrieval accuracy. However, the returned
images are visually more similar to the corresponding queries. The last is a particular failure case.
There is no relevant image in both the first and the second row, thus all top-3 returned images are false
according to the ground truth. However, if we visually check the returned images and pay attention
to the street lamp, we can find that the first two returned images contain the same street lamp in the
first row, and all top three returned images contain the same street lamp as the query in the second
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row. A retrieval system does not know which object users prefer to retrieve from the database when
given a query of multiple objects. It is a common problem in content-based image retrieval, called the
intention gap. If the target object was the street lamp instead of the building nearby, our approach
should improve the retrieval accuracy.

6.3.3. Performance Improvement upon Baseline

We evaluate our proposed approach to show the performance improvement upon baseline.
A comparison is performed on retrieval accuracy between the original pre-trained model and the
fine-tuned model. Retrieval results are shown in Table 4, where the fine-tuned model significantly
boosts retrieval accuracy on UKBench and INSTRE. Specifically, the retrieval accuracy increases
from 3.77 to 3.88 on UKBench and 0.316 to 0.529 on INSTRE after fine-tuning on the VGGNet-16
model. In other words, an accuracy promotion of 0.11 and 0.213 on UKBench and INSTRE is
achieved, respectively. A similar situation is observed on the ResNet-50 model, where a performance
improvement from 3.90 to 3.96 on UKBench and 0.472 to 0.564 for INSTRE is achieved.

Table 4. Performance comparison between baseline and fine-tuned model with different backbones.
Retrieval accuracy is measured by the N-S Score for the UKBench dataset and mAP for the Holidays
dataset and the INSTRE dataset.

Dataset Network Baseline Fine-Tuned
VGGNet-16  3.77 3.88
UKBench  p  Net-50 3.90 3.96
Holidays VGGNet-16 0802 0.821
Y% ResNet-50 0.855 0.869
VGGNet-16  0.316 0.529
INSTRE  p sNet-50 0.472 0.564

However, only limited improvement is obtained on Holidays comparing to the other two datasets.
The fine-tuned model only improves mAP from 0.802 to 0.821 on the VGGNet-16 model and 0.855 to
0.869 on the ResNet-50 model, respectively. The reason comes from the dataset itself. As we know, for
many images in the Holidays dataset, there is only one relevant image. Unfortunately, it is tough to
get information from the intrinsic data manifold under such a situation. Most manifold learning-based
methods failed to achieve performance improvement on Holidays [52]. As the state-of-the-art method,
RDP only achieved a marginal performance gain on Holidays. On the other hand, this result
demonstrates the effectiveness of our proposed method. Once there is extra learned information,
it can be embedded into the fine-tuned model by our method.

One notable thing is that all images in UKBench are taken as queries, which may violate the
common sense that no query should be seen during the fine-tuning period. We pick one image out
for each category (2550 images in total) and make them unavailable during training pairs selection
and network fine-tuning. In the test phase, only the pre-selected images of each category are taken
as queries. Under this scenario, the N-S Score slightly dropped to 3.87 and 3.94 with VGG-16 and
ResNet-50, respectively, still significantly outperforming the baseline. However, this is not possible for
Holidays because there is only one relevant image for many categories. Luckily, the query set is already
separated apart from the database images for INSTRE, and we achieve a remarkable performance gain
of 0.213 and 0.092 with VGG-16 and ResNet-50, respectively.

6.3.4. Comparison with the State-of-the-Art

We compare our experimental results with recent state-of-the-art image retrieval methods based
on compact CNN representations. As shown in Table 5, our approach achieves superior retrieval
accuracy on UKBench and comparable results on Holidays.



Algorithms 2020, 13, 318 13 of 16

Table 5. Performance comparison with state-of-the-art CNN-based image retrieval methods. The
involved network models are marked with “A”, “V”, and “R” for AlexNet, VGGNet-16, and ResNet-50,
respectively. Methods adopting a fine-tuned model are marked with “F”; otherwise, off-the-shelf
models are implied. Retrieval accuracy is measured by the N-S Score for the UKBench dataset and
mAP for the Holidays dataset. “Dims” denotes the dimensionality of image representation.

Method Network Dims UKBench Holidays
SPoC [20] \% 512 3.65 0.802
Neural Codes [19] FA 4096 3.55 0.789
NetVLAD [35] FV 256 - 0.821
Radenovi¢ et al. [23] FV 512 - 0.825
Gordo et al. [22] FV 512 3.78 0.864
Ours FV 512 3.88 0.821
Ours FR 2048 3.96 0.869

My approach achieves a remarkable retrieval accuracy of 3.88 with VGGNet-16 and 3.96 with
ResNet-50. We also outperforms some state-of-the-art feature fusion schemes, which fuse multiple
image features, including hand-crafted SIFT features and CNN features. For example, our approach
exceeds Collaborative Index Embedding (CIE) [55] of N-S Score 3.86 and Query-Adaptive Late Fusion
(QaLF) [56] of N-S Score 3.84. It is worth noticing that image features extracted by our fine-tuned
model can be used as one of the features participating in feature fusion by CIE or QaLF, which can
further boost retrieval accuracy. We also outperform RDP by 0.03 N-S Score on UKBench (3.96 vs. 3.93).

For Holidays, our approach outperforms SPoC [20] based on an off-the-shelf pre-trained model
while it is comparable to other methods using a fine-tuned model. The reason lies in the intrinsic
dataset property, which has been depicted in Section 6.3.3. However, for the other methods adopting
fine-tuned models, they either need another labeled training dataset or need to mine training examples
from an additional dataset with plenty of images related to the target dataset. To be specific, in [35], the
CNN model was fine-tuned with the Pittsburgh Dataset [57] of 250K images on street view. In [19], a
labeled dataset with 213,678 images of 672-category landmark buildings was adopted as the training set.
In [22,23], a 713-category landmark dataset with 163,671 images and cleaned 586-category landmark
dataset with 49,000 images were adopted to help the training process. As discussed previously in
Section 1, these methods suffer from a time-consuming dataset collecting process and labor-expensive
image labeling. It is notable that the best-performed method, Gordo et al. [22] in Table 5, adopted a
different baseline of mAP 0.858 and achieved an mAP of 0.864, where the performance gain of 0.6% is
marginal. My approach achieves a performance gain of 1.4% from 0.855 to 0.869 with a similar baseline
based on ResNet-50.

7. Conclusions

In this paper, we propose to learn a robust feature embedding with the help of manifold
relationships for image retrieval. The proposed approach applies affinity learning techniques to
learn a more robust similarity, which can reflect the local geometry structure of the intrinsic data
manifold. The learned similarity, in turn, is used to guide the selection process of training image
pairs. As a result, fine-tuning the Siamese network with those selected image pairs transfers this
learned manifold information into the newly learned feature embedding. With the newly learned
feature embedding, the similarity between images is efficiently measured with easy-calculating
Euclidean distance between the corresponding image features, while keeping the robust manifold
relationships. Extensive experiments on several benchmark datasets demonstrate the effectiveness of
our proposed approach.
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