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Abstract

Ultrasound enables radiation-free longitudinal monitoring of scoliosis, but rib shadow-
ing and speckle noise often obscure vertebral structures. Current deep-learning methods
present results in terms of localisation accuracy, without directly measuring anatomical com-
pleteness. We introduce a vertebra-level completeness model that includes a YOLO-based
detection framework and an explicit representation of completeness, the Vertebra Presence
Matrix (VPM). The VPM provides visibility into detections across 17 ordinal vertebral levels
(T1-T12, L1-L5), allowing us to measure completeness across anatomy rather than just
detections. Thoracolumbar ultrasound scans were annotated and divided into train/test
sets using a patient-wise split to avoid data leakage. Four model variants were evaluated,
including full-spine and vertebra-centric crop representations with single-class and 17-class
detection heads. The full-spine detector was less stable in regions of high anatomical
variability, such as the upper thoracic and lower lumbar spine. Crops of individual verte-
brae were more stable under partial fields of view. The 17-class crop model achieved an
mAP50 of 0.929 and a scan-level completeness score of 0.74 using the VPM. These results
demonstrate that vertebral completeness can be explicitly quantified and integrated with
localisation-based metrics for completeness-aware automated scoliosis evaluation.

Keywords: ultrasound scoliosis; YOLO; vertebra detection; anatomical completeness;
vertebra presence matrix; missing vertebrae; vertebra-centric crops

1. Introduction

Scoliosis is a three-dimensional spinal deformity that necessitates accurate and re-
producible assessment of vertebral shapes. While radiographs are the gold standard in
clinical practice, they subject patients to cumulative ionising radiation doses throughout
follow-up, especially in growing adolescents [1-3]. Ultrasound has therefore emerged as
a radiation-free modality increasingly adopted for routine monitoring and point-of-care
screening [4-9].

However, spinal ultrasound acquisition remains technically challenging. The vertebrae
are small, frequently obscured by rib shadowing, and subject to significant operator-
dependent variability [10]. Thoracic and lumbar sonoanatomy differ substantially [10].
Consequently, many scans contain missing or unclear vertebral levels, particularly in the
upper and mid-thoracic spine [11,12]. Recent deep-learning approaches address vertebra
localisation and landmark detection [13-15]
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Missing vertebrae introduce errors that propagate through automated scoliosis analy-
sis pipelines, including curvature estimation, midline extraction, and Ultrasound Curve
Angle (UCA) computation [7,16,17]. Vertebrae visibility itself is known to have prog-
nostic value [11]; however, anatomical completeness as a vertebra-level concept remains
under-investigated in existing ultrasound-based scoliosis frameworks [5,18].

In most scoliosis imaging studies, including ultrasound and non-radiographic ap-
proaches such as mobile back-surface imaging and bare-back image analysis, miss-
ing vertebrae are not explicitly quantified and regional failure patterns are rarely
reported [4,5,19-21].

Despite substantial progress in vertebra localisation and curvature estimation, the issue
of vertebral-level anatomical completeness has not been explicitly addressed as a primary
evaluation objective in existing ultrasound-based scoliosis systems. To the best of our
knowledge, no ultrasound framework currently exists that

. measures completeness of detected vertebrae per level from T1-L5;
e tracks the pattern of missing vertebrae; and
¢  allows direct comparison of YOLO detector performance across detector configurations.

To address these gaps, we introduce a concise binary encoding of vertebral visibility
from T1-L5, termed the Vertebra Presence Matrix (VPM). When paired with existing object-
detection-based vertebra detection approaches [22], the VPM provides an ordered and
quantitative framework for vertebra-level anatomical completeness assessment, together
with a structured representation of missing-vertebra patterns.

The main contributions of this work are as follows: (1) The introduction of a vertebra-
level completeness score for quantifying vertebral visibility [11]; (2) A head-to-head com-
parison of four YOLO configurations (full-spine vs. crop-based input, 17-class vs. 1-class
labelling) evaluated on the same ultrasound dataset—an analysis that, to our knowledge,
has not been systematically reported in the scoliosis ultrasound literature; (3) The devel-
opment of a vertebra-centric dataset pipeline with strict case-level separation; and (4) An
exhaustive analysis of vertebral consistency patterns, including systematic blind spots at
T7 and L2-L5 [10,11].

2. Related Work
2.1. Ultrasound-Based Scoliosis Assessment

Radiation-free ultrasound has been increasingly investigated as an alternative modality
for scoliosis assessment, particularly for longitudinal monitoring in adolescent popula-
tions. Early studies focused on system-level validation and feasibility of three-dimensional
ultrasound imaging for spinal curvature estimation [4,8,23]. Subsequent work demon-
strated that ultrasound-based systems can achieve clinically acceptable agreement with
radiographic Cobb angle measurements under controlled acquisition conditions [5-7].

However, these methods primarily focus on vertebra localisation in musculoskeletal
ultrasound, with relatively limited emphasis on assessing whether all vertebrae in the
clinically relevant T1-L5 sequence are consistently visible [18,24]. As a result, existing
ultrasound frameworks lack an objective mechanism to determine whether a scan provides
adequate anatomical coverage for reliable downstream analysis.

2.2. Deep Learning for Vertebra Detection and Localisation

Technological progress in deep learning now allows precise vertebra localisation and
landmark detection in both X-ray and ultrasound imaging. CNN- and Transformer-based
architectures have been proposed for vertebral segmentation, landmark identification,
and curvature estimation [13,25]. These methods demonstrate strong local accuracy, partic-
ularly under favourable imaging conditions.
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In parallel, deep learning techniques developed for radiographic scoliosis analysis—
including two-stage Cobb angle estimation networks and morphology-aware models—
have further advanced automated spinal assessment [15,26-29]. While these approaches
achieve high detection performance, they generally operate under the assumption that all
clinically relevant vertebrae are present and correctly detected.

Importantly, none of these methods explicitly evaluate vertebra-level anatomical com-
pleteness or track missing vertebrae as a first-class outcome. As highlighted in the broader
medical imaging literature, missing or corrupted anatomical structures can substantially
degrade downstream model performance [17,30,31]. Nevertheless, vertebral completeness
has not yet been formalised as a quantitative evaluation metric in scoliosis ultrasound
pipelines, and incomplete anatomical representation is often treated as a secondary artefact
rather than an explicit evaluation outcome [17,32].

2.3. YOLO-Based Detectors for Musculoskeletal Imaging

YOLO-based object detectors have recently been adopted for musculoskeletal and
spinal imaging tasks due to their efficiency and suitability for real-time localisation [33].
These detectors have demonstrated strong bounding-box accuracy across a range of ultra-
sound and X-ray applications.

Despite their effectiveness, existing YOLO-based studies primarily evaluate detec-
tion performance using conventional metrics such as precision, recall, and confidence
scores. To date, no systematic comparison has been clearly reported between full-spine and
vertebra-centric input representations, or between multi-class (17-class) and single-class
detector configurations, in terms of vertebral coverage along the full T1-L5 sequence [18].

Moreover, current YOLO-based pipelines do not provide a structured mechanism
to assess whether detected vertebrae form a complete and anatomically consistent spinal
sequence, particularly under conditions of partial visibility or corrupted anatomical
input [17].

2.4. Motivation for Vertebra-Level Completeness Modelling

Across ultrasound-based systems, deep learning localisation models, and YOLO-based
detectors, a common limitation emerges: vertebral visibility is treated implicitly rather than
quantified explicitly. While prior studies acknowledge regional visibility challenges, no
existing framework provides a vertebra-level representation that encodes which anatomical
levels are present, missing, or inconsistently detected across the spine.

This gap motivates the introduction of the Vertebra Presence Matrix (VPM), which
formalises anatomical completeness as a measurable and comparable outcome at the verte-
bra level. By encoding vertebral visibility from T1-L5 in an ordered binary representation,
the VPM provides a structured framework for analysing missing-level patterns and for
evaluating detector reliability beyond conventional localisation accuracy metrics. Unlike
object-level detection outputs that generate independent predictions, we explicitly model
vertebra-level presence, absence, and inconsistency along the spinal axis using the VPM.
This constraint-based formulation enables explicit reasoning about which vertebral levels
are missing or unreliable. This directly addresses the absence of explicit completeness
modelling at the scan level in previous methods.

3. Methods

This section presents a complete, end-to-end, fully reproducible pipeline for the
vertebra-level ultrasound scoliosis analysis task. It is composed of four major modules,
namely (i) dataset and annotation, (ii) automatic ROI and vertebra-centric crop generation,
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(iii) YOLO-based vertebra detection in four controlled configurations, and (iv) Vertebra
Presence Matrix (VPM) computation for anatomical completeness evaluation (Figure 1).

ORIGINAL UTRASOUND DATASET (ALL CASE, T1-L5)
Same source for all experiments
Subject IDs available

'

The original dataset is the same for all models

v ¥
2A. FULL-SPINE REPRESENTATION 2B. SINGLE-VERTEBRA CROP REPRESENTATION
ROI EXTRACTED FROM MASKS (T1-L5) = EACH VERTEBRA CROPPED USING MASK-DERIVED
EACH FRAME CONTAINS ALL VISIBLE LEVELS (T1-L5) BBOX x (1+a)
17 GT BOXES (T1-T12, L1-L5) =  ONECROP =ONE VERTEBRA
+ +

3. SUBJECT-LEVEL TRAIN/VALIDATION SPLIT (NO LEAKAGE)
e  CASE-BASED (SUBJECT-LEVEL) 80/20 SPILT
e SAME SPLIT APPLIED to ROI, CROPS, AND VPM
e NO SUBJECT OVERLAP ACROSS SPLITS

3A. Full-SPINE LABEL FORMATS 3B. TRAINING BRANCH (CROPS) MODELS:
= YOLO17-FULL (17-CLASS) = YOLO17-CROP (17-CLASS)

= YOLO1-FULL (1-CLASS) = YOLO1-CROP (1-CLASS)
4A. TRAINING BRANCH (FULL-SPINE) 4B. TRAINING BRANCH (CROPS)

Models: Models:

= YOLO17-FULL = YOLO17-CROP

= YOLO1-FULL *= YOLO1- CROP

1 |
v

5. VERTEBRA PRESENCE MATRIX (VPM) GENERATOR
= CONVERTS DETECTIONS to 17-LEVEL VISIBILITY MAP
= DETECTS MISSING LEVELS AND CONTINUITY
VIOLATIONS
'

6. EVALUATION (APPLE-to-APPLE)
= SOME SUBJECT-LEVEL VALIDATION SPLIT
=  METRICS: Precision, Recall, mAP50, mAP50-95, VPM
accuracy

Figure 1. Standardized YOLO experimental pipeline.

The pipeline ensures consistent and fair comparison across input representations
(full-spine ROI versus vertebra-centric crops) as well as label granularities (17-class versus
1-class). Subsequent figures detail the VPM-based completeness analysis, including both a
representative single-case example and the full ensemble aggregation workflow.

3.1. Dataset and Ethics Approval

A retrospectively acquired vertebra-labelled ultrasound dataset from a routine clinical
scoliosis screening programme was used. Informed consent was obtained under the aegis
of an institutional review board and all ultrasound cine sweeps were fully anonymised
prior to analysis.

From each subject, between 10—40 B-mode frames spanning the vertebral levels T1-L5,
were acquired using a high-frequency linear transducer (12-14 MHz). Frames affected
by excessive rib shadowing, noise, or incomplete visualisation of the vertebral column
were excluded.

Vertebral masks were annotated by trained sonographers following a standard anatom-
ical protocol (T1-T12, L1-L5). A second reviewer independently annotated approximately
25% of cases to minimise inter-observer variability. No subjects were recruited for the study.
Clinical data available at the time of annotation were used. The annotation dataset is the
source for all subsequent ROI, crop, detection, and completeness analyses.

Figure 2 shows representative examples of the ultrasound dataset and the annotation
strategy used in this study. The full-spine ROI extracted from cine sweeps includes both

https://doi.org/10.3390/526072101


https://doi.org/10.3390/s26072101

Sensors 2026, 26, 2101

50f24

thoracic (T1-T12) and lumbar (L1-L5) regions. Thoracic vertebrae are frequently affected
by rib structures and acoustic shadowing, leading to reduced contrast and smaller vertebral
appearance. In contrast, lumbar vertebrae are larger, more visually distinct, and less
influenced by rib artefacts. Figure 2C and Figure 2D illustrate an example vertebra-centric
crop and its corresponding mask for a lumbar level (L1), motivating vertebra-dependent
crop padding strategies for thoracic and lumbar regions.

(A) Raw ROI ‘ (B) Ground Truth Mask

=
L

]
=
o
=
O
o
Q.
P
1]

(e
o
=

uoibay JequinT

(C) Vertebra Crop (L1) (D) Crop Mask (L1)

Figure 2. An example of a spinal ultrasound dataset and annotation strategy.

3.2. Ultrasound Frame Standardisation and Input Preparation

All ultrasound frames were converted to grayscale, normalised to the range [0, 1],
and resized to 640 x 640 pixels to standardise the YOLO input across subjects.

The preprocessing pipeline was designed to fulfil three objectives: (i) suppress non-
target clutter such as rib artefacts, surrounding soft tissue, and machine annotations;
(ii) preserve consistent anatomical framing across cine sweeps; and (iii) enable reproducible
ROI and vertebra-centric crop generation for downstream training and evaluation.

Because ultrasound image formation is highly sensitive to artificial edge creation and
intensity redistribution, no histogram equalisation, contrast enhancement, or frequency-
based filtering was applied in the core pipeline. Similarly, data augmentation techniques
known to introduce unrealistic anatomical artefacts such as MixUp, CutMix, Mosaic, and copy
paste were explicitly disabled during training to avoid confounding vertebral appearance.

All preprocessing steps, including ROI selection and vertebra-centric crop generation,
were executed using deterministic batch-processing scripts with fixed parameters. These
steps were applied identically to all subjects without any per-case manual adjustment.
The pipeline generates a structured manifest that records the input-output mapping for every
processed frame, ensuring full auditability and reproducibility of the preprocessing stage.

https:/ /doi.org/10.3390/s26072101


https://doi.org/10.3390/s26072101

Sensors 2026, 26, 2101

60f 24

3.3. Region of Interest (ROI) Definition and Automatic Crop Generation
3.3.1. Automatic Full-Spine ROI Construction

The superior-most visible vertebra (T1) and inferior-most visible vertebra (L5) were
determined from the vertebral masks. A rectangular ROI was defined for each frame as the
minimum bounding rectangle containing all annotated vertebrae:

ROI; = min BBox(T1;, L5;). (1)

This ROI was then applied to all frames from the same subject, preserving anatomical
alignment throughout the cine sweep. In this way, the full thoracolumbar column (T1-L5)
is consistently present (or purposefully absent), creating a reproducible reference frame
upon which anatomical completeness can be assessed.

This definition ensures a subject-invariant and reproducible ROI that can be applied
consistently across operators and acquisition conditions.

3.3.2. Automatic Vertebra-Centric Crop Generation

For each annotated vertebra V € {T1,...,T12,L1,..., L5}, an individual vertebra-centric
crop was generated by enlarging its bounding box using a proportional padding factor:

Crop(V); = BBox(V); x (1 +«), ()

where a = 0.15 was selected empirically based on anatomical considerations to provide a
conservative balance between retaining sufficient local anatomical detail (e.g., interspinous
distances and rib spacing) and avoiding excessive surrounding noise.

Thoracic vertebrae (T1-T12) employed slightly larger padding along the cranio—caudal
(longitudinal) direction to preserve adjacent rib-related anatomical cues that are critical
for localisation. In contrast, lumbar vertebrae (L1-L5), which are larger and more visually
distinct, used symmetric padding.

All ROIs and vertebra-centric crops were generated automatically using a Fully au-
tomated pipeline, with no manual correction performed. During training, crops were
sampled from ground-truth annotations to enable anatomically aligned crop-based learn-
ing. During inference, vertebra-centric crops were extracted from the bounding boxes
predicted by the YOLO detector. The padding factor a was fixed for all experiments and
was not tuned per subject or per vertebral level.

3.4. Dataset Partitioning and Experimental Protocol

A strict case-based 80/20 subject-level split was enforced to prevent information leak-
age: 160 cases (80%) were used for training, and 40 cases (20%) were reserved for validation.
All derived datasets—full-spine ROls, vertebra-centric crops, and VPM vectors—were
partitioned using the same case-level split. No frame, crop, or ROI from the same subject
appeared in both splits, eliminating patient-level overlap and preventing memorisation of
subject-specific anatomical patterns.

3.5. YOLO Training Under Four Configurations

To isolate the effects of input representation and label granularity on detection per-
formance and anatomical completeness, four YOLO-based configurations were trained
under otherwise identical, controlled conditions. All models used the same ultrasound
dataset, the same subject-level train/validation split, and the same optimisation schedule.
The only experimental factors varied were (i) the spatial input representation (full-spine
ROI vs. vertebra-centric crops), and (ii) the label formulation (17-class vs. 1-class).
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Together, these four configurations enable a direct and controlled comparison of
full-spine versus crop-based detection and multi-class versus single-class training.

3.5.1. YOLO Detection Configurations

We consider the following four detector configurations:

1.  YOLO17-Full: A 17-class detector trained on full-spine ROIs, where all visible ver-
tebral levels (T1-L5) are present in each image, and each vertebra is given a unique
class label.

2. YOLO1-Full: A single-class detector trained on full-spine ROIs, where all vertebrae
are collapsed into a generic “vertebra” class. This eliminates inter-class competition at
the cost of losing vertebra-level identity.

3. YOLO17-Crop: A 17-class detector trained on vertebra-centric crops, where each input
image contains a single vertebra and the corresponding anatomical label (T1-T12,
L1-L5).

4. YOLO1-Crop: A single-class detector trained on vertebra-centric crops, to serve as
an upper bound for the spatial localisation accuracy that can be achieved without
enforcing anatomical semantics.

These four configurations enable a direct, apple-to-apples comparison between full-spine
and crop-based representations, as well as between multi-class and single-class detection.

3.5.2. Training Protocol

All models were trained using the YOLOVS architecture with consistent hyperparame-
ter settings across experimental configurations.

Optimisation was performed using the AdamW algorithm with an initial learning rate
of 4.8 x 10~ and a cosine decay schedule. Training was conducted with a mini-batch size
of 16. Early stopping was implemented if validation performance failed to improve for
30 consecutive epochs.

The standard YOLO loss formulation was retained for all configurations, comprising
Complete IoU (ClIoU) loss for bounding-box regression and binary cross-entropy (BCE)
loss for classification.

During inference, non-maximum suppression (NMS) was applied using a confidence
threshold of 0.25 and an IoU threshold of 0.7.

For VPM construction, detections were considered valid when the predicted bounding
box achieved an IoU > 0.5 with the corresponding ground-truth annotation.

3.5.3. Implementation Details

All experiments were performed on NVIDIA A100 GPUs available through the UTS
International High-Performance Computing (IHPC) cluster. A single, unified Python
pipeline was used to train and evaluate all YOLO configurations, ensuring uniformity in
implementation and processing.

All datasets (both full-spine ROIs and vertebra-centric crops) were generated pro-
grammatically and processed using the same scripts. The software environment, model
architecture, optimisation strategy, and evaluation protocol were kept identical across
experiments to reduce variability arising from implementation differences.

Figure 1 summarises the complete training and evaluation workflow considered for
the YOLO configurations.

3.6. Vertebra Presence Matrix (VPM) Computation

The Vertebra Presence Matrix (VPM) was introduced to unambiguously and explicitly
represent vertebra-level visibility within spinal ultrasound, as well as to allow statistical
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analyses of anatomical completeness across the thoracolumbar spine. The VPM offers a
compact and interpretable representation that encodes which vertebral levels (T1-L5) are
visible or missing in each frame and can be easily combined with standard object-detection
metrics (which do not encode anatomical completeness by design) to provide vertebra-level
visibility labels. Critically, the VPM does not directly affect the YOLO detection process;
instead, it is implemented as a post-detection anatomical reasoning layer for completeness
assessment. The high-level completeness-assessment pipeline is shown in Figure 3, a
representative single-case example is shown in Figure 4.

Ultrasound Raw Frames

]
Spine-Roi Extraction
Remove ribs and soft tissue clutter
Normalise grayscale intensity
Output: ROI frames (T1-T5)

i
YOLO-Based Vertebra Detector
Option A: Yolo17-Full
Option B: Yolo1-Full
Option C: Yolo17-Crop
Option D: Yolo1-Crop

)

Detection Output

¥
Vertebra Presence Matrix (VPM)
17 binary indicators (T1-T5)
1 = vertebra visible
0 = vertebra missing

¥
VPM-Based Completeness Metrics
Per-vertebra accuracy
Per-scan completeness
Missing-vertebra frequency

)

Heatmap and Bar-Plot Analysis
Identify weak vertebra

Analyse T1-TS shadowing
characteristics

Reliable basis for missing-vertebra

Figure 3. VPM-based pipeline for vertebra-level completeness assessment.

Case ID: PWH001318201870015P8

Presence

S
MG d-truth vertebra (C) Vertebra-centric (D) YOLO17-Crop (I) VPM per vertebra
boxes (GT boxes) crop input (I'1 example)  detection (1.1 example) level

(A) Full-spine ROI

Figure 4. Single-case example of the pipeline from full-spine ROI to Vertebra Presence Matrix (VPM).
(A) Full-spine ROL (B) Ground-truth vertebra bounding boxes (red). (C) Vertebra-centric crop input
(L1 example), where yellow boxes indicate cropped regions. (D) Detection result using YOLO17-
Crop. (E) VPM representation indicating vertebra presence (1) or absence (0). Arrows indicate the
processing flow.
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Raw ultrasound frames are initially pre-processed through the spine ROI extraction
stage, which suppresses rib artefacts and soft-tissue clutter and normalises grayscale intensity.

Vertebra detection is then performed using one of the four YOLO configurations
described in Section 3.5.1. The resulting bounding-box detections are converted into a
binary vertebra-level visibility representation.

The Vertebra Presence Matrix (VPM) encodes vertebra-level visibility for each frame
as a binary 17-element vector corresponding to the anatomical vertebral levels (T1-T12,
L1-L5):

i = WinYiz - ving) € {0,137, ©)

where y; , = 1 indicates that vertebral level v is visible in frame i according to the ground
truth annotation, and y; , = 0 otherwise.

3.6.1. Predicted VPM

YOLO predictions are converted into binary visibility indicators #; , using a fixed
detection-confidence threshold 7:

R 1, if 3k such that SZU;) > T,
Yip = . ’ 4)
0, otherwise,

(k )

vin frame i

where s; ;' denotes the confidence score of the k-th detection associated with vertebral level
This formulation converts raw YOLO detections into a vertebra-level visibility vector,
enabling direct comparison with the corresponding ground-truth VPM representation.

3.6.2. VPM-Based Completeness Metrics

Based on the binary VPM representations, anatomical completeness is quantified using
VPM-based accuracy metrics. The overall VPM accuracy is defined as

1
Accypm = NV Z Z 1ylv =1 v] ®)

i=1v=1

where N denotes the number of frames, V = 17 corresponds to vertebral levels T1-T12 and
L1-L5, y; , is the ground-truth visibility indicator, and #; , is the predicted visibility.
To analyse level-specific behaviour, per-vertebra completeness is computed as

ACCVPM = X7 Z yz v yz v (6)

This per-level analysis indicates that there are stable blind zones (i.e., vertebral levels
that are consistently missed across subjects), such as T7 or L2-L5, where the human body is
complete but the YOLO model does not detect it, quantitatively highlighting anatomical
incompleteness that is not reflected in standard object-detection metrics.

3.7. How the VPM Enables Reliable YOLO Analysis

YOLO-based detectors generate a collection of bounding-box predictions that encode
no explicit information about anatomical completeness or the plausibility of vertebral
ordering. To address this limitation, the Vertebra Presence Matrix (VPM) provides a
dedicated vertebra-level reasoning layer that enables principled and reliable analysis of
YOLO predictions. In particular, the VPM supports the following functions:
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1.  Anatomical visibility mapping. The VPM translates raw YOLO bounding-box detec-
tions into a 17-dimensional semantic visibility signature corresponding to vertebral
levels T1-L5. This abstract representation enables consistent comparison of relative
vertebral visibility within and across frames and subjects.

2. Detection of missing vertebrae and implausible label sequences. Bounding-box pre-
dictions alone do not allow detection of missing vertebrae, false positives, or im-
plausible anatomical orderings (e.g., T3-T6—T4) arising from skip connections or
segmentation errors. Vertebral levels T1-T3 and L2-L5, in particular, are frequently
missed in clinical ultrasound due to rib cage occlusion and strong acoustic shadowing.
The VPM explicitly addresses these failure modes by providing a principled mech-
anism for identifying missing vertebrae, false detections, and discontinuities with
invalid anatomical ordering.

3. Foundation for downstream clinical analysis. The VPM provides a vertebra-level visi-
bility representation that supports downstream scoliosis-related tasks, including apex
detection, end-vertebra selection, curvature estimation, and real-time completeness
monitoring during clinical scoliosis management workflows.

3.8. Statistical Analysis

To evaluate whether vertebral blind zones differ significantly between detector config-
urations, we performed paired statistical comparisons of per-level detection completeness
between full-spine ROI and vertebra-centric crop-based models.

For each vertebral level (v € {T1,...,T12,L1,...,L5}), completeness was evaluated
across frames using the VPM representation, and paired Wilcoxon signed-rank tests were
applied to compare completeness scores between configurations.

To control the family-wise error rate across the 17 vertebral-level tests, Bonferroni
correction was applied using a significance threshold of & = 0.05/17. Vertebral levels with
adjusted p-values below this threshold were considered statistically significant blind zones.

In addition to statistical significance, we report the Wilcoxon effect size to quantify the

= ——

N

where Z is the normalised Wilcoxon test statistic and N denotes the number of paired

(7)

frame samples.
All statistical analyses were therefore conducted at the vertebral level using paired
frame-wise comparisons between detector configurations.

4. Results

Results are presented in the following four sections: (i) detection accuracy on all four
YOLO configurations; (ii) vertebra-level anatomical completeness, quantified using the
proposed Vertebra Presence Matrix (VPM); (iii) sensitivity analysis with respect to vertebra-
centric crop scaling; and (iv) the impact of VPM-based anatomical reasoning on correcting
implausible vertebral label sequences. Statistical testing was performed to formally assess
the presence of consistent vertebral blind zones, as described in Section 3.8.

4.1. Detection Performance Across Four YOLO Configurations

Detection performance varied substantially across the four YOLO configurations,
depending on both the spatial input representation (full-spine ROI versus vertebra-centric
crops) and the label formulation (17-class versus single-class). Table 1 summarises quantita-
tive localisation metrics and Figure 5 shows qualitative detection examples.
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Table 1. Comparison across four YOLO configurations.

. Number of Validation Validation Instances Precision Recall
Scenario Dataset Classes Images () (GT Boxes) (Box) (Box) mAP@0.50 mAP@0.50-0.95 Note

Multi-class full-spine detection is unstable
under anatomical clutter; weak backbone for

YOLO17-Full class Cleaned ROI 17 472 472 0.174 0.567 0.254 0.176 downstream UCA estimation without
additional reasoning.
Detects vertebra presence more reliably than
YOLO1-Full class Cleaned ROI 1 472 110 0.374 0.618 0.453 0.360 YOLO17-Full, but still below crop-based

configurations.

Stable vertebra-level identification enabled
YOLO17-Crop class ~ Vertebra crops 17 729 729 0.886 0.868  0.929 0.929 by one-to-one crop design; supports VPM
completeness analysis.

Near upper-bound localisation without class
YOLO1-Crop class ~ Vertebra crops 1 729 729 1.000 1.000  0.995 0.995 ambiguity; used as a reference for VPM
construction.
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Figure 5. Qualitative comparison of vertebra detection results across the four YOLO configurations.

4.1.1. Full-Spine ROI Detectors
YOLO17-Full (17-Class, Full-Spine ROI)

This configuration exhibited limited localisation accuracy and unstable multi-class
detection behaviour. As reported in Table 1, YOLO17-Full achieved an mAPs5 of 0.254
and mAPsq g5 of 0.176, with precision 0.174 and recall 0.567. Although recall is moderate,
the low precision indicates frequent false positives, particularly within rib-shadowed
thoracic regions.

Error analysis further showed high false-negative (FN) rates in anatomically chal-
lenging regions, including T1-T3 (66-72% EN), T7 (~45% FN), and L2-L5 (48-63% FN).
Bounding-box localisation was also low (IoU = 0.21 £ 0.09), suggesting increased inter-
class competition among closely spaced vertebral structures within the full-spine field
of view.

From an anatomical perspective, full-spine ROI inputs contain multiple overlapping
vertebrae, rib-shadow artefacts, and heterogeneous soft-tissue backgrounds. This leads to
increased visual ambiguity in upper thoracic regions (T1-T3), the mid-thoracic level (T7),
and lower lumbar levels (L2-L5), limiting accurate vertebra-level detections. The coexis-
tence of multiple vertebrae within the same field of view introduces scale variability and
inter-class competition, which reduces localisation stability during multi-class training.
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YOLO1-Full (1-Class, Full-Spine ROI)

Collapsing the multi-class label space into a single generic vertebra class reduced
inter-class competition and resulted in improved localisation performance (mAPsy = 0.453,
mAP50_g5 = 0.360, precision 0.374, recall 0.618; Table 1). However, this gain was achieved
at the expense of anatomical interpretability, as vertebra-level identity was no longer pre-
served (see Figure 3). Consequently, detections from YOLO1-Full indicate only the presence
of spinal structures along the longitudinal axis (T1-L5), without enabling assessment of
vertebral completeness or level-specific visibility.

Opverall, these findings indicate that full-spine ROI detectors, particularly under multi-
class settings, lack the robustness required for vertebra-level analysis due to high miss
rates, localisation instability, and limited anatomical interpretability.

4.1.2. Vertebra-Centric Crop Detectors

To address the visibility limitations observed in the full-spine configuration, vertebra-
centric cropping was introduced to normalise the spatial context of each vertebra prior to
detection. In this approach, each vertebra is evaluated within a localised crop region centred
around the annotated vertebral location. This strategy reduces the influence of rib-shadow
artefacts, background clutter, and variable field-of-view conditions commonly present in
spinal ultrasound images. As a result, vertebra-centric crops provide a more controlled
spatial window for detection and allow the model to focus on vertebra-specific features.
The following results present the quantitative performance obtained using vertebra-centric
crop detectors.

YOLO17-Crop (17-Class, Vertebra-Centric Crops)

Vertebra-centric cropping substantially improved detection stability and localisa-
tion accuracy. In this configuration, YOLO17-Crop achieved mAP@0.50 of 0.929 and
mAP@0.50-0.95 of 0.929, with precision (0.886) and recall (0.868). The nearly identical
mAP values suggest stable bounding-box alignment across IoU thresholds under the
vertebra-centric crop design. False negatives remained below 12% across vertebral levels,
and bounding-box localisation improved (IoU = 0.41 £ 0.07).

These results indicate that evaluating individual vertebrae within a normalised spa-
tial window mitigates rib-shadow artefacts and heterogeneous background interference,
enabling consistent vertebra-level detection in the multi-class setting.

YOLO1-Crop (1-Class, Vertebra-Centric Crops)

YOLO1-Crop approached the practical upper bound of localisation performance,
achieving extremely high detection accuracy (P = 1.00, R = 1.00, mAP@0.50 = 0.995,
and mAP@0.50-0.95 = 0.995). Although vertebra-level identity is not preserved in this
configuration due to the single-class formulation, the results provide an empirical upper
bound for crop-based localisation stability.

Consequently, YOLO1-Crop serves as a reference model for analysing missing-feature
behaviour and validating the construction of the Vertebra Presence Matrix (VPM) indepen-
dently of classification ambiguity.

4.1.3. Key Observations from Table 1

Three consistent trends are observed across the four YOLO configurations (Table 1).

First, input representation strongly influences detection performance. Vertebra-centric
crops consistently outperform full-spine ROIs across all localisation metrics, demonstrating
that isolating individual vertebrae effectively reduces anatomical clutter and improves
detection stability.
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Second, label granularity has a pronounced impact on full-spine detection. Collapsing
17 vertebral classes into a single generic class improves localisation performance by reduc-
ing inter-class competition; however, this comes at the cost of losing vertebra-level identity,
which is essential for downstream anatomical reasoning and completeness assessment.

Third, crop-based inputs enable vertebra-level analysis. Because each crop corresponds
to a single vertebra, per-level detection performance becomes measurable and directly
supports structured completeness reasoning. This capability is not captured by standard
object-detection metrics alone and motivates the introduction of the Vertebra Presence
Matrix (VPM) as a complementary anatomical completeness assessment framework.

In full-spine ROI settings, multiple vertebrae may appear within a single image,
resulting in ambiguous label assignments and reduced valid detection instances. In con-
trast, vertebra-centric crops maintain a one-to-one correspondence between images and
annotated vertebrae, yielding stable instance counts and reliable per-level evaluation.

In addition to these metrics, localisation accuracy at high IoU thresholds correlates
directly with clinical applicability. Tight bounding-boxes imply less ambiguity in vertebral
localisation and therefore greater confidence in spinal midline approximation required
for Cobb/UCA angle determination. Thus strong performance by crop-based models on
mAP@0.50-0.95 suggests alignment consistency.

4.2. Vertebra-Level Completeness Patterns (YOLO17-Crop)

Vertebra-centric predictions from YOLO17-Crop are summarised using the Verte-
bra Presence Matrix (VPM), a post-detection anatomical reasoning layer, enabling T1-L5
vertebra-level completeness analysis (Table 2, Figure 5).

Table 2. VPM-based completeness metrics for the four YOLO configurations.

Model Overall Completeness Accuracy Per-Scan Completeness Rate Mean Missing-Vertebra Frequency
YOLO17-Full 0.41 0.09 0.58
YOLO1-Full 0.63 0.21 0.37
YOLO17-Crop 0.91 0.74 0.09
YOLO1-Crop 0.98 0.94 0.01

Table 2 presents the VPM-based completeness metrics for the four YOLO configu-
rations, including overall vertebra-level accuracy, per-scan completeness rate, and mean
missing-vertebra frequency. Crop-based configurations clearly outperform full-spine ROI
detectors in anatomical completeness, reflecting inconsistent vertebral coverage. YOLO17-
Crop achieves a mean overall completeness of 0.91 with 0.74 per-scan, indicating consistent
vertebra-level coverage while preserving anatomical identity. YOLO1-Crop approaches
a practical upper bound (0.98 mean overall 0.94 mean per-scan), highlighting the advan-
tage of vertebra-centric spatial normalisation when label ambiguity is removed. These
findings indicate that optimising for mAP alone is insufficient to ensure anatomically com-
plete spinal representation. VPM-based completeness metrics therefore provide clinically
relevant additional information for ultrasound scoliosis assessment.

The qualitative comparison of vertebra detection results across four YOLO configura-
tions (YOLO17-Full, YOLO1-Full, YOLO17-Crop, and YOLO1-Crop). Crop-based detectors
exhibit more consistent localisation and clearer vertebral boundaries, while full-spine de-
tectors frequently miss vertebrae and produce unstable bounding boxes due to anatomical
clutter and rib shadowing.

To validate the effect of label granularity on crop-based vertebra detection, Figure 6
illustrates the predicted bounding boxes produced by YOLO17-Crop and YOLO1-Crop for
the same vertebral level (L5) in a representative case. Because both models were evaluated
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onidentical input crops, the single-class model consistently produces higher confidence and
more stable localisation, supporting its use as a reliable foundation for VPM construction.

YOLO17-Crop YOLO1-Crop

(5 conf=0.75 (5 conf=0.59
{ 0"

' j

YOLO17-Full

Figure 6. Effect of label granularity on crop-based vertebra detection at level L5.

Comparison between YOLO17-Crop and YOLO1-Crop on case PWH001218730015P8
at vertebral level L5. The single-class crop detector yields higher confidence (0.99) and
more stable localisation than the 17-class crop detector (0.75), illustrating its suitability as a
reference upper bound for VPM construction and missing-vertebra analysis.

T7 exhibited the lowest VPM accuracy (0.729), followed by L2 (0.776) and L5 (0.773),
whereas upper thoracic (T1, T8) and junctional vertebrae (T12, L3) achieved consistently
higher accuracies (>0.88) (Table 3).

Table 3. Per-vertebra VPM accuracy for YOLO17-Crop on the validation set (n = 729 images).

Vertebra N Vertebra-Image Pairs Correct VPM Matches VPM Accuracy
T1 27 25 0.926
T2 40 35 0.875
T3 43 36 0.837
T4 28 22 0.786
T5 45 35 0.778
T6 25 22 0.880
T7 48 35 0.729
T8 23 22 0.913
T9 41 37 0.902
T10 24 18 0.750
T11 42 36 0.857
T12 30 27 0.900
L1 66 55 0.833
L2 58 45 0.776
L3 62 55 0.887
L4 61 52 0.853
L5 66 51 0.773
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4.2.1. Significant Supported Weak Zone at T7

Our statistical assessment identified T7 as the most consistently low-performing
vertebral level. Accuracy at T7 was 0.729 (95% CI, 0.595-0.834), whereas the pooled
accuracy across all other levels was 0.841. The reduction at T7 was statistically significant
based on a two-proportion z-test (p = 0.043).

These findings indicate a reproducible mid-thoracic visibility limitation at T7, likely
attributable to rib shadowing and a reduced acoustic window.

4.2.2. Lower (Non-Significant) Completeness Around the Thoraco-Lumbar Transition

We also noted a loss of completeness at the thoracolumbar junction, most pronounced
at L2 and L5. In particular, these levels achieved accuracies of 0.776 (CI [0.662, 0.859]) and
0.773 (CI [0.666, 0.854]), respectively. No statistically significant difference was observed
between the two conditions (p ~ 0.11-0.13). It is conceivable that a greater imaging depth
as well as disruption by abdominal or pelvic anatomy in the lower lumbar region could
deteriorate vertebral contrast, even when vertebra-centric cropping is applied.

4.2.3. High-Completeness Levels and Anatomical Interpretation

On the other hand, vertebral levels more frequently imaged in larger and more stable
acoustic windows (i.e., T1 [0.926], T8 [0.913], T12 [0.900], and L3 [0.887]) had a higher
completeness. Overall, these findings align with the VPM-based heatmap (Figure 7),
confirming a statistically significant weak zone at T7 and a reproducible (though non-
significant) drop across lower lumbar levels (L2-L5).

(A) YOLO17-Full VPM (B) YOLO1-Full VPM

VPM value

(C) YOLO17-Crop VPM (D) YOLO1-Crop VPM

VPM value

Figure 7. VPM-based completeness heatmaps for four YOLO configurations. (A) YOLO17-Full,
(B) YOLO1-Full, (C) YOLO17-Crop, and (D) YOLO1-Crop.

In summary, we show that the per-vertebra analysis suggests that crop-based detection
can consistently monitor anatomical completeness over most vertebral levels, and also
provides information about locations with specific visibility problems (Figure 8). This moti-
vates the following robustness analysis (Section 4.3), which evaluates crop scale sensitivity
and detection stability under small perturbations.
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Per-vertebra accuracy: crops vs full-spine (VPM)
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Figure 8. Per-vertebra detection accuracy using VPM-based evaluation.

4.3. Robustness Analysis: Effect of Crop Scaling and Detection Stability

To assess the robustness of vertebra-centric detection, we analysed the sensitivity
of confidence and completeness to controlled variations in crop scale. This experiment
evaluates whether the gains of crop-based detection persist under reasonable changes in
anatomical context, rather than depending on a single cropping configuration.

4.3.1. Experimental Setup

Using the same strict no-leak validation set, vertebra-centric crops were generated
with scale factors relative to the original bounding box, s € {1.00,1.25,1.50,2.00}. Image
resolution (640 x 640), preprocessing, and model weights were held constant. For the
crop-scaling analysis, inference was repeated at each scale to isolate the effect of spatial
context introduced by crop scaling. Detection confidence was computed for each scale
setting (Figure 9).
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Figure 9. Effect of crop scaling on YOLO detection confidence.
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4.3.2. Results and Interpretation

Figure 9 shows that YOLO17-Crop confidence is sensitive to crop scaling, peaking
at moderate padding (s = 1.25). Tighter crops (s = 1.00) reduce confidence, suggesting
insufficient anatomical context for robust multi-class discrimination, whereas larger crops
(s = 1.50-2.00) plateau or slightly decrease, consistent with added clutter from surrounding
tissue. In contrast, YOLO1-Crop remains consistently high across all scales, suggesting that
the observed sensitivity in the 17-class configuration is primarily linked to label granularity
rather than localisation instability. These findings motivate a post-detection anatomical
consistency step, evaluated in the next section through the proposed VPM correction.

4.4. Effect of VPM Correction on Classification Errors

Despite the localisation performance and confidence reported in Section 4.3, we ob-
served that YOLO17-Crop’s raw class predictions were unstable at the vertebra level.
In particular, thoracic vertebrae were often misclassified systematically across all crop
scales, even for high-confidence predictions (>0.9). These errors were not confined to noisy
detections and did not indicate a failure in localisation. Instead, they reflect an inherent
limitation of vertebra classification based solely on single-vertebra crops.

In representative examples (Table 4), vertebra T8 was predicted as T1 with a confidence
of 0.99, and T9 was also predicted as T1 with a confidence of 0.95. Similar patterns of high-
confidence class collapse were observed at the thoracolumbar boundary (L1-T12) and
between structurally similar thoracic levels (T2-T7).

Root-cause analysis of these systematic errors suggests that they arise from fundamen-
tal limitations of single-vertebra crop classification:

1.  Strong inter-level appearance similarity: Adjacent thoracic vertebrae exhibit highly
similar ultrasound morphology, making local appearance insufficiently discriminative.

2. Weak level-specific texture cues: Ultrasound lacks stable, level-specific visual features
that uniquely identify neighbouring vertebrae.

3. Loss of global anatomical context: Vertebra-centric cropping discards positional
information along the cranio—caudal axis, preventing reliable inference of relative
vertebral ordering from local appearance alone.

The proposed VPM addresses these limitations by imposing anatomical sequence
constraints on the predicted vertebral order. Rather than retraining or modifying the detec-
tor, VPM operates as a post-detection reasoning layer applied to the predicted vertebral
sequence to ensure anatomically valid spine-level structure. Specifically, it enforces:

1.  Monotonic vertebral ordering (T1 — T12 — L1 — L5);

2. Inference of missing vertebrae through positional and continuity reasoning; and

3. Suppression of spurious or inconsistent outlier predictions using anatomical con-
straints to eliminate large, implausible level jumps.

After VPM correction, all predicted vertebral sequences were anatomically consis-
tent. When a single vertebra was misclassified with high confidence, the VPM resolved
the misclassification without retraining the detector, demonstrating that VPM acts as a
complementary global reasoning mechanism rather than a local refinement step.

Overall, these results demonstrate that VPM contributes substantially to ensuring
vertebra-level anatomical completeness. While vertebra-centric cropping is a powerful en-
abler for localisation, global anatomical constraints are necessary to disambiguate vertebral
levels and to produce complete, reliable, and clinically meaningful vertebral sequences
for scoliosis assessment. Importantly, the VPM does not introduce new detections, but in-
stead constrains existing predictions, preserving detector transparency while improving
anatomical validity.
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Table 4. Representative examples of high-confidence vertebra misclassification corrected by VPM.

Case ID

True Vertebra YOLO17-Crop Prediction Confidence Final VPM Label

PWHO0013820180730015P8
PWHO0013820180730015P8
PWHO0013820180730015P8
PWHO0013820180730015P8
PWHO0013820180730015P8

T8 T1 0.99 T8
T9 T1 0.95 T9
L1 T12 0.88 L1
T2 T7 0.81 T2
T3 T1 091 T3

4.5. Inference Speed

Runtime logs from iHPC GPU servers were used to evaluate real-time feasibility in
clinical ultrasound workflows. YOLO17 detector averaged around 8 ms/frame, including
preprocessing, inference, and postprocessing time. Vertebra-centric cropping and VPM gen-
eration added negligible compute time (<2 ms/frame). The complete multi-stage pipeline
operates at approximately 10 ms/frame ( 100 FPS), demonstrating real-time capability for
online clinical ultrasound screening and monitoring.

4.6. Implications for Completeness Monitoring and Downstream UCA Estimation

The proposed VPM-based framework has several direct implications for real-time
clinical deployment of ultrasound-based scoliosis assessment.

Real-Time Completeness Feedback During Acquisition

Because the VPM is computed along the acquisition sweep (T1-L5), vertebral presence
can be explicitly tracked in real time, allowing missing or ambiguously detected levels to
be flagged during scanning. This enables operators to adjust probe orientation, pressure,
or sweep trajectory to recover missing vertebrae, rather than discovering incomplete
coverage after acquisition. This real-time feedback may help to avoid repeated scans and
improve inter-operator consistency, which remains a key limitation of current sonographer-
assisted systems.

Identification of Reproducible Anatomical Blind Zones

Per-vertebra completeness analysis revealed statistically significant and reproducible
blind spots, most notably at T7, as well as non-significant but consistent decreases at the
thoracolumbar transition (L2-L5). These findings demonstrate that ultrasound visualisation
is not homogeneous across the spine. Importantly, this information can be incorporated into
acquisition protocols by suggesting alternative probe angles or sweep strategies in regions
where rib shadowing and acoustic occlusion are more likely. In this sense, blind-spot
detection shifts from post-hoc analysis to an on-the-fly acquisition guide.

Improved Apex and End-Vertebra Identification for UCA Estimation

Accurate estimation of the Ultrasound Cobb Angle (UCA) critically depends on the
correct identification of apex and end vertebrae. Errors arising from dropped, duplicated,
or transposed vertebral detections propagate directly into erroneous angle estimates. Unlike
direct angle-regression approaches, the proposed VPM enforces global anatomical consis-
tency by producing an ordered, anatomically coherent vertebral sequence prior to curve
estimation. This sequence-level constraint implicitly regularises apex and end-vertebra
selection by conditioning the input on a valid spine order.

Enabling Ultrasound as a Radiation-Free Alternative for Scoliosis Monitoring

Beyond detection accuracy alone, the proposed framework enhances the clinical
trustworthiness of ultrasound imaging as a repeatable, low-risk alternative for paediatric
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scoliosis follow-up and long-term monitoring. By combining robust vertebra-centric locali-
sation with global anatomical reasoning, the VPM framework addresses two major sources
of unreliability in ultrasound imaging: local misclassification and global ordering ambiguity.
Both are critical for enabling reliable longitudinal assessment without ionising radiation.

The robustness analysis of crop scaling in Section 4.3 further confirms that anatomical
reasoning beyond local appearance cues is required for stable vertebra-level interpretation
(Figure 9).

Figure 9 illustrates the trend reported in Table 4: YOLO17-Crop achieves its highest
mean detection confidence at an intermediate crop scaling factor (s = 1.25), whereas
YOLO1-Crop remains stable across all tested scales.

We carried out another sensitivity analysis over crop scaling factors f = {1.00,1.25,
1.50,2.00} for additional validation of our vertebra-centric crop choice. All optimisation
parameters were kept static and only the scaling of the crop was manipulated at inference
time, in order to isolate the effects of context-scaling. The plot demonstrates a clear non-
monotonic behaviour, where the sweet-spot of detection confidence /localisation robustness
was found at f = 1.25. Smaller crops led to loss of contextual information, while larger
crops re-introduced background clutter and rib-shadow artefacts. This provides empirical
justification for choosing « = 0.15, as a compromise between context and noise. Crucially,
increasing crop size did not wash-out the previously described systematic mid-thoracic
misclassification artefact.

Importantly, increasing the crop size did not reduce the previously identified system-
atic mid-thoracic misclassification patterns. This indicates that the failure mode arises
from structural ambiguity rather than insufficient local context. Consequently, enlarging
the receptive field through larger crop sizes is unlikely to mitigate these errors. Instead,
this finding further motivates the need for global anatomical reasoning via the proposed
Vertebra Presence Matrix (VPM). These observations naturally lead into the broader discus-
sion regarding the limitations of local vertebra-centric detection and the need for global
anatomical reasoning, as discussed below.

5. Discussion
5.1. Interpretation of Detection Behaviour

Building upon the sensitivity analysis presented in Section 4.3, detection quality across
the four configurations is primarily determined by the input representation. Full-spine
ROIs contain multiple overlapping vertebrae, rib shadows and heterogeneous soft tissue,
which increases false negatives and fragmented proposals and yields markedly lower mAP
than vertebra-centric crops (Table 1). By contrast, crop-based detection isolates a single
vertebra at a consistent spatial scale, reducing background competition and improving
localisation reliability.

However, high localisation performance does not guarantee correct vertebra-level
identity in the 17-class crop setting. Adjacent thoracic levels exhibit highly similar ul-
trasound texture patterns, and cropping removes global cranio—caudal context, making
level identification inherently ambiguous from local appearance alone. This explains the
observed high-confidence mislabelling events prior to sequence correction (Table 4).

5.2. Blind-Zone Significance and Imaging Limitations

VPM heatmaps (Figure 7) reveal reproducible anatomical “blind zones”, with the most
prominent loss around T7 and smaller losses near the thoraco-lumbar transition (L2-L5).

To further characterise this observation, we analysed the VPM validation outputs.
In the YOLO17-Crop configuration, T7 failed in 21 out of 28 visible cases. Similar patterns
were observed in the lower lumbar region (L2: 27/28; L3: 21/26; L4: 19/27; L5: 26/30).
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These results suggest that detection sensitivity is consistently reduced in these anatomically
challenging regions.

These trends persist even under higher crop scales (Section 4.3), implying that they
reflect imaging-related constraints (i.e., rib-shadow occlusion, narrower acoustic windows,
and depth-related attenuation) rather than detector instability alone.

In addition to minimising anatomical clutter, vertebra-centred cropping reduces the
effective receptive field of the detector head and standardises object scale across samples.
This decreases variation in contextual background cues and enables the network to learn
robust local morphological patterns specific to vertebrae. Ultrasound images commonly
include rib shadowing and acoustic artefacts that produce noisy patterns. Truncating the
spatial extent of the ROI further minimises false activations caused by these confound-
ing structures.

Importantly, the VPM in our framework is intentionally formulated as an auxiliary
post-object-detection anatomical reasoning layer rather than a modification of the detector
architecture itself. This design preserves modularity, interpretability, and compatibility
with standard object-detection pipelines, while enabling explicit reasoning about vertebra-
level completeness. Enforcing attention priors or temporal consistency directly within
detection may further reduce blind-zone effects, but such architectural modifications fall
outside the scope of the present study. Here, we intentionally maintain a model-agnostic
completeness formulation.

5.3. Clinical Implications for Real-Time Ultrasound Use

The proposed VPM framework enables vertebra-level completeness feedback during
acquisition: as the probe traverses the spine, detected levels (T1-L5) can be updated
in real time, allowing the operator to adjust probe orientation, pressure, or intercostal
angle to recover missed regions. Automatic identification of consistently missing levels
can further guide targeted re-scanning in challenging zones (e.g., around T7), improving
reproducibility and reducing the risk of propagating missing anatomy into downstream
curvature estimation (UCA).

5.4. Relation to Prior Work

Most prior ultrasound scoliosis pipelines report detection or segmentation accuracy
but do not explicitly quantify anatomical completeness along the full vertebral chain.
Our results show that standard detection metrics can overstate clinical reliability when
systematic missing-level failures occur. By introducing VPM-based completeness measures
and linking them to reproducible blind zones, we provide an evaluation layer that is directly
relevant to vertebra ordering, apex/end-vertebra selection, and downstream UCA stability.

6. Conclusions
6.1. Summary of Findings

This study introduces a vertebra-level anatomical completeness formulation for
ultrasound-based scoliosis assessment by combining vertebra-centric YOLO detection with
global sequence reasoning via the Vertebra Presence Matrix (VPM). Crop-based detection
improves localisation robustness compared with full-spine ROIs. However, vertebra-level
identity cannot be reliably inferred from local appearance alone in the 17-class setting due
to repetitive anatomical patterns. These limitations are addressed by constraining predic-
tions to an anatomically plausible vertebral sequence and explicitly encoding presence or
absence at each level. As a result, VPM suppresses recurrent high-confidence mislabelling
and enables systematic analysis of anatomy-driven visibility limitations. Collectively, these
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properties support robust completeness monitoring and improved stability in downstream
spinal curvature estimation (UCA).

Quantitatively, the proposed VPM-based framework achieved a mean vertebra-level
completeness score of 0.91 using vertebra-centric 17-class detection, with a scan-level com-
pleteness score of 0.74 across T1-L5. A statistically significant and anatomically meaningful
blind spot was identified at T7 in the per-vertebra analysis (accuracy = 0.729, p = 0.043),
highlighting visibility challenges that are not captured by conventional detection metrics
such as mAP.

6.2. Future Work

Future work will focus on (i) learnable acquisition guidance that recommends probe
adjustments given VPM feedback, (ii) temporal consistency modelling across cine frames
to improve robustness under motion, and (iii) integration of VPM-driven completeness
priors with generative reconstruction to recover persistently missing vertebrae and further
stabilise downstream measurements. In our approach, the VPM is deliberately constructed
explicitly as a post-object-detection anatomical reasoning step to maintain simplicity, inter-
pretability, and broad applicability to existing object-detection pipelines. A future direction
for this work would be to enable learnable formulations of anatomical completeness. Visibil-
ity and ordering constraints could be applied directly during model training, encouraging
completeness via differentiable completeness objectives or sequence-level regularisation.
While such an approach falls outside the scope of this work, which seeks to provide an
explicit and model agnostic step for completeness analysis, we view learnable notions of
anatomical constraints as a promising direction for enforcing anatomical correctness and
improving robustness in ultrasound-based scoliosis assessment.

Author Contributions: Conceptualization, S.D. and S.H.L.; Methodology, S.D.; Software, S.D.; Formal
analysis, S.D.; Investigation, S.D.; Resources, Y.Z.; Writing—original draft preparation, S.D.; Writing—
review and editing, S.D., C.Z. and S.H.L.; Visualization, S.D.; Supervision, S.H.L. All authors have
read and agreed to the published version of the manuscript.

Funding: This research received no external funding.

Institutional Review Board Statement: Ethical review and approval were waived for this study due
to the use of fully anonymized retrospective ultrasound data.

Informed Consent Statement: Not applicable.

Data Availability Statement: The data presented in this study are not publicly available due to
ethical and privacy restrictions.

Conflicts of Interest: The authors declare no conflicts of interest.
Abbreviations

UCA  Ultrasound Curve Angle
VPM  Vertebra Presence Matrix

1. Jin, C; Wang, S.; Yang, G.; Li, E; Liang, Z. A Review of the Methods on Cobb Angle Measurements for Spinal Curvature. Sensors

2022, 22, 3258. [CrossRef]

2. Negrini, S.; Donzelli, S.; Aulisa, A.G.; Czaprowski, D.; Schreiber, S.; de Mauroy, ].C.; Diers, H.; Grivas, T.B.; Knott, P.; Kotwicki, T.;
et al. 2016 SOSORT guidelines: Orthopaedic and rehabilitation treatment of idiopathic scoliosis during growth. Scoliosis Spinal
Disord. 2018, 13, 3. [CrossRef]

3. Langensiepen, S.; Semler, O.; Sobottke, R.; Fricke, O.; Franklin, J.; Schonau, E.; Eysel, P. Measuring procedures to determine the
Cobb angle in idiopathic scoliosis: A systematic review. Eur. Spine J. 2013, 22, 2360-2371. [CrossRef] [PubMed]

https://doi.org/10.3390/526072101


http://doi.org/10.3390/s22093258
http://dx.doi.org/10.1186/s13013-017-0145-8
http://dx.doi.org/10.1007/s00586-013-2693-9
http://www.ncbi.nlm.nih.gov/pubmed/23443679
https://doi.org/10.3390/s26072101

Sensors 2026, 26,2101 23 of 24

10.

11.

12.

13.

14.

15.

16.

17.

18.

19.

20.

21.

22.

23.

24.

25.

26.

Zheng, Y.P.; Lee, T.T.Y,; Lai, KK.L.; Zhou, G.Q.; Jiang, W.W.; Cheung, C.W.; Wong, M.S.; Lam, T.P. A reliability and validity study
for Scolioscan: A radiation-free scoliosis assessment system using 3D ultrasound imaging. Scoliosis Spinal Disord. 2016, 11, 13.
[CrossRef] [PubMed]

Lai, KK.L; Lee, T.T.Y.; Lee, M.K.S.; Hui, ].C.H.; Zheng, Y.P. Validation of Scolioscan Air-Portable Radiation-Free Three-
Dimensional Ultrasound Imaging Assessment System for Scoliosis. Sensors 2021, 21, 2858. [CrossRef] [PubMed]

Kwan, C.K;; Young, ].H.; Lai, ].C.H,; Lai, KK.L.; Yang, K.G.P.; Hung, A.L.H.; Chu, WC.W.; Lau, A.Y.C.; Lee, T.Y.; Cheng, ].C.Y,;
et al. Three-dimensional (3D) ultrasound imaging for quantitative assessment of frontal Cobb angles in patients with idiopathic
scoliosis: A systematic review and meta-analysis. BMC Musculoskelet. Disord. 2025, 26, 222. [CrossRef]

Banerjee, S.; Huang, Z.; Lyu, J.; Zheng, Y.; McAviney, J.; Ling, S.H. Automatic Assessment of Ultrasound Curvature Angle for
Scoliosis Detection Using 3-D Ultrasound Volume Projection Imaging. Ultrasound Med. Biol. 2024, 50, 647-660. [CrossRef]
Cheung, CWJ.; Zhou, G.Q.; Law, S.Y.; Mak, T.M,; Lai, K.L.; Zheng, Y.P. Ultrasound Volume Projection Imaging for Assessment of
Scoliosis. IEEE Trans. Med. Imaging 2015, 34, 1760-1768. [CrossRef]

Li, H; Qian, C,; Yan, W.; Fu, D.; Zheng, Y.; Zhang, Z.; Meng, ].; Wang, D. Use of Artificial Intelligence in Cobb Angle Measurement
for Scoliosis: Retrospective Reliability and Accuracy Study of a Mobile App. J. Med. Internet Res. 2024, 26, e50631. [CrossRef]
Chang, K.V; Kara, M.; Chiang, D.C.].; Glircay, E.; Kaymak, B.; Wu, W.T.; Ozgakar, L. Sonoanatomy of the spine: A comprehensive
scanning protocol from cervical to sacral region. Med. Ultrason. 2019, 21, 474-482. [CrossRef]

Bertsch, M.; Mulatero, L.; Salehpour, S.; Kaiser, M.; Koch, V.M.; Laux, C.J.; Taylor, W.R.; Cukovic, S. Exploring Radiation-Free
Scoliosis Monitoring: Systematic Review and Meta-Analysis of Non-Ionizing Methods. BMC Musculoskelet. Disord. 2025, 26, 899.
[CrossRef]

Du, H; Liu, C.; Zhao, X;; Liang, J.; Wu, Y.; Wang, K.; Chen, X.; Dong, J.; Li, Q.; Han, X,; et al. Validity and Reliability of 3D
Automatic Ultrasound Imaging for Measuring Coronal and Sagittal Angles in Idiopathic Scoliosis. Sci. Rep. 2025, 15, 33558.
[CrossRef] [PubMed]

Jiang, W.; Mei, E; Xie, Q. Novel automated spinal ultrasound segmentation approach for scoliosis visualization. Front. Physiol.
2022, 13, 1051808. [CrossRef] [PubMed]

Amran, N.N,; Basaruddin, K.S,; Ijaz, M.E; Yazid, H.; Basah, S.N.; Muhayudin, N.A.; Sulaiman, A R. Spine Deformity Assessment
for Scoliosis Diagnostics Utilizing Image Processing Techniques: A Systematic Review. Appl. Sci. 2023, 13, 11555. [CrossRef]
Maeda, Y,; Nagura, T.; Nakamura, M.; Watanabe, K. Automatic measurement of the Cobb angle for adolescent idiopathic scoliosis
using convolutional neural network. Sci. Rep. 2023, 13, 14576. [CrossRef]

Zhou, Y,; Lee, T.T.Y,; Lai, KK.L.; Wu, C.; Lau, H.T; Yang, D.; Song, Z.; Chan, C.Y.; Chu, W.C.Y,; Cheng, ].C.Y,; et al. Automatic
ultrasound curve angle measurement via affinity clustering for adolescent idiopathic scoliosis evaluation. Expert Syst. Appl. 2025,
269, 126410. [CrossRef]

Chen, K; Stotter, C.; Klestil, T.; Mitterer, ].A.; Lepenik, C.; Nehrer, S. Fully Automated Measurement of Cobb Angles in Coronal
Plane Spine Radiographs. J. Clin. Med. 2024, 13, 4122. [CrossRef]

Zeng, H.; Zhou, K; Ge, S.; Gao, Y.; Zhao, J.; Zheng, Y. VertMatch: A Semi-supervised Framework for Vertebral Structure Detection
in 3D Ultrasound Volume. arXiv 2022, arXiv:2212.14747. [CrossRef]

Li, Y,; Peng, X.; Mao, Q.; Ma, M.; Huang, J.; Zhang, S.; Dong, S.; Zhou, Z.; Lan, Y,; Pan, Y.; et al. Intelligent Evaluation Method for
Scoliosis at Home Using Back Photos Captured by Mobile Phones. Bioengineering 2024, 11, 1162. [CrossRef]

Duan, X.; Ma, X.; Zhu, M.; Wang, L.; You, D.; Deng, L.; Niu, N. Deep learning-assisted screening and diagnosis of scoliosis:
Segmentation of bare-back images via an attention-enhanced convolutional neural network. J. Orthop. Surg. Res. 2025, 20, 161.
[CrossRef]

Rohde, M.S.; Albarran, M.; Catanzano, A.A., Jr.; Sachs, E.J.; Naz, H.; Jobanputra, A.; Ribet, J.; Tileston, K.; Vorhies, ].S. Smartphone-
based surface topography app accurately detects clinically significant scoliosis. Spine Deform. 2025, 13, 1051-1057. [CrossRef]
[PubMed]

Da Mutten, R.; Zanieri, O.; Theiler, S.; Ryu, S.J.; Regli, L.; Serra, C. Whole Spine Segmentation Using Object Detection and
Semantic Segmentation. Neurospine 2024, 21, 57-67. [CrossRef] [PubMed]

Cheung, CWJ].; Law, S.Y.; Zheng, Y.P. Development of 3-D ultrasound system for assessment of adolescent idiopathic scoliosis
(AIS) and system validation. In Proceedings of the 2013 35th Annual International Conference of the IEEE Engineering in Medicine and
Biology Society (EMBC), Osaka, Japan, 37 July 2013; IEEE: Piscataway, NJ, USA, 2013; pp. 6474-6477. [CrossRef]

Huang, Q.; Yan, J.; Zheng, Y.; Ling, S.H. Anatomy-inspired model for critical landmark localization in 3D spinal ultrasound
volume data. Med. Image Anal. 2025, 99, 103610. [CrossRef] [PubMed]

Chen, Y,; Mo, Y.; Readie, A.; Ligozio, G.; Mandal, L; Jabbar, E; Coroller, T.; Papiez, B.W. VertXNet: An Ensemble Method for
Vertebral Body Segmentation and Identification from Cervical and Lumbar Spinal X-rays. Sci. Rep. 2024, 14, 3341. [CrossRef]
Liang, Y.; Lv, J.; Li, D.; Yang, X.; Wang, Z.; Li, Q. Accurate Cobb Angle Estimation on Scoliosis X-Ray Images via Deeply-Coupled
Two-Stage Network with Differentiable Cropping and Random Perturbation. IEEE ]. Biomed. Health Inform. 2023, 27, 1488-1499.
[CrossRef]

https://doi.org/10.3390/526072101


http://dx.doi.org/10.1186/s13013-016-0074-y
http://www.ncbi.nlm.nih.gov/pubmed/27299162
http://dx.doi.org/10.3390/s21082858
http://www.ncbi.nlm.nih.gov/pubmed/33921592
http://dx.doi.org/10.1186/s12891-025-08467-5
http://dx.doi.org/10.1016/j.ultrasmedbio.2023.12.015
http://dx.doi.org/10.1109/TMI.2015.2390233
http://dx.doi.org/10.2196/50631
http://dx.doi.org/10.11152/mu-2034
http://dx.doi.org/10.1186/s12891-025-09034-8
http://dx.doi.org/10.1038/s41598-025-18538-1
http://www.ncbi.nlm.nih.gov/pubmed/41023005
http://dx.doi.org/10.3389/fphys.2022.1051808
http://www.ncbi.nlm.nih.gov/pubmed/36353372
http://dx.doi.org/10.3390/app132011555
http://dx.doi.org/10.1038/s41598-023-41821-y
http://dx.doi.org/10.1016/j.eswa.2025.126410
http://dx.doi.org/10.3390/jcm13144122
http://dx.doi.org/10.48550/arXiv.2212.14747
http://dx.doi.org/10.3390/bioengineering11111162
http://dx.doi.org/10.1186/s13018-025-05564-y
http://dx.doi.org/10.1007/s43390-025-01062-7
http://www.ncbi.nlm.nih.gov/pubmed/40172834
http://dx.doi.org/10.14245/ns.2347178.589
http://www.ncbi.nlm.nih.gov/pubmed/38317546
http://dx.doi.org/10.1109/EMBC.2013.6611037
http://dx.doi.org/10.1016/j.media.2025.103610
http://www.ncbi.nlm.nih.gov/pubmed/40273727
http://dx.doi.org/10.1038/s41598-023-49923-3
http://dx.doi.org/10.1109/JBHI.2022.3229847
https://doi.org/10.3390/s26072101

Sensors 2026, 26,2101 24 of 24

27.

28.

29.

30.

31.

32.

33.

Rahmaniar, W.; Suzuki, K.; Lin, T.L. Auto-CA: Automated Cobb Angle Measurement Based on Vertebrae Detection for Assessment
of Spinal Curvature Deformity. IEEE Trans. Biomed. Eng. 2023, 71, 640-649. [CrossRef]

Qiu, Z.; Yang, J.; Wang, ]. MMA-Net: Multiple Morphology-Aware Network for Automated Cobb Angle Measurement. In
Proceedings of the 2024 IEEE International Conference on Robotics and Automation (ICRA); IEEE: Piscataway, NJ, USA, 2024. [CrossRef]
Imran, A.A.Z.; Huang, C.; Tang, H.; Fan, W.; Cheung, K.; To, M. Fully-Automated Analysis of Scoliosis from Spinal X-Ray Images.
In Proceedings of the 2020 IEEE 33rd International Symposium on Computer-Based Medical Systems (CBMS); IEEE: Piscataway, NJ,
USA, 2020; pp. 210-215. [CrossRef]

Jiang, Z.; Zhou, Y.; Cao, D.; Navab, N. DefCor-Net: Physics-aware ultrasound deformation correction. Med. Image Anal. 2024,
89,102923. [CrossRef]

Stahlmann, K.; Reitsma, J.B.; Zapf, A. Missing values and inconclusive results in diagnostic studies: A scoping review of methods.
Stat. Methods Med. Res. 2023, 32, 1842-1855. [CrossRef]

Khader, F; Miiller-Franzes, G.; Tayevi Arasteh, S.; Han, T.; Hausser, C.; Schilz, M.; Schmid, P.; Engelhardt, S.; Bette, S.; Forster, J.;
et al. Denoising Diffusion Probabilistic Models for 3D Medical Image Generation. Sci. Rep. 2023, 13, 7303. [CrossRef]

Ungi, T.; Wu, C.O.; Dance, S.J.D.; Lawall, C.; Nagel, C.; Khodorov, G.; Ford, RW.; Cleary, K.; Fichtinger, G.; Oetgen, M.E.; et al.
Bone-Enhanced 3D Ultrasound: A Non-Ionizing Alternative for Pediatric Scoliosis Assessment. Eur. Spine J. 2025, 34, 2662-2668.
[CrossRef]

Disclaimer/Publisher’s Note: The statements, opinions and data contained in all publications are solely those of the individual

author(s) and contributor(s) and not of MDPI and/or the editor(s). MDPI and/or the editor(s) disclaim responsibility for any injury to

people or property resulting from any ideas, methods, instructions or products referred to in the content.

https://doi.org/10.3390/526072101


http://dx.doi.org/10.1109/TBME.2023.3313126
http://dx.doi.org/10.1109/ICRA57147.2024.10610928
http://dx.doi.org/10.1109/CBMS49503.2020.00029
http://dx.doi.org/10.1016/j.media.2023.102923
http://dx.doi.org/10.1177/09622802231192954
http://dx.doi.org/10.1038/s41598-023-34341-2
http://dx.doi.org/10.1007/s00586-025-08969-9
https://doi.org/10.3390/s26072101

	Introduction
	Related Work
	Ultrasound-Based Scoliosis Assessment
	Deep Learning for Vertebra Detection and Localisation
	YOLO-Based Detectors for Musculoskeletal Imaging
	Motivation for Vertebra-Level Completeness Modelling

	Methods
	Dataset and Ethics Approval
	Ultrasound Frame Standardisation and Input Preparation
	Region of Interest (ROI) Definition and Automatic Crop Generation
	Automatic Full-Spine ROI Construction
	Automatic Vertebra-Centric Crop Generation

	Dataset Partitioning and Experimental Protocol
	YOLO Training Under Four Configurations
	YOLO Detection Configurations
	Training Protocol
	Implementation Details

	Vertebra Presence Matrix (VPM) Computation
	Predicted VPM
	VPM-Based Completeness Metrics

	How the VPM Enables Reliable YOLO Analysis
	Statistical Analysis

	Results
	Detection Performance Across Four YOLO Configurations
	Full-Spine ROI Detectors
	Vertebra-Centric Crop Detectors
	Key Observations from Table 1

	Vertebra-Level Completeness Patterns (YOLO17-Crop)
	Significant Supported Weak Zone at T7
	Lower (Non-Significant) Completeness Around the Thoraco-Lumbar Transition
	High-Completeness Levels and Anatomical Interpretation

	Robustness Analysis: Effect of Crop Scaling and Detection Stability
	Experimental Setup
	Results and Interpretation

	Effect of VPM Correction on Classification Errors
	Inference Speed
	Implications for Completeness Monitoring and Downstream UCA Estimation

	Discussion
	Interpretation of Detection Behaviour
	Blind-Zone Significance and Imaging Limitations
	Clinical Implications for Real-Time Ultrasound Use
	Relation to Prior Work

	Conclusions 
	Summary of Findings
	Future Work

	References

