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Abstract

The deployment of micro-Unmanned Aerial Vehicles (UAVs) for civil applications has 
exponentially grown in the last decades due to their versatility, low cost and ease of use. 
However, their effective implementation requires an efficient attitude control system that 
ensures the tracking of a reference signal, even in the presence of uncertainties or external 
disturbances. The main aim of this paper is to present the design of a neural-network-
augmented 𝐻∞ controller for a micro-UAV, to compensate for dynamic uncertainties and 
environmental perturbations. The effectiveness of the proposed architecture is validated 
through both numerical sensitivity analyses and experimental tests on a Crazyflie 2.1+ 
quadrotor mounted on a tilting test bench.

Keywords: attitude control; robust control; disturbance rejection; micro quadcopter;
neural networks

1. Introduction
Over the last few decades, UAVs have gained increasing attention due to their versatility 

and ease of use, both in civil and military applications. Their widespread adoption is mainly 
due to cost reductions and improvements in low-cost electronics, offering competitive 
products for a wide range of applications [1,2], including localization and mapping [3–5], 
environmental monitoring [6–8] and precision agriculture [9–11]. Multirotor drones have 
shown significant advantages over fixed-wing aircraft in hazardous environments [12–14] 
due to their Vertical Take-Off and Landing (VTOL) capability, maneuverability in confined 
spaces and the ability to hover over a specific target.

However, multirotor vehicles need a reliable and effective attitude controller to perform 
precise maneuvers, capable of ensuring vehicle stability even in adverse operating condi-
tions, such as in the presence of wind gusts or disturbances due to unbalanced payloads [15].

Due to their straightforward implementation and ease of tuning, Proportional Integral 
Derivative (PID) controllers are widely considered as the baseline control architecture for 
both linear and nonlinear quadrotor dynamics [16–24].

The authors of [25] proposed a systematic model-based approach to the design of a 
UAV research platform, adopting a conventional PID controller for attitude stabilization 
purposes. A cascaded attitude control strategy is introduced in [26], featuring a PID-based 
inner loop for angular velocity and a Proportional Integral (PI)-based outer loop for attitude 

Sensors 2026, 26, 6797 https://doi.org/10.3390/s26216797

https://crossmark.crossref.org/dialog?doi=10.3390/s26216797&domain=pdf&date_stamp=2026-11-02
https://creativecommons.org/licenses/by/4.0/
https://creativecommons.org/licenses/by/4.0/
https://www.mdpi.com/journal/sensors
https://www.mdpi.com
https://orcid.org/0009-0008-0278-3463
https://orcid.org/0000-0002-0411-3729
https://orcid.org/0000-0001-5927-352X
https://orcid.org/0000-0002-2766-3862
https://orcid.org/0000-0001-7997-039X
https://doi.org/10.3390/s26216797


Sensors 2026, 26, 6797 2 of 27

regulation. However, these controllers exhibit poor performance in the presence of system 
uncertainties or strong external disturbances.

To address performance limitations of classical PID-based strategies, several alternative 
control architectures have been proposed in the literature. For instance, in [27], a state 
feedback controller based on the Linear Quadratic Regulator (LQR) paradigm was pre-
sented. An adaptive PID controller using sliding mode control approaches was proposed 
in [28]. To address the nonlinear nature of quadrotor dynamics, several nonlinear control 
methodologies have been developed. Backstepping control has emerged as an effective 
solution due to its recursive design procedure and suitability for cascaded systems. The 
authors of [29] proposed a robust backstepping controller enhanced by disturbance esti-
mation techniques to improve attitude-tracking performance under uncertainties. Another 
popular nonlinear approach is sliding mode control (SMC), which is known for its robust-
ness against model uncertainties and external disturbances. The application of SMC to 
quadrotor attitude regulation is investigated in [30], comparing its performance with other 
nonlinear control strategies.

More recently, optimal predictive and robust control techniques have gained increas-
ing attention. model predictive control (MPC) explicitly incorporates system constraints 
and optimizes the control action over a finite prediction horizon. A multi-model predic-
tive control framework for quadrotor attitude regulation is introduced in [31], achieving 
performance close to nonlinear MPC while significantly reducing computational load.

While these approaches can significantly improve tracking performance, their capabili-
ties strongly rely on the availability of accurate models or extensive training data, and they 
generally do not provide explicit robustness guarantees against uncertainties or persistent 
disturbances. Furthermore, model-based nonlinear techniques, such as dynamic inversion, 
are highly sensitive to modeling errors, which may degrade controller performance in 
real-world operational scenarios [32,33].

In contrast, the robust ℋ∞ control technique has proven to guarantee closed-loop stabil-
ity in the presence of bounded disturbances and model uncertainties [34,35]. Over the years, 
several researchers have adopted this kind of technique in UAV applications. The authors 
of [36] proposed a technique that utilizes feedback linearization for model nonlinearity, 
while a 𝜇-synthesis controller is used to achieve robust performance in the presence of model 
uncertainties and external disturbances. The paper presented in [37] proposes the applica-
tion of an 𝐻∞ controller with static gains for the stabilization of an HAPD (High-Altitude 
Performance Demonstrator) with redundant control surfaces. To effectively stabilize a 
quadrotor against atmospheric disturbances during flight operations, the authors of [38] 
used the 𝐻∞ paradigm to nullify the influence of atmospheric turbulence and ground effect 
on the UAV. The authors of [39] synthesized the 𝐻∞ controller for both pitch and roll angles 
for a real quadcopter, first performing a continuous-time system identification on experi-
mental data to capture a nominal model of the system as well as a multiplicative uncertainty.

Despite the robustness guarantees of the 𝐻∞ controller, its performance relies on a 
fixed controller structure, which cannot adapt to unknown disturbances or aggressive 
maneuvers. In such scenarios, a quadcopter exhibits strong and unpredictable nonlinear 
behaviors, compromising the nominal performance of the vehicle. To cope with these 
limitations, adaptive control techniques offer a viable solution [40–42]. Among adaptive 
methodologies, Model Reference Adaptive Control (MRAC) has attracted considerable 
attention for its ability to compensate for parametric uncertainties. First introduced in the 
1950s by Whitaker [43], MRAC has been successfully applied by several researchers to 
quadrotor platforms. In [44], the MRAC with a modified version of the MIT rule is used to 
control the altitude of a quadcopter. The authors of [45] used a PID to control the motor 
speed while a direct MRAC was used for the high-level control of attitude angles. The use 
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of the MRAC paradigm in the attitude loop of a hexacopter was proposed in [46] to adapt 
the control coefficients in case of failure or when the payload is released.

However, the classical MRAC-based control approach presents some limitations, such 
as dependence on precise models and sensitivity to parametric variations, especially in 
fast-dynamics applications [47–49]. To overcome these difficulties, several authors have 
focused on the use of neural network (NN)-based controllers, allowing them to create more 
robust and flexible adaptive models capable of managing in real time the uncertainties and 
nonlinearities typical of the behavior of a quadcopter [47,50].

In recent years, safety reasons have pushed researchers to develop hybrid architectures, 
combining a baseline controller with an NN compensator, with the latter able to provide 
an additive correction signal to enhance robustness and adaptability in the presence of 
model uncertainties and external disturbances [51]. Indeed, although NN-based controllers 
outperform traditional methods under external disturbances or model uncertainties once 
trained, the training phase itself requires a stable baseline control strategy [52]. The authors 
of [53] proposed a control scheme to stabilize the attitude of a mobile manipulating UAV 
(MM-UAV), using a combination of gain scheduling and Lyapunov-based MRAC. In [54], 
the authors presented a control architecture based on PID and MRAC to compensate for any 
UAV failures, with the MRAC controller able to provide an additive signal to guarantee the 
global asymptotic stability of the damaged system. The work proposed in [55] introduced a 
hybrid adaptive control technique based on MRAC as a compensator for the attitude control 
of a quadrotor, whose performance is analyzed in the presence of disturbances.

To further improve the capabilities of the above-mentioned approaches, 𝐻∞ robustness 
can be combined with learning techniques to take advantage of both approaches. For in-
stance, the authors of [56] use Lyapunov analysis to treat network reconstruction errors as 
disturbances within an 𝐻∞ framework, utilizing monitoring logic to prevent system diver-
gence. Likewise, the approach in [57] employs high-order neural networks to make nominal 
controllers more robust without requiring predefined bounds, at the cost of increased con-
trol effort and local validity. Additionally, in [58], the authors minimize computational 
burden through the adaptation of a single parameter, though this introduces the risk of 
chattering due to discontinuous control. In aeronautics, a combination of 𝐻∞ and neural 
adaptive control has been used to solve different tasks. In [59], an auto-landing controller 
is designed using a high-order 𝐻∞ coupled with adaptive compensation, whereas a quad-
copter controller is presented and validated through simulations in [60]. The use of ridge 
functions for rocket autopilot in [61] reduces the number of tuning parameters; however, it 
necessitates the online update of multiple gain matrices. The aim of this paper is to bridge 
the gap between theoretical design and experimental validation on resource-constrained 
systems, while continuing to guarantee robust stability and performance.

A preliminary study on this topic was published by the authors as a conference paper 
in [62].

Specifically, the main contributions of this work are as follows:
• A two-tier hybrid architecture combining a mixed-sensitivity H∞ baseline controller, 

which guarantees robust stability and noise attenuation, with an online adaptive NN 
loop that compensates for external disturbances and parametric variations in real time.

• By adopting Displaced Rectified Linear Unit (DReLU) activations within a Lyapunov-
stable adaptation framework, the controller adapts online from scratch with zero offline 
pre-training, achieving a reduction in embedded processor load compared to standard 
Radial Basis Function (RBF)-based networks.

• A simulation campaign maps the hyperparameter space (adaptation rate, 𝜎-modification 
factor, and hidden-layer dimension), defining the trade-off between convergence rate, 
tracking precision, and avoidance of high-frequency oscillations.

https://doi.org/10.3390/s26216797

https://doi.org/10.3390/s26216797


Sensors 2026, 26, 6797 4 of 27

• Real-time deployment and benchmark testing on the STM32F405 microcontroller of 
a Crazyflie 2.1+ micro-UAV (Bitcraze AB, Malmö, Sweden) subjected to persistent 
unbalancing torques induced by a 2 ⋅10−3 kg weight added on one arm of the drone at a 
distance of ≈5 ⋅ 10−2 m. The drone is constrained to attitude motion by being mounted 
on a dedicated 3-degree-of-freedom tilting test rig with a spherical joint, resulting in 
negligible friction and inertia variation.
The paper is organized as follows: Section 2 introduces the UAV dynamics model while 

Section 3 describes the proposed flight control algorithm. Section 4 presents the results of 
the sensitivity analysis, carried out by changing the NN parameters, alongside experimental 
tests performed on the Crazyflie 2.1+ platform, to prove the effectiveness of the proposed 
control architecture. Finally, Section 5 draws the conclusions of the work.

2. Quadrotor Dynamic Model
The quadcopter dynamics are modeled by adopting Euler’s rigid body equations. 

Accordingly, the vehicle motion is described by considering its translational and rotational 
behavior with respect to two reference frames (see Figure 1):
• North–East–Down (NED) reference frame, E = {𝑥E, 𝑦E, 𝑧E}, located on the

Earth’s surface;
• Body-fixed reference frame, B = {𝑥B, 𝑦B, 𝑧B}, whose origin, 𝑂B, is located at the center 

of gravity (CG) of the quadrotor.

Figure 1. Coordinate control system definition: the Earth-fixed North–East–Down (NED) inertial 
frame 𝐸 = {𝑥𝐸, 𝑦𝐸, 𝑧𝐸} and the aircraft body-fixed reference frame 𝐵 = {𝑥𝐵, 𝑦𝐵, 𝑧𝐵} centered at the 
vehicle’s center of gravity.

The transformation between these frames is expressed by the rotation matrix, 𝑹𝐵𝐸(𝚯)
(Equation (1)), which maps the Earth-fixed frame to the body frame as a function of the 
UAV Euler angles 𝚯 = [𝜙, 𝜃, 𝜓]𝑇,

𝑹𝐵𝐸(𝚯) =
[




𝐶𝜃𝐶𝜓 𝐶𝜃𝑆𝜓 −𝑆𝜃
𝐶𝜓𝑆𝜃𝑆𝜙 − 𝑆𝜓𝐶𝜙 𝑆𝜓𝑆𝜃𝑆𝜙 + 𝐶𝜓𝐶𝜙 𝐶𝜃𝑆𝜙
𝐶𝜓𝑆𝜃𝐶𝜙 + 𝑆𝜓𝑆𝜙 𝑆𝜓𝑆𝜃𝐶𝜙 − 𝐶𝜓𝑆𝜙 𝐶𝜃𝐶𝜙

]




(1)

where 𝐶𝜂 = cos(𝜂) and 𝑆𝜂 = sin(𝜂), for 𝜼 ∈ {𝜙, 𝜃, 𝜓}.
Let 𝑽 = [𝑢, 𝑣, 𝑤]𝑇 and 𝛀 = [𝑝, 𝑞, 𝑟]𝑇 be the velocity and angular rate vectors expressed 

in the body frame, while 𝑭 and 𝑻  represent the external forces and torques acting on 
the vehicle with respect to the CG, respectively. The external forces depend on both the 
motion variables and the propellers’ rotational speeds, 𝝎 = [𝜔1, 𝜔2, 𝜔3, 𝜔4]𝑇. Finally, let 
𝒑𝑬 = [𝑥𝐸, 𝑦𝐸, 𝑧𝐸]𝑇 represent the position of the quadrotor center of mass in the NED inertial 
reference frame.
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The translational and rotational dynamics of the quadrotor are governed by Newton–
Euler equations as follows:

𝑚( .𝑽 + 𝛀 × 𝑽) = 𝑭(𝑽, 𝛀, 𝚯, 𝒑𝑬, 𝝎) (2)

𝑱 .𝛀 + 𝛀 × 𝑱𝛀 = 𝑻(𝑽, 𝛀, 𝒑𝑬, 𝝎) (3)

Equations (2) and (3) represent the translational and rotational equilibrium, respec-
tively, where 𝑚 is the mass of the quadrotor and 𝑱 is the inertia matrix.

To complete the dynamic model, the relationships mapping the body-fixed velocities 
to the inertial frame derivatives are given by

.𝒑𝑬 = 𝑹−1
𝐵𝐸(𝚯)𝑽 (4)

.𝚯 = 𝑯−1(𝚯)𝛀 (5)

where the transformation matrix 𝑯(𝚯) is defined as

𝑯(𝚯) =
[



1 0 − sin 𝜃
0 cos 𝜙 sin 𝜙 cos 𝜃
0 − sin 𝜙 cos 𝜙 cos 𝜃

]



(6)

The external forces and torques ((2) and (3)) can be decomposed into their physical 
contributions as follows:

𝑭(𝑽, 𝛀, 𝚯, 𝒑𝑬, 𝝎) = 𝑭𝑔(𝚯) + 𝑭𝑝(𝑽, 𝛀, 𝒑𝑬, 𝝎) + 𝑭𝑎(𝑽, 𝛀, 𝒑𝑬) (7)

𝑻(𝑽, 𝛀, 𝒑𝑬, 𝝎) = 𝑻𝑝(𝑽, 𝛀, 𝒑𝑬, 𝝎) + 𝑻𝑎(𝑽, 𝛀, 𝒑𝑬) (8)

where 𝑭𝑔 denotes the gravitational force, 𝑭𝑎 and 𝑻𝑎 account for aerodynamic forces and 
moments, respectively, expressed as nonlinear functions of the motion state [63]. The terms 
𝑭𝑝 and 𝑻𝑝 denote the propulsive forces and moments generated by the combined action of 
the four motors, which constitute the primary control inputs of the vehicle.

Denoting with 𝐹𝑟
𝑖  the thrust generated by the 𝑖-th rotor, the total propulsive forces and 

torques are expressed in the body-fixed frame as

{


𝑭𝑝 = − ∑4
𝑖=1 𝐹𝑟

𝑖 𝒆3

𝑻𝑝 =
[





𝐿𝑝

𝑀𝑝

𝑁𝑝

]





=
[





𝑏[(𝐹𝑟
1 + 𝐹𝑟

4) − (𝐹𝑟
2 + 𝐹𝑟

3)]
𝑙[(𝐹𝑟

1 + 𝐹𝑟
2) − (𝐹𝑟

3 + 𝐹𝑟
4)]

∑4
𝑖=1[(−1)𝑖+1𝑇𝑟

𝑖 ]

]





(9)

where 𝒆3 = [0, 0, 1]𝑇 is the unit vector along the 𝑧-axis of the body frame, 𝑇𝑟
𝑖  represents the 

reactive torque produced by the 𝑖-th propeller, while 𝑏 and 𝑙 denote the distances of the 
rotor axes from the CG along the 𝑦𝐵 and 𝑥𝐵 axes, respectively (see Figure 2).

The forces and moments generated by the propellers depend on complex aerodynamic 
interactions and are generally difficult to model. However, near the hovering condition, 
a well-accepted simplified model expresses the thrust and drag torque of each rotor as a 
quadratic relation of its rotational speed 𝜔𝑖 via the coefficients 𝑘𝑓  and 𝑘𝑡 [64]. Under this 
assumption, the propulsive forces and moments can be compactly written in matrix form.

[



𝐹𝑝𝑧

𝐿𝑝

𝑀𝑝

𝑁𝑝

]



=
[



−𝑘𝑓 −𝑘𝑓 −𝑘𝑓 −𝑘𝑓

𝑏𝑘𝑓 −𝑏𝑘𝑓 −𝑏𝑘𝑓 𝑏𝑘𝑓

𝑙𝑘𝑓 𝑙𝑘𝑓 −𝑙𝑘𝑓 −𝑙𝑘𝑓

𝑘𝑡 −𝑘𝑡 𝑘𝑡 −𝑘𝑡

]



[



𝜔2
1

𝜔2
2

𝜔2
3

𝜔2
4

]



(10)

The nonlinear quadrotor dynamics, defined in (2)–(5), can be linearized around a 
nominal steady-state hovering equilibrium. This operating condition is characterized by 
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null translational and angular velocity vectors (𝑽 0 = 0, 𝛀0 = 0), a constant nominal altitude 
𝑧𝐸,0, and flat attitude profiles (𝚯0 = 0), implying that the nominal propulsive thrust vector 
perfectly balances gravity.

Figure 2. Schematic top view of the quadrotor airframe in X-configuration, detailing the counter-
rotating propeller assignments (𝜔1 to 𝜔4) and the respective structural moment arms (𝑏, 𝑙) relative to 
the center of gravity.

To yield a tractable linear model for control synthesis, the following standard assump-
tions are introduced:

• The quadrotor structure is rigid and symmetric, implying a diagonal inertia matrix, 
i.e., 𝑱 = diag(𝐽𝑥𝑥, 𝐽𝑦𝑦, 𝐽𝑧𝑧);

• The CG coincides with the geometric center of the vehicle;
• Aerodynamic forces and moments, other than the primary propulsive inputs, are 

neglected due to the low-speed flight regime near the hover state.

Under these assumptions, the attitude perturbation variables remain small (𝜙 ≈ 0,
𝜃 ≈ 0, 𝜓 ≈ 0), which reduces the kinematic transformation matrices introduced in 
(4) and (5) to identity operators, namely 𝑹𝐵𝐸(𝚯) ≈ 𝑰3×3 and 𝑯−1(𝚯) ≈ 𝑰3×3.

By defining the perturbation state vector as 𝒙(𝑡) = [𝛿𝑽𝑇, 𝛿𝛀𝑇, 𝛿𝒑𝑬
𝑇, 𝛿𝚯𝑇]𝑇 ∈ R12

and the control input variations as 𝒖(𝑡) = [𝛿𝐹𝑝𝑧, 𝛿𝐿𝑝, 𝛿𝑀𝑝, 𝛿𝑁𝑝]𝑇 ∈ R4, the resulting small-
disturbance dynamics can be compactly formulated in the standard state–space representation:

.𝒙(𝑡) = 𝑨𝒙(𝑡) + 𝑩𝒖(𝑡)
𝒚(𝑡) = 𝑪𝒙(𝑡) + 𝑫𝒖(𝑡),

(11)

where the state matrix 𝑨 ∈ R12×12 and the input matrix 𝑩 ∈ R12×4 are analyti-
cally derived via Jacobian evaluation at the hover state, yielding the following sparse 
block-partitioned structures:

𝑨 =
[



03×3 03×3 03×3 𝑨𝑉Θ
03×3 03×3 03×3 03×3
𝑰3×3 03×3 03×3 03×3
03×3 𝑰3×3 03×3 03×3

]



, 𝑩 =
[



𝑩𝑉
𝑩Ω
03×4
03×4

]



(12)

where the non-zero sub-matrices capture the dominant local gravity coupling and control 
allocation channels, defined respectively as

𝑨𝑉Θ =
[



0 𝑔 0
−𝑔 0 0
0 0 0

]



, 𝑩𝑉 =
[



0 0 0 0
0 0 0 0
1
𝑚 0 0 0

]



, 𝑩Ω =
[



0 1
𝐽𝑥𝑥

0 0
0 0 1

𝐽𝑦𝑦
0

0 0 0 1
𝐽𝑧𝑧

]



(13)
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Assuming full state availability, the output mapping matrices reduce to

𝑪 = 𝑰12×12, 𝑫 = 012×4 (14)

3. Flight Control Algorithm
The scope of this paper is to analyze the attitude performance of a drone constrained 

to a platform. Consequently, a position controller is not required, and the remainder of the 
analysis focuses exclusively on the attitude dynamics.

To design the control algorithms for the attitude tracking loop, a reduced-order state 
space model is extracted from the linearized dynamics (11). Let ˜𝒙(𝑡) = [𝛿𝚯𝑇, 𝛿𝛀𝑇]𝑇 =
[𝛿𝜙, 𝛿𝜃, 𝛿𝜓, 𝛿𝑝, 𝛿𝑞, 𝛿𝑟]𝑇 ∈ R6 denote the attitude state vector, and 𝒖̃(𝑡) = [𝛿𝐿𝑝, 𝛿𝑀𝑝, 𝛿𝑁𝑝]𝑇 ∈
R3 represent the virtual control moments. Incorporating additive sensor noise 𝝂(𝑡), 
the reduced-order attitude dynamics is formulated as

.˜𝒙(𝑡) = 𝑨̃ ˜𝒙(𝑡) + 𝑩̃𝒖̃(𝑡)
𝒚̃(𝑡) = 𝑪̃ ˜𝒙(𝑡) + 𝝂(𝑡)

(15)

where the sparse system matrices 𝑨̃ ∈ R6×6, 𝑩̃ ∈ R6×3, and the measurement matrix 
𝑪̃ ∈ R6×6 directly follow the structural partitions defined in (12).

The proposed control architecture consists of a robust linear 𝐻∞ baseline controller 
augmented by an online adaptive neural network compensator. The general control ar-
chitecture is shown in Figure 3. It has a cascade structure where the angular rate and the 
attitude feedback is separated to mimic the so-called Stability Augmentation System (SAS) 
and Control Augmentation System (CAS) [20].

To formalize this hierarchical structure, Equation (15) is partitioned into two vector 
equations corresponding to the attitude kinematics and the rotational dynamics:

𝛿 .𝚯(𝑡) = 𝐀̃11𝛿𝚯(𝑡) + 𝐀̃12𝛿𝛀(𝑡) + 𝐁̃1𝒖̃(𝑡)
𝛿 .𝛀(𝑡) = 𝐀̃21𝛿𝚯(𝑡) + 𝐀̃22𝛿𝛀(𝑡) + 𝐁̃2𝒖̃(𝑡)

(16)

where the state matrices are partitioned accordingly as 𝐀̃ = [


𝐀̃11 𝐀̃12
𝐀̃21 𝐀̃22

]


 and 𝐁̃ = [


𝐁̃1
𝐁̃2

]


 with 

𝐀̃11, 𝐀̃21, 𝐀̃22, 𝐁̃1 = 0 and 𝐀̃12 = 𝐈.
The CAS (outer loop) acts on the attitude kinematics represented by the first row 

in (16). The output of this subsystem is a desired angular rate variation to drive the attitude 
tracking error to zero:

𝜹𝛀𝑑𝑒𝑠(𝑡) = 𝛿 .𝚯𝑟𝑒𝑓 (𝑡) + 𝐊𝐶𝐴𝑆𝒆𝚯(𝑡) (17)

where 𝒆𝚯 = 𝛿𝚯𝑟𝑒𝑓 (𝑡) − 𝛿𝚯(𝑡) is the attitude tracking error and 𝐊𝐶𝐴𝑆 denotes the transfer 
function of the feedback controller 𝐇∞,𝐶𝐴𝑆.

𝛿𝛀𝑑𝑒𝑠 is then fed to the SAS (inner loop, i.e., the second row of (16)) which computes 
the virtual control moments 𝒖̃(𝑡) = [𝛿𝐿𝑃, 𝛿𝑀𝑃, 𝛿𝑁𝑃]𝑇 that drive the angular rate error 
to zero:

𝒖̃𝐇∞
(𝑡) = 𝐁̃−1

2 (𝛿 .𝛀des(𝑡) + 𝐊𝑆𝐴𝑆𝒆𝛀(𝑡)) (18)

where 𝒆𝛀 = 𝛿𝛀𝑑𝑒𝑠(𝑡) − 𝛿𝛀(𝑡) is the tracking error of the angular rate, 𝐊𝑆𝐴𝑆 is the transfer 
function of the feedback controller 𝐇∞,𝑆𝐴𝑆 and 𝐁2 = 𝐉−1.
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Figure 3. Global architecture of the proposed control system, illustrating the parallel decoupling 
layout between the inner attitude tracking loop augmented via the NN-based adaptive compensator 
and the baseline altitude-hold channel.

Each controller 𝑗 ∈ {𝐶𝐴𝑆, 𝑆𝐴𝑆} is synthesized within the mixed-sensitivity 𝐻∞ frame-
work to satisfy tracking performance and robustness margins. Three dynamic weighting 
functions are considered to shape the closed-loop response (see Figure 4): 𝑸𝑒,𝑗(𝑠) to min-
imize steady-state tracking error, 𝑸𝑢,𝑗(𝑠) to penalize high-frequency control effort and 
𝑸𝑦,𝑗(𝑠) to mitigate measurement noise injection. Each shaping filter is cast into a minimal 
state-space realization.

Consider

˜𝒙𝐶𝐴𝑆 = 𝛿𝚯, 𝒆𝐶𝐴𝑆 = 𝒆𝚯, 𝒖𝐶𝐴𝑆 = 𝛿𝛀𝑑𝑒𝑠, 𝒚𝐶𝐴𝑆 = 𝛿𝚯
˜𝒙𝑆𝐴𝑆 = 𝛿𝛀, 𝒆𝑆𝐴𝑆 = 𝒆𝛀, 𝒖𝑆𝐴𝑆 = ˜𝒖𝑯∞

, 𝒚𝑆𝐴𝑆 = 𝛿𝛀

By defining the augmented generalized state vector as 𝝃𝒋 = [ ˜𝒙𝒋
𝑇, 𝒙𝑇

𝑒,𝑗, 𝒙𝑇
𝑢,𝑗, 𝒙𝑇

𝑦,𝑗]𝑇, the in-
terconnection layout is encapsulated into the standard generalized plant 𝑷(𝑠):

[


.𝝃 𝑗(𝑡)
𝝉𝑗(𝑡)

𝒚𝑲,𝑗(𝑡)

]


=
[




𝒜𝑗 ℬ1,𝑗 ℬ2,𝑗
𝒞1,𝑗 𝒟11,𝑗 𝒟12,𝑗
𝒞2,𝑗 𝒟21,𝑗 𝒟22,𝑗

]




[




𝝃 𝑗(𝑡)
𝑹𝑗(𝑡)
𝒖̃𝑗(𝑡)

]




(19)

where 𝝉𝑗 = [𝝉𝑇
1,𝑗, 𝝉𝑇

2,𝑗, 𝝉𝑇
3,𝑗]𝑇 represents the regulated performance outputs, 𝒚𝑲,𝑗 is the input 

vector fed to the controller and 𝑅𝑗 is the reference signal. The dynamic output feedback 
control law is structured as ˜𝒖𝑗(𝑡) = 𝑲𝑗𝒚𝑲,𝑗(𝑡).

The mixed-sensitivity synthesis [65] aims to compute an optimal stabilizing feedback 
controller 𝑲𝑗 that minimizes the 𝐻∞ norm of the closed-loop transfer matrix 𝑸𝑅𝜏,𝑗 ∶ 𝑹𝑗 → 𝝉𝑗:

min
𝑲𝑗

‖𝑸𝑅𝜏,𝑗(𝑠)‖𝐻∞
≤ 𝛾∞,𝑗 (20)

where 𝛾∞,𝑗 > 0 denotes the disturbance attenuation performance bound and 𝑸𝑅𝜏,𝑗(𝑠) is 
structured as

𝑸𝑅𝜏,𝑗(𝑠) =
[


𝑸𝑒,𝑗(𝑠)𝑺𝑗(𝑠)
𝑸𝑢,𝑗(𝑠)𝑲𝑗(𝑠)𝑺𝑗(𝑠)

𝑸𝑦,𝑗(𝑠)𝑻 𝑗(𝑠)

]


(21)

In Equation (21), 𝑺𝑗(𝑠) = (𝑰 + 𝑮𝑗(𝑠)𝑲𝑗(𝑠))−1 and 𝑻 𝑗(𝑠) = 𝑮𝑗(𝑠)𝑲𝑗(𝑠)(𝑰 + 𝑮𝑗(𝑠)𝑲𝑗(𝑠))−1

denote the sensitivity and complementary sensitivity functions of the nominal loop, respec-
tively, with 𝑮𝑗(𝑠) representing the transfer matrix of the reduced attitude plant (15).
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Figure 4. Standard mixed-sensitivity 𝐻∞ optimization framework setup, detailing the closed-loop 
interconnection of the reduced attitude plant 𝑮(𝑠), the baseline controller 𝑲(𝑠), and the dynamic 
shaping weight filters 𝑸𝑒(𝑠), 𝑸𝑢(𝑠), and 𝑸𝑦(𝑠) embedded within the generalized plant 𝑃(𝑠).

Adaptive Neural Network Augmentation
To preserve tracking performance when operating far from the nominal hover con-

dition or in the presence of severe unmodeled nonlinearities, the linear baseline control 
input 𝒖̃𝐻∞

(𝑡) is augmented by an adaptive NN-based control scheme. Under unmodeled 
perturbations, the actual nonlinear attitude dynamics is formulated as

.˜𝒙(𝑡) = 𝑨̃ ˜𝒙(𝑡) + 𝑩̃𝚲(𝒖̃Θ(𝑡) + 𝒇 𝑇( ˜𝒙)) (22)

where 𝚲 ∈ R3×3 is a positive-definite diagonal matrix modeling actuator effectiveness 
uncertainties, 𝒖̃Θ(𝑡) = 𝒖̃𝐻∞

(𝑡) + 𝒖NN(𝑡) is the total control command, and 𝒇 𝑇( ˜𝒙) ∈ R3

represents the lumped unmodeled nonlinearities and exogenous disturbances.
The control objective is to force the perturbed state ˜𝒙(𝑡) to asymptotically track the 

state 𝒙𝑟(𝑡) ∈ R6 of a stable linear reference model, defined by

.𝒙𝑟(𝑡) = 𝑨𝑟𝒙𝑟(𝑡) + 𝑩𝑟𝒓(𝑡) (23)

where 𝑨𝑟 ∈ R6×6 is Hurwitz, 𝑩𝑟 ∈ R6×3, and 𝒓(𝑡) ∈ R3 is the bounded command 
input vector.

The adaptive compensation term 𝒖NN(𝑡) is parameterized via a Single-Layer Feedfor-
ward NN consisting of 𝑁 hidden neurons and a linear output layer (see Figure 5):

𝒖NN(𝑡) = −𝑾𝑇(𝑡)𝚽( ˜𝒙) (24)

where 𝚽( ˜𝒙) = [Φ1( ˜𝒙), … , Φ𝑁( ˜𝒙), 1]𝑇 ∈ R𝑁+1 defines the vector of activation functions aug-
mented with a unit bias, and 𝑾(𝑡) ∈ R(𝑁+1)×3 is the dynamically updated weight matrix:

𝑾(𝑡) =
[



𝑤1,1(𝑡) 𝑤1,2(𝑡) 𝑤1,3(𝑡)
⋮ ⋮ ⋮

𝑤𝑁+1,1(𝑡) 𝑤𝑁+1,2(𝑡) 𝑤𝑁+1,3(𝑡)

]



(25)
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Figure 5. Structural topology of the augmented Single-Layer Feedforward NN compensator, showing 
the input layer, the hidden-layer neuron allocation (Φ1 to Φ𝑁), the unit bias injection and the output-
layer adaptive weight distribution 𝑾(𝑡).

Let 𝒆(𝑡) = ˜𝒙(𝑡) − 𝒙𝑟(𝑡) and 𝒆𝑾(𝑡) = 𝑾𝑜𝑝𝑡 − 𝑾(𝑡) denote the state tracking error and 
the weight estimation error, respectively. 𝑾𝑜𝑝𝑡 represents the vector of optimal weight for 
which the ideal compensation term satisfies 𝑾𝑇

𝑜𝑝𝑡𝚽( ˜𝒙) = 𝒇 𝑇( ˜𝒙). The weight update law is 
designed by considering a Lyapunov function candidate 𝑽(𝑡) that accounts for both tracking 
error and the weight estimation error. Due to the presence of neural network approximation 
error and external disturbances, the condition .𝑽 ≤ 0 cannot be guaranteed everywhere. 
Instead, to add robustness and avoid the drift of neural network weights, a leakage term 𝛼 is 
introduced, leading to a dissipative Lyapunov derivative inequality from which it is possible 
to demonstrate Uniform Ultimate Boundedness (UUB) of the tracking error [66–68].

.𝑾(𝑡) = ΓNN𝚽( ˜𝒙)𝒆𝑇(𝑡)𝑷𝑩̃ − 𝛼𝑾(𝑡) (26)

where ΓNN > 0 represents the scalar adaptation rate, 𝛼 > 0 is the sigma-modification 
damping coefficient, and 𝑷 = 𝑷𝑇 > 0 is the unique solution to the algebraic Lyapunov 
equation 𝑨𝑇

𝑟 𝑷 + 𝑷𝑨𝑟 = −𝑸, computed for a given symmetric positive-definite matrix 𝑸.

4. Results
To assess the performance of the proposed architecture, a comprehensive evaluation 

campaign, comprising a numerical sensitivity analysis and experimental tests, has been 
carried out. The benchmarking platform chosen for this work is the Crazyflie 2.1+ micro-
quadrotor, whose nominal geometric, inertial and mass parameters are summarized in 
Table 1.

Table 1. Nominal geometric, mass, and inertial properties of the Crazyflie 2.1+ micro-quadrotor 
utilized for numerical synthesis and experimental benchmarking. 

Parameter Symbol Value

Total Mass 𝑚 0.031 kg
Rotor-to-CG Distance (𝑥-axis) 𝑙 0.049 m
Rotor-to-CG Distance (𝑦-axis) 𝑏 0.049 m
Inertia Tensor Diagonal 𝑱 diag(1.0, 1.0, 3.0) × 10−5 kg ⋅ m2

Angles and angular rates are controlled in the baseline controller with a cascade 
structure. To design the control system, the weighting functions 𝑸𝑒(𝑠), 𝑸𝑢(𝑠), and 𝑸𝑦(𝑠)
are defined as first-order transfer functions.
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The weighting matrices are structured in diagonal forms as

𝑸𝑒,𝐶𝐴𝑆(𝑠) = diag([𝑄1
𝑒,𝐶𝐴𝑆, 𝑄2

𝑒,𝐶𝐴𝑆, 𝑄3
𝑒,𝐶𝐴𝑆])

𝑸𝑢,𝐶𝐴𝑆(𝑠) = diag([𝑄1
𝑢,𝐶𝐴𝑆, 𝑄2

𝑢,𝐶𝐴𝑆, 𝑄3
𝑢,𝐶𝐴𝑆])

𝑸𝑦,𝐶𝐴𝑆(𝑠) = diag([𝑄1
𝑦,𝐶𝐴𝑆, 𝑄2

𝑦,𝐶𝐴𝑆, 𝑄3
𝑦,𝐶𝐴𝑆])

𝑸𝑒,𝑆𝐴𝑆(𝑠) = diag([𝑄1
𝑒,𝑆𝐴𝑆, 𝑄2

𝑒,𝑆𝐴𝑆, 𝑄3
𝑒,𝑆𝐴𝑆])

𝑸𝑢,𝑆𝐴𝑆(𝑠) = diag([𝑄1
𝑢,𝑆𝐴𝑆, 𝑄2

𝑢,𝑆𝐴𝑆, 𝑄3
𝑢,𝑆𝐴𝑆])

𝑸𝑦,𝑆𝐴𝑆(𝑠) = diag([𝑄1
𝑦,𝑆𝐴𝑆, 𝑄2

𝑦,𝑆𝐴𝑆, 𝑄3
𝑦,𝑆𝐴𝑆])

The general structure used for 𝑄𝑘
𝑒,𝑗 with 𝑘 ∈ {1, 2, 3} is

𝑄𝑘
𝑒,𝑗(𝑠) = 𝜖𝑘

𝑗 ⋅
𝑠 +

𝑀𝑘
𝑗

𝜖𝑘
𝑗

⋅ 𝜔𝑘,𝑏
𝑗

𝑠 + 𝜔𝑘,𝑏
𝑗

(27)

where 𝑀𝑘
𝑗  denotes the low-frequency gain, 𝜖𝑘

𝑗  represents the high-frequency gain, and 𝜔𝑘,𝑏
𝑗

is the target bandwidth frequency. The control input weights 𝑄𝑘
𝑢,𝑗(𝑠) and the robustness 

weights 𝑄𝑘
𝑦,𝑗(𝑠) share another generalized first-order formulation:

𝑄𝑘
𝑢,𝑗(𝑠) = 𝐺𝑘,∞

𝑢,𝑗 ⋅
𝑠 + 𝜔𝑘,𝑧

𝑢,𝑗

𝑠 + 𝜔𝑘,𝑝
𝑢,𝑗

(28)

𝑄𝑘
𝑦,𝑗(𝑠) = 𝐺𝑘,∞

𝑦,𝑗 ⋅
𝑠 + 𝜔𝑘,𝑝

𝑦,𝑗

𝑠 + 𝜔𝑘,𝑝
𝑦,𝑗

(29)

where 𝐺𝑘,∞
𝑢,𝑗  is the asymptotic high-frequency gain. The zero frequency 𝜔𝑘,𝑧

𝑢,𝑗  (𝜔𝑘,𝑧
𝑦,𝑗 ) and pole 

frequency 𝜔𝑘,𝑝
𝑢,𝑗  (𝜔𝑘,𝑝

𝑦,𝑗 ) are uniquely specified by defining a target intermediate gain 𝐺𝑘,1
𝑢,𝑗  (𝐺𝑘,1

𝑦,𝑗 ) 
at a transition frequency 𝜔𝑘,𝑐

𝑢,𝑗  (𝜔𝑘,𝑐
𝑦,𝑗 ), alongside the low-frequency gain limit 𝐺𝑘,0

𝑢,𝑗  (𝐺𝑘,0
𝑦,𝑗 ):

𝜔𝑘,𝑝
𝑢,𝑗 = 𝜔𝑘,𝑐

𝑢,𝑗

√
√√√
⎷

(𝐺𝑘,1
𝑢,𝑗)

2
− (𝐺𝑘,0

𝑢,𝑗)
2

(𝐺𝑘,∞
𝑢,𝑗 )

2
− (𝐺𝑘,1

𝑢,𝑗)
2 , 𝜔𝑘,𝑧

𝑢,𝑗 = 𝜔𝑘,𝑝
𝑢,𝑗 ⋅

𝐺𝑘,0
𝑢,𝑗

𝐺𝑘,∞
𝑢,𝑗

(30)

𝜔𝑘,𝑝
𝑦,𝑗 = 𝜔𝑘,𝑐

𝑦,𝑗

√
√√√
⎷

(𝐺𝑘,1
𝑦,𝑗 )

2
− (𝐺𝑘,0

𝑦,𝑗 )
2

(𝐺𝑘,∞
𝑦,𝑗 )

2
− (𝐺𝑘,1

𝑦,𝑗 )
2 , 𝜔𝑘,𝑧

𝑦,𝑗 = 𝜔𝑘,𝑝
𝑦,𝑗 ⋅

𝐺𝑘,0
𝑦,𝑗

𝐺𝑘,∞
𝑦,𝑗

(31)

The complete set of parameters for both the inner (𝑝,𝑞,𝑟-axes) and the outer loops 
(𝜙,𝜃,𝜓-axes) is summarized in Tables 2–4. The 𝐻∞ bounds obtained with these parameters 
are 𝛾∞,𝐶𝐴𝑆 ≈ 167 and 𝛾∞,𝑆𝐴𝑆 ≈ 2.

Table 2. Design parameters for the performance weighting functions 𝑸𝑒(𝑠) of the inner (𝑝, 𝑞) and 
outer (𝜙, 𝜃) loops.

j k 𝝐𝒌
𝒋 𝑴𝒌

𝒋 𝝎𝒌,𝒃
𝒋

SAS 1 103 2𝜋 ⋅ 1.0 rad/s 10−2

SAS 2 103 2𝜋 ⋅ 1.0 rad/s 10−2

SAS 3 10−2 2𝜋 ⋅ 10−2 rad/s -
CAS 1 104 2𝜋 ⋅ 1.0 rad/s 10−3

CAS 2 104 2𝜋 ⋅ 1.0 rad/s 10−3

CAS 3 102 2𝜋 ⋅ 10−2 rad/s -
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Table 3. Design parameters for the control input 𝑸𝑢(𝑠) weighting functions of the inner (𝑝, 𝑞) and 
outer (𝜙, 𝜃) loops.

j k 𝑮𝒌,0
𝒖,𝒋 𝝎𝒌,𝒄

𝒖,𝒋 𝑮𝒌,1
𝒖,𝒋 𝑮𝒌,∞

𝒖,𝒋

SAS 1 100 2𝜋 ⋅ 1.0 rad/s 1000 106

SAS 2 100 2𝜋 ⋅ 1.0 rad/s 1000 106

SAS 3 0 2𝜋 ⋅ 1.0 rad/s - 1.0
CAS 1 0.01 2𝜋 ⋅ 0.25 rad/s 0.1 1.0
CAS 2 0.01 2𝜋 ⋅ 0.25 rad/s 0.1 1.0
CAS 3 - - -

Table 4. Design parameters for the robustness 𝑸𝑦(𝑠) weighting functions of the inner (𝑝, 𝑞) and outer 
(𝜙, 𝜃) loops.

j k 𝑮𝒌,0
𝒚,𝒋 𝝎𝒌,𝒄

𝒚,𝒋 𝑮𝒌,1
𝒚,𝒋 𝑮𝒌,∞

𝒚,𝒋

SAS 1 0.2 2𝜋 ⋅ 1.0 rad/s 2.0 50
SAS 2 0.2 2𝜋 ⋅ 1.0 rad/s 2.0 50
SAS 3 - - -
CAS 1 0.06 2𝜋 ⋅ 1.0 rad/s 0.6 100
CAS 2 0.06 2𝜋 ⋅ 1.0 rad/s 0.6 100
CAS 3 - - -

To evaluate the tracking performance and statistical dispersion of the flight control 
system, the continuous-time states are discretized considering a constant sampling period 
𝑇𝑠, such that the generic time instant is expressed as 𝑡𝑘 = 𝑘𝑇𝑠, where 𝑘 ∈ N denotes the 
discrete-time sample index.

The reference model used to train the neural network is represented by the following 
transfer function:

𝐺𝑟𝑒𝑓 (𝑠) =
16

𝑠2 + 8𝑠 + 16
(32)

Denoting with 𝜂(𝑘) ≜ 𝜂(𝑘𝑇𝑠) and 𝜂ref(𝑘) ≜ 𝜂ref(𝑘𝑇𝑠) the generic component of the 
actual and reference attitude vectors sampled at the 𝑘-th step, respectively, the discrete-time 
tracking error is defined as

𝑒𝜂(𝑘) = 𝜂(𝑘) − 𝜂ref(𝑘) (33)

To quantitatively assess the tracking accuracy over a finite observation time window 
composed of 𝑛𝑘 total samples, the Mean Absolute Error (𝑀𝐴𝐸) and the Standard Deviation 
(𝑆𝐷) are introduced as performance metrics [69]:

𝑀𝐴𝐸𝜂 =
1
𝑛𝑘

𝑛𝑘

∑
𝑘=1

|𝑒𝜂(𝑘)| (34)

𝑆𝐷𝜂 = √ 1
(𝑛𝑘 − 1)

𝑛𝑘

∑
𝑘=1

(𝑒𝜂(𝑘) − 𝜇𝜂)
2

(35)

where 𝜇𝜂 = 1
𝑛𝑘

∑𝑛𝑘
𝑘=1 𝑒𝜂(𝑘) represents the mean algebraic tracking error.

Moreover, the smoothness of the control signal is assessed through the Total Variation 
Δ𝑇𝑉  [70], defined as the sum:

Δ𝑇𝑉 =
𝑛𝑘

∑
𝑘=1

|𝑢𝑘+1 − 𝑢𝑘| (36)

where 𝑢𝑘 is the control signal at the 𝑘-th time step. A lower value of Δ𝑇𝑉  indicates a smoother 
control profile, which is desirable to minimize actuator chattering.
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4.1. Numerical Sensitivity Analysis
The baseline robust 𝐻∞ synthesis loop was derived via a digital twin of the micro-

UAV implemented within a MATLAB/Simulink R2025b (MathWorks, Natick, MA, USA) 
environment, operating at a fixed sample time of 𝑇𝑠 = 2 × 10−3 s. To model parametric 
uncertainties and exogenous disturbances, an unbalancing CG displacement was injected, 
generating an unmodeled persistent pitching and rolling moment of 𝑀𝑑 = 9.81 ⋅ 10−4 N ⋅ m, 
which replicates a weight of 2 ⋅ 10−3 kg mounted at 5 ⋅ 10−2 m from the CG.

To ensure enhanced distribution capability within the disturbance domain, the adaptive 
neural network augmentation utilizes DReLU, a piecewise linear activation function, which 
is an enhanced version of the standard Rectified Linear Unit (ReLU) function [71].

To address cross-channel coupling terms, a multidimensional neural network mapping 
the six-dimensional state ˜𝐱 is needed. However, in this paper, to reduce RAM consumption, 
cross-channel couplings are considered negligible and three separate NNs are used, one for 
every angle, mapping the experienced disturbance to a specific attitude configuration. The 
activation function is parameterized as

DReLU(𝑥) = max(𝜁bias, 𝑥) (37)

where 𝜁bias ∈ [− 𝜋
6 ∶ 𝜋

6 ] represents the specific activation threshold.
The numerical validation campaign is structured to replicate the real-time online 

learning behavior of the adaptive controller, emphasizing its ability to operate without any 
prior offline pre-training phase. At the beginning of the simulation, the NN weights are 
initialized to zero (𝑾(0) = 0), meaning that the adaptive component provides no control 
action initially, leaving the stabilization completely to the baseline 𝐻∞ loop.

Since the network weights must be updated dynamically from scratch in-flight, the sim-
ulation profile consists of an uninterrupted flight sequence divided into two subsequent 
operational phases: an initial online training window and a subsequent closed-loop evalua-
tion phase. While the neural network learning remains continuously active, the division 
of the flight profile into training and evaluation phases emulates a realistic operational 
scenario. Specifically, before the actual flight, the adaptive compensator is given 82 s to 
learn the disturbances, after which a hover is maintained for an additional 18 s to evaluate 
learning retention.

Specifically, the training profile comprises five consecutive doublets with increasing 
peak-to-peak amplitudes of 10 deg, 20 deg, and 30 deg, with a period of 𝑇𝑑 = 5 s. The eval-
uation test phase incorporates a cascade of four doublets (10 deg, 20 deg, 30 deg at 𝑇𝑑 = 5 s
and a persistent 30 deg pulse of 𝑇𝑑 = 15 s), followed by a trapezoidal command profile 
with a constant rate of 3 deg/s (see Figure 6), which is used to evaluate the performance 
metrics to avoid taking into account the jump of the doublets.

4.1.1. Sensitivity Analysis #1: Hyperparameter Tuning (ΓNN, 𝛼)
A preliminary investigation was performed to characterize the joint influence of the 

learning rate ΓNN and the sigma-modification decay parameter 𝛼 on tracking capability. 
The analyzed grid configuration is specified in Table 5.

Table 5. Discrete search grid for the adaptive learning rate ΓNN and the sigma-modification parameter 
𝛼 evaluated during Sensitivity Analysis I.

Hyperparameter Explored Set

ΓNN [1 × 10−4, 5 × 10−4, 1 × 10−3, 5 × 10−3]
𝛼 [1 × 10−4, 1 × 10−3, 1 × 10−2, 1 × 10−1]
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Figure 6. Multi-step reference command history 𝜙ref(𝑡) applied across the continuous time window, 
comprising the initial online adaptation doublets (0 s ≤ 𝑡 ≤ 90 s), the closed-loop evaluation doublets 
(90 s ≤ 𝑡 ≤ 190 s), and the final smoothness tracking trapezoidal profile.

The closed-loop tracking behavior during both the training and testing phase is 
illustrated in Figures 7–10. As shown in Figures 7 and 8, a lower adaptation gain
(ΓNN = 1 × 10−4) slows down the error convergence rate, yielding worse tracking pro-
files. Conversely, excessive values (ΓNN = 5 × 10−3) induce high-frequency oscillatory 
components and chattering phenomena as shown by the increment in Δ𝑇𝑉 , compromising 
the local loop stability. On the other hand, excessive leakage regulation via the decay factor 𝛼
generates a more regular signal, as shown by the decrease in 𝑆𝐷, at the cost of a steady-state 
tracking error resulting in a higher 𝑀𝐴𝐸.

These results are confirmed by the numerical indices shown in Tables 6 and 7. Signifi-
cant metric degradation occurs for hyperparameter choices exceeding ΓNN > 1 × 10−3 and 
𝛼 > 1 × 10−3.

Table 6. Quantitative performance metrics (𝑀𝐴𝐸𝜙, 𝑆𝐷𝜙) evaluated from 195 s to 220 s as a function 
of the adaptation rate ΓNN under a constant leakage factor 𝛼 = 1 × 10−4.

𝚪𝑵𝑵 𝑴𝑨𝑬𝝓 [deg] 𝑺𝑫𝝓 [deg] 𝚫𝑻𝑽 [Nm]

1 ⋅ 10−4 3.766 2.357 4.5424 ⋅10−6

5 ⋅ 10−4 0.287 0.666 3.4211 ⋅10−6

1 ⋅ 10−3 0.051 0.208 3.5573 ⋅10−6

5 ⋅ 10−3 0.032 0.186 1.2178 ⋅10−5

Table 7. Quantitative performance metrics (𝑀𝐴𝐸𝜙, 𝑆𝐷𝜙) evaluated from 195 s to 220 s as a function 
of the leakage parameter 𝛼 under a constant adaptation rate ΓNN = 1 × 10−3.

𝜶 𝑴𝑨𝑬𝝓 [deg] 𝑺𝑫𝝓 [deg] 𝚫𝑻𝑽 [Nm]

1 ⋅ 10−4 0.051 0.208 3.557 ⋅10−6

1 ⋅ 10−3 0.090 0.207 3.556 ⋅10−6

1 ⋅ 10−2 0.470 0.204 3.556 ⋅10−6

1 ⋅ 10−1 3.957 0.167 3.504 ⋅10−6
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Figure 7. (a) Transient tracking response of the roll angle 𝜙(𝑡) during the online training phase across 
a range of adaptation rates ΓNN (with 𝛼 = 1 × 10−4); the red circle indicates the region magnified in (b).
(b) The magnified section highlights the settling behavior and high-frequency oscillations at peak values.
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Figure 8. (a) Closed-loop attitude response validation of the roll angle 𝜙(𝑡) during the testing phase 
across different adaptation rates ΓNN (with 𝛼 = 1 × 10−4); the red circle indicates the region magnified 
in (b). (b) The magnified section highlights tracking offsets and steady-state error mitigation on the 
persistent step command.
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Figure 9. (a) Transient tracking response of the roll angle 𝜙(𝑡) during the online training phase across 
different leakage damping parameter 𝛼 (with ΓNN = 1 × 10−3); the red circle indicates the region 
magnified in (b). (b) The magnified section emphasizes the drift suppression transient at 𝑡 = 70 s.

4.1.2. Sensitivity Analysis #2: Hidden-Layer Sizing (𝑁)
The second campaign focused on optimizing the hidden-network-layer dimension, 

exploring 𝑁 ∈ [5, 10, 15, 20, 25, 30, 35].
The comparison is depicted in Figures 11 and 12, while Table 8 reports the comparison 

in terms of the performance indices, defined in (34) and (35), considering different hidden-
layer configurations.
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Figure 10. (a) Closed-loop attitude response validation of the roll angle 𝜙(𝑡) during the testing phase 
for different values of the leakage damping parameter 𝛼 (with ΓNN = 1 × 10−3); the red circle indicates 
the region magnified in (b). (b) The magnified section details the degradation in tracking precision 
caused by excessive weighting.

Increasing the hidden dimension up to 𝑁 = 15 significantly enhances approxima-
tion capacity. However, expanding the dimension further (𝑁 ≥ 25) triggers local high-
frequency oscillations given the selected baseline parameters (ΓNN, 𝛼), leading to perfor-
mance limitations [72].

As depicted in Table 8, while the steady-state tracking error saturates, the Total Vari-
ation Δ𝑇𝑉  further increases, indicating that the over-parameterized network attempts to 
fit high-frequency transient tracking errors and measurement noise rather than purely 
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reconstructing the underlying lumped disturbance, resulting in actuator chattering. Since 
persistent excitation (PE) cannot be guaranteed uniformly across every discrete DReLU 
region during rapid transient maneuvers, an excessive number of localized basis functions 
allows individual weights to rapidly over-compensate for instantaneous transient errors 
along the trajectory. This leads to neural coupling transients before the 𝜎-modification 
damping term is able to stabilize the weights.

Table 8. Tracking accuracy metrics (𝑀𝐴𝐸𝜙, 𝑆𝐷𝜙) evaluated from 195 s to 220 s across different hidden-
layer dimensions (𝑁) to determine the optimal onboard balance between modeling precision and 
computational burden.

Number of Neurons 𝑴𝑨𝑬𝝓 [deg] 𝑺𝑫𝝓 [deg] 𝚫𝑻𝑽 [Nm]

5 0.420 0.856 3.5648 ⋅10−6

10 0.111 0.347 3.4402 ⋅10−6

15 0.051 0.208 3.5573 ⋅10−6

20 0.014 0.113 3.7627 ⋅10−6

25 0.002 0.086 3.9083 ⋅10−6

30 0.008 0.076 4.1426 ⋅10−6

35 0.013 0.080 4.3299 ⋅10−6

While the configurations for 15 and 20 neurons yield close metric performance, 
the 𝑁 = 15 topology was selected for deployment. This choice is the result of practical 
design trade-off between performance and resource requirements: while increasing the 
number of neurons past 15 results in a reduction in MAE (as shown in Table 8), using fewer 
neurons translates into a smaller number of adaptive parameters to store and compute 
at each controller cycle, reducing memory usage and computational burden. Moreover, 
with less neurons, a better damped signal during transient response is achieved, as shown 
in Figure 11.

4.2. Experimental Results
To demonstrate the real-time feasibility of the proposed approach, the DReLU-

parameterized network was implemented on the embedded architecture of a Crazyflie 
2.1+ micro-UAV and benchmarked against a literature-standard RBF adaptive scheme [73]. 
The Crazyflie firmware was compiled using the arm-none-eabi-gcc toolchain targeting 
the ARM Cortex-M4 architecture with the size-optimization flag -Os (as specified in the 
standard firmware). RBF architectures provide localized function approximation fields 
written as

RBF(𝑥) = 𝑒−𝜎(𝑥+𝛽)2 (38)

where 𝜎  and 𝛽 represent the RBF kernel width and center vector, respectively. Despite 
their mathematical flexibility, RBF schemes scale poorly with hardware constraints due to 
high computational overhead of evaluating exponential functions. The baseline synthesis 
parameter sets for both architectures are organized in Table 9, featuring parameters adapted 
from standard verification configurations [74]. It is worth noting that the two neural 
networks have comparable architecture as they use the same number of weights and neurons, 
placed at identical positions to map the space equivalently.

A comparison between the baseline controller and the baseline-plus-compensation 
architecture was omitted because the standard 𝐻∞ controller employed here lacks an integral 
component, making such a benchmark unfair.

The test setup used a low-friction tilting calibration platform restricting the vehicle 
to a three-degrees-of-freedom constrained rotational body (Figure 13). The unmodeled 
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asymmetrical disturbance torque was physically generated by adding a calibrated payload 
mass of 2 × 10−3 kg beneath the M1 rotor axis at ≈5 ⋅ 10−2 m from the center of mass.

The training and test phases use the same reference signals as the numerical assessment 
depicted in Figure 6.

The closed-loop control histories for both validation schemes are shown in Figure 14. 
Both adaptive architectures successfully suppress the persistent unbalancing roll moment, 
showing minimal overshoots and negligible cross-channel coupling into the pitching and 
yawing fields.
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Figure 11. (a) Training phase response under variations in the hidden-layer size 𝑁; the red circle 
indicates the region magnified in (b). (b) The magnified plot emphasizes the under-modeling 
behavior of 𝑁 = 5 versus the optimal convergence of the selected 𝑁 = 15 node topology.
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Figure 12. (a) Tracking accuracy validation during the evaluation phase across different hidden-
layer configurations 𝑁; the red circle indicates the region magnified in (b). (b) The magnified plot 
highlights tracking degradation and oscillatory issues occurring at higher dimensions (𝑁 ≥ 25).

In both cases, the memory usage is linked to the number of adaptive weights updated 
online, impacting the RAM. With 15 neurons, considering floating point representation, 
the neural network occupies only 60 bytes, which is a negligible percentage of the total 
memory of the considered processor. The primary distinction lies in the processing costs. 
Tables 10 and 11 summarize the results, computed as the mean of ten independent tests. 
To measure the computational load of the two controllers running at a fixed frequency 
of 250 Hz, the execution time of the entire control task was measured at each cycle using 
hardware timers and compared against the measured duration of the Central Processing 
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Unit (CPU) cycle. The CPU utilization metrics—measured directly on the STM32F405 
microcontroller (ARM Cortex-M4 operating core)—highlight that the linear nature of the 
DReLU network maintains the execution burden at 1.464%, achieving a 52.6% reduction 
in computational resource consumption relative to the RBF structure (3.094%) without 
sacrificing tracking quality.

Table 9. Core parameterization and operational initialization profiles compiled for the real-time 
embedded implementation of the DReLU and benchmark RBF adaptive algorithms. Both architectures 
use the same number of neurons.

Parameter Value

Neuron Count (𝑁) 15
DReLU Learning Rate (ΓDReLU) 1 × 10−3

DReLU Decay Factor (𝛼DReLU) 1 × 10−4

DReLU Bias (𝜁𝑏𝑖𝑎𝑠) [− 𝜋
6 ∶ 𝜋

6 ]
RBF Learning Rate (ΓRBF) 5.0
RBF Decay Factor (𝛼RBF) 1 × 10−3

Initial Weights (𝑾(0)) 0(𝑁+1)×3
RBF Centers (𝛽) [− 𝜋

6 ∶ 𝜋
6 ]

RBF Scaling Factor (𝜎) 0.08

Unbalancing 
weight


Figure 13. Real-time validation testbench setup: the Crazyflie 2.1+ micro-UAV is mounted to a 
low-friction tilting gimbal system restricting the vehicle to rotational attitude motions, featuring a 
2 × 10−3 kg calibrated offset payload to generate an asymmetrical unmodeled disturbance moment.

Table 10. Onboard tracking performance indices and processing core footprints evaluated on the 
embedded STM32F405 microcontroller, highlighting the resource consumption efficiency of the 
proposed DReLU architecture over the RBF benchmark.  The metrics in this table were evaluated for 
the last trapezoidal signal from 195 s to 220 s to avoid including the discontinuity of the doublets in 
the computation.

Activation Function 𝑴𝑨𝑬𝝓 [deg] 𝑺𝑫𝝓 [deg] 𝑪𝑷𝑼% 𝑪𝑷𝑼% (Worst Case)

Proposed DReLU 1.114 1.020 1.464 1.710
Standard RBF 1.231 1.172 3.094 3.472
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Table 11. Experimental results for 𝜃 and 𝜓 angles, evaluated for the last trapezoidal signal from 195 s 
to 220 s.

Activation Function 𝑴𝑨𝑬𝜽 [deg] 𝑺𝑫𝜽 [deg] 𝑴𝑨𝑬𝝍 [deg] 𝑺𝑫𝝍 [deg]

Proposed DReLU 0.789 0.964 1.130 1.413
Standard RBF 1.405 1.717 2.523 2.807
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Figure 14. Experimental real-time flight telemetry histories (Roll 𝜙 (a) given the reference signal of 
Figure 6; Pitch 𝜃 and Yaw 𝜓 (b) given a constant zero reference signal) under persistent unbalancing 
moment, contrasting the baseline 𝐻∞ controller performance augmented via the proposed linear 
DReLU network against the augmentation with the traditional RBF framework.
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5. Conclusions
This paper presents the design, implementation and experimental validation of an 

augmented robust flight control architecture tailored for resource-constrained micro-UAV 
platforms. In particular, this research focuses on attitude control by validating the algo-
rithms on a custom platform, thus avoiding free flight tests and the need for a position 
controller. This work extends a preliminary study [62], where the use of a neural network 
compensator was discussed and a baseline PID was compared to a PID+NN architecture. 
The proposed framework integrates a baseline robust linear 𝐻∞ optimal stabilizer with an 
online NN-based loop parameterized via a Single-Layer Feedforward NN. By exploiting 
DReLU activation functions, the adaptive compensator ensures real-time mitigation of 
severe unmodeled nonlinearities and persistent exogenous perturbations while maintaining 
an extremely low computational footprint, making it fully compatible with low-power 
embedded microcontrollers.

A systematic two-stage validation campaign was carried out to assess the performance 
margins of the synthesized control loop. First, a comprehensive numerical sensitivity 
analysis was conducted using a linear simulator identified from experimental results on the 
vehicle. This simulation phase characterized the coupled effects of the online adaptation 
gain ΓNN, the sigma-modification leakage factor 𝛼, and the hidden-layer size 𝑁, successfully 
mapping the hyperparameter space to optimize learning convergence speed while avoiding 
oscillatory transients. Crucially, the network weights were initialized from scratch without 
any prior offline pre-training, demonstrating true on-the-fly resilience.

The numerical findings were subsequently validated through real-time physical exper-
imental tests using the Crazyflie 2.1+ micro-quadrotor platform constrained to an attitude 
tilting test bench. Under a persistent, highly asymmetrical unbalancing torque generated 
via physical payload displacement, the proposed DReLU-based augmented architecture suc-
cessfully suppressed tracking offsets with minimal overshoot and negligible cross-channel 
dynamic coupling. When benchmarked against a literature-standard RBF adaptive network, 
the proposed scheme achieved a 52.6% reduction in embedded CPU execution core load 
while preserving comparable tracking accuracy metrics.

Future research will investigate the scalability of the DReLU adaptive framework to the 
outer loop by synthesizing an augmented position control layer. Additionally, further efforts 
will focus on evaluating network resilience under highly dynamic time-varying external 
moments, such as severe aerodynamic wind shear and complex ground effect interactions.
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