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Highlights

What are the main findings?
• Off-the-shelf pretrained super-resolution models (ESRGAN, SwinIR) applied directly to

Landsat-to-Sentinel-2 upscaling do not outperform bicubic interpolation on pixel-wise
metrics, remaining statistically indistinguishable from it (Nemenyi post hoc), thereby
revealing a domain adaptation gap.

• Domain-specific fine-tuning with only 3000 paired Landsat–Sentinel-2 patches com-
pletely reverses this degradation: ESRGAN (train 2) achieves the best performance
across all five evaluation metrics simultaneously (MSE, PSNR, SSIM, LPIPS, DISTS),
with a 48.7% MSE reduction and a 1.84 dB PSNR gain over the pretrained baseline.

What are the implication of the main findings?
• Practitioners applying natural-image super-resolution models to satellite data without

domain-specific fine-tuning risk systematically degrading radiometric fidelity, which is
critical for applications such as spectral change detection, vegetation index computation,
and radiometric calibration.

• A hybrid evaluation framework combining pixel-wise metrics (MSE, PSNR, SSIM) with
perceptual metrics (LPIPS, DISTS) and non-parametric statistical validation (Friedman–
Nemenyi) is necessary for reliable model comparison in satellite super-resolution, as
these metric families can diverge and no single metric suffices to characterise reconstruc-
tion quality.

Abstract

Spatial downscaling of satellite imagery, the reconstruction of high-resolution outputs
from coarser-resolution inputs, is a critical enabler of long-term land cover monitoring,
yet the domain adaptation gap between natural-image super-resolution models and satel-
lite sensor characteristics remains largely unaddressed. This study proposes a transfer
learning framework for Landsat-to-Sentinel-2 spatial downscaling at a scale factor of ×3,
systematically comparing shallow and deep fine-tuning strategies applied to two state-
of-the-art architectures: SwinIR and ESRGAN. All models were trained and evaluated
on a newly constructed dataset of 3500 paired patches assembled through an automated
Google Earth Engine pipeline with rigorous cloud, water, and spectral variability filters
spanning latitudes −30◦ to 30◦. Performance is assessed using a hybrid evaluation frame-
work combining pixel-wise metrics (MSE, PSNR, SSIM) with perceptual metrics (LPIPS,
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DISTS), and statistical significance is established through Friedman tests with Nemenyi post
hoc analysis. Results demonstrate that off-the-shelf pretrained models fail to outperform
bicubic interpolation on pixel-wise metrics, remaining statistically indistinguishable from
it, thereby revealing a domain adaptation gap. Domain-specific fine-tuning completely
reverses this degradation: ESRGAN with deep fine-tuning achieves the best performance
across all five metrics simultaneously, reducing MSE by 48.7% and improving PSNR by
1.84 dB relative to the pretrained baseline, with all improvements statistically confirmed
at p < 0.0001. The findings establish that intermediate unfreezing of feature extraction
blocks represents the optimal adaptation strategy, and that pixel-wise and perceptual metric
families can diverge, making hybrid evaluation a methodological necessity rather than
a redundancy.

Keywords: remote sensing; downscaling; deep learning; computer vision; super resolution

1. Introduction
Land cover monitoring constitutes a cornerstone for understanding environmen-

tal transformations, including urban sprawl, deforestation, and the dynamics of water
bodies [1–7]. Remotely sensed imagery has emerged as the primary data source for such
analyses, thanks largely to open-access missions such as Landsat and Sentinel, from the
American (NASA) and European (ESA) space agencies, respectively [8–10]. These programs
have generated an unprecedented multi-decadal archive that supports change detection
across diverse spatial and temporal scales [4,5,10].

Nevertheless, a fundamental structural limitation persists: no single satellite mission
simultaneously offers both high spatial resolution and a long historical record. Sentinel-2
delivers fine 10 m pixels, but its coverage started only in 2015 [9]. In contrast, Landsat
provides a continuous record dating back to the 1970s, yet at a three-times coarser resolution
of 30 m, available since the launch of Landsat 4 in 1982 and maintained through all
subsequent missions to the present day [8,10]. This gap forces analysts to choose between
spatial detail (using only recent Sentinel-2 images) or long historical record (using only
Landsat), thereby hindering precise assessments of long-term land transformations.

Given these differences in spatial and temporal resolution, large-scale studies with
high scientific rigor have generally relied on the Landsat program as their primary data
source because of its unparalleled historical archive [10,11]. Notable examples include
the Global Surface Water dataset developed by Pekel et al. [4], which monitors long-
term changes in the Earth’s surface water, and the global forest cover and forest change
assessment by Hansen et al. [5], which quantifies forest cover dynamics and deforestation
trends at the planetary scale. While the long temporal record of Landsat makes such
analyses possible, its 30 m spatial resolution limits the detection of fine-scale changes that
are readily observable with Sentinel-2 imagery. Consequently, many landscape dynamics
occurring below the Landsat spatial resolution remain undetected, including variations
in small water bodies, narrow riparian features, and localized forest disturbances such
as those associated with small-scale agricultural expansion, crop rotation, or selective
logging. These sub-pixel processes may represent a substantial amount of environmental
information that is lost when analyses rely exclusively on Landsat imagery.

To overcome this trade-off, spatial downscaling, also known as super-resolution,
has gained traction. Early approaches relied on statistical interpolation methods (e.g.,
bicubic, bilinear), which often produce over-smoothed outputs with blurred edges and
loss of texture [12,13]. Within remote sensing, downscaling has been proposed as a
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means of enhancing the utility of Earth observation data when the native spatial reso-
lution is insufficient to characterize environmental processes of interest [13]. Recently,
deep learning has revolutionised the field. Architectures based on Convolutional Neu-
ral Networks (CNNs) [12], Generative Adversarial Networks (GANs) [14,15], and vision
transformers [16,17] have demonstrated remarkable ability to reconstruct high-frequency
details from low-resolution inputs.

Despite these advances, a fundamental issue remains largely unaddressed: domain
adaptation. Most state-of-the-art super-resolution models are pre-trained on natural image
datasets (e.g., DIV2K [18,19], ImageNet [20]), whose statistical properties differ significantly
from those of satellite images. Satellite sensors exhibit unique radiometric characteris-
tics, including variable spectral response functions, atmospheric scattering, and surface
reflectance anisotropy. Consequently, the direct application of a standard model to Landsat-
Sentinel image pairs often results in suboptimal performance, which sometimes even
degrades pixel-level fidelity metrics, such as PSNR, even though perceptual quality may
appear improved.

This paper addresses the domain adaptation gap by proposing a transfer learning
framework tailored to satellite super-resolution. Specifically, we adapt the SwinIR trans-
former architecture [16], originally trained for natural image restoration, to the specific
domain of Landsat-to-Sentinel upscaling. We systematically compare two fine-tuning
strategies: (i) a shallow adaptation that adjusts only the upsampling layers, and (ii) a
deeper adaptation that also unfreezes the last Swin Transformer block. Additionally,
we include Real-ESRGAN [15] as a strong GAN-based baseline. All models are trained
and evaluated on a newly constructed dataset of 3500 paired patches (low-resolution
Landsat, high-resolution Sentinel-2) assembled through an automated pipeline on Google
Earth Engine.

The main contributions of this work are:

• A reusable, paired Landsat-Sentinel dataset with global geographic coverage, accom-
panied by cloud, water, and spectral variability filters.

• A systematic comparison of shallow vs. deep fine-tuning for transformer-based
super-resolution in the remote sensing context, quantifying the impact of unfreezing
different components of SwinIR.

• Evidence that pre-trained natural-image models fail to improve pixel-wise metrics
(PSNR, MSE) over bicubic interpolation when applied off-the-shelf—performing on
par with it—highlighting the necessity of domain adaptation – a finding often over-
looked in the literature.

• Comprehensive evaluation using both traditional metrics (MSE, PSNR, SSIM) and
perceptual metrics (LPIPS [21], DISTS [22]), revealing that these two families do not
always evolve in the same direction.

• Statistical validation confirming that deep fine-tuning yields statistically significant
improvements over both the pre-trained model and bicubic interpolation (p < 0.01).

The remainder of this paper is organized as follows. Section 2 describes the dataset
construction, the model architectures, and the evaluation metrics. Section 3 details the
experimental setup, including hyper-parameters and training protocols. Section 3 presents
quantitative and qualitative results. Section 4 discusses the findings, compares them with
the state of the art, and highlights the novelty of our approach. Section 5 concludes with
limitations and future work.
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2. Materials and Methods
2.1. The Dataset

A dedicated dataset of low-resolution (LR) and high-resolution (HR) image patches
was constructed to enable supervised training of super-resolution models. The LR images
were sourced from the Landsat 8/9 mission (Collection 2, Level-2 surface reflectance), which
provides a nominal spatial resolution of 30 m and an uninterrupted global archive since the
1970s [8]. The HR counterparts were taken from Sentinel-2 (Level-2A surface reflectance),
offering 10 m resolution but available only from 2015 onward [9]. By combining these two
sensors, we exploit the long temporal coverage of Landsat and the fine spatial detail of
Sentinel-2, with a consistent scale factor of three.

An automated acquisition pipeline was developed in Python 3.13.15 using the Google
Earth Engine (GEE) application programming interface (API). The workflow follows five
main steps: (i) random generation of a region of interest (ROI) within the latitude band
[−30◦, 30◦] to avoid polar areas; (ii) query of the Sentinel-2 and Landsat collections over
the ROI; (iii) application of quality filters; (iv) temporal pairing with a maximum allowed
difference of five days; and (v) resampling to fixed patch dimensions and storage.

To guarantee the quality and diversity of the dataset, three filtering criteria were
enforced:

• Cloud cover: Only scenes with a cloud pixel fraction ≤ 1% were retained, estimated
from the QA60 band (Sentinel-2) and the QA_PIXEL band (Landsat).

• Water cover: The Normalized Difference Water Index (NDWI) [23,24] was computed;
scenes where water pixels exceeded 50% of the ROI were discarded.

• Spectral variability: The coefficient of variation (CV) of the RGB bands was required
to be ≥20% to avoid homogeneous, low-information landscapes [25].

Once a valid pair was selected, the images were radiometrically calibrated to surface
reflectance (already provided in Level-2 products) and then resampled to a common patch
size using area-based resampling (average pooling). To construct three-channel RGB color
composites suitable for visualization and deep learning architectures designed for three-
channel inputs, we selected specific optical spectral bands corresponding to the visible
spectrum for both sensors. For Sentinel-2, bands B4 (Red, 665 nm), B3 (Green, 560 nm), and
B2 (Blue, 490 nm) were mapped to the R, G, and B color channels, respectively. For Landsat,
we used bands B4 (Red, 655 nm), B3 (Green, 561 nm), and B2 (Blue, 482 nm). The raw surface
reflectance band matrices were normalized to the range [0, 255] across all three channels to
form the final RGB image patches, effectively combining multispectral information into a
unified spatial representation while retaining perceptual visual characteristics.

The HR patches (Sentinel-2) have dimensions 192 × 192 pixels, while the LR patches
(Landsat) are 64 × 64 pixels, exactly preserving the scale factor of three. The final dataset
consists of 3000 training pairs and 500 independent test pairs.

2.2. Models Architectures

To address the spatial downscaling challenge from Landsat (30 m) to Sentinel-2 (10 m)
imagery, this study evaluates two state-of-the-art deep learning paradigms: SwinIR and
ESRGAN. Both architectures represent modern single-image super-resolution but rely on
distinct computational mechanisms—local self-attention and adversarial learning, respec-
tively—making them the ideal candidates to explore trade-offs between pixel-wise fidelity
and high-frequency structural recovery.

2.3. Swin Transformer for Image Restoration (SwinIR)

This model is selected due to its capability to capture long-range pixel dependencies
and structural patterns without suffering from the heavy computational overhead typical of
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standard Vision Transformers (ViTs) [16]. By replacing global self-attention with a localized
shifted window mechanism, SwinIR effectively handles high-resolution image patches
while preserving fine-grained radiometry.

The network processes a low-resolution input image ILR ∈ RH×W×C, where H and
W denote the spatial height and width of the image, respectively, and C represents the
number of spectral channels, through three main stages: Shallow Feature Extraction, Deep
Feature Extraction, and High-Quality Image Reconstruction.

2.3.1. Shallow Feature Extraction

This stage is a convolution layer that extracts the initial feature maps F0 ∈ RH×W×D

(Equation (1)):
F0 = HSF(ILR), (1)

where HSF(·) denotes the convolution operation, and D is the number of channels in the
shallow feature representation.

2.3.2. Deep Feature Extraction

The features F0 are processed by the deep feature extraction module HDF(·), which
consists of a sequence of K Residual Swin Transformer Blocks (RSTBs) followed by a
convolutional layer (Equation (2)):

FDF = HDF(F0) (2)

where FDF denotes the resulting deep feature representation.
Each RSTB consists of multiple Swin Transformer Layers utilizing multi-head self-

attention inside localized, non-overlapping windows of size M × M. Given a local window
feature X ∈ RM2×D, the Window Multi-Head Self-Attention (W-MSA) calculates attention
matrices using Query (Q), Key (K), and Value (V) projections (Equation (3)):

Attention(Q, K, V) = SoftMax
(︃

QKT
√

d
+ B

)︃
V, (3)

where d represents the query/key dimension, and B is a learnable relative position bias
matrix. To enable communication between independent boundaries across consecutive
layers, the grid is shifted by (⌊M

2 ⌋, ⌊M
2 ⌋) pixels, introducing Shifted Window Multi-Head

Self-Attention (SW-MSA).

2.3.3. Image Reconstruction

Finally, the deep features FDF and shallow features F0 are aggregated to reconstruct
the high-resolution output IHR via sub-pixel convolution upsampling (Equation (4)):

IHR = HREC(FDF + F0) (4)

2.4. Enhanced Super-Resolution GAN (ESRGAN)

While SwinIR prioritizes deterministic pixel-wise fidelity, GANs are particularly ef-
fective at synthesizing high-frequency spatial details and realistic textures (such as urban
boundaries, agricultural rows, and complex geomorphology) that are inherently degraded
or lost at lower resolutions. In adversarial super-resolution models, generator networks uti-
lize learned spatial priors from training distributions to reconstruct plausible fine-grained
structures rather than visually oversmoothed outputs. ESRGAN [26] improves upon con-
ventional GAN-based super-resolution systems by eliminating Batch Normalization (BN)
layers, which tend to introduce unwanted artifacts and limit generalization, and incorporat-
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ing a relativistic discriminator. The framework is mathematically formulated as a min-max
optimization game between a Generator (G) and a Discriminator (D).

2.4.1. Generator

G maps the low-resolution Landsat patch to a Sentinel-2 scale. Its backbone relies on
Residual-in-Residual Dense Blocks (RRDB), which combine multi-level residual networks
and dense connections without BN layers. The mathematical optimization of the generator
is driven by a composite loss function (Equation (5)):

LG = Lpercep + λLRa + ηL1, (5)

where L1 = E∥G(ILR) − IHR∥1 ensures pixel-level content alignment, Lpercep penalizes
deep feature discrepancies extracted via a pre-trained network, and LRa is the adversarial
component. The parameters λ and η act as balancing coefficients.

2.4.2. Discriminator

Unlike standard discriminators that evaluate a single image in isolation, ESRGAN
adopts a Relativistic Average Discriminator (DRa). It estimates the probability that a real
high-resolution image IHR is relatively more realistic than a generated image ISR = G(ILR)

on average (Equation (6)):

DRa(IHR, ISR) = σ
(︁
C(IHR)−EISR [C(ISR)]

)︁
, (6)

where C(I) represents the non-transformed discriminator output, E[·] denotes the operation
of taking the average over a mini-batch, and σ is the sigmoid activation function.

The adversarial loss optimization for the generator (LG
Ra) and the discriminator (LD

Ra)
are subsequently minimized using Equation (7) and Equation (8) respectively:

LD
Ra = −EIHR [log(DRa(IHR, ISR))]−EISR [log(1 − DRa(ISR, IHR))] (7)

LG
Ra = −EIHR [log(1 − DRa(IHR, ISR))]−EISR [log(DRa(ISR, IHR))] (8)

This optimization enables ESRGAN to reconstruct visually sharp, edge-enhanced
geographic features, establishing a robust baseline against SwinIR’s conservative, high-
fidelity reconstructions.

2.5. Metrics

To rigorously assess the performance of the re-trained models in downscaling Landsat
data to Sentinel-2 resolutions, a comprehensive suite of quantitative evaluation metrics is
employed. Measuring the fidelity of super-resolution satellite imagery requires balancing
pixel-wise radiometry with human-perceived structural and textural realism. Therefore,
this study adopts a hybrid approach utilizing three classic mathematical metrics (MSE,
PSNR, and SSIM) alongside two state-of-the-art deep learning perceptual metrics (LPIPS
and DISTS) [22,27].

The spatial co-registration between Landsat and Sentinel-2 imagery relies on the na-
tive orthorectification and geometric alignment provided directly by Google Earth Engine
during data extraction. Although a residual baseline registration error is inherently present
when pairing cross-sensor satellite data, all quantitative comparisons are consistently evalu-
ated against the same Sentinel-2 high-resolution ground-truth reference (Y). Consequently,
this baseline misalignment affects all evaluated approaches equally. The comparative
framework evaluates the performance relative to a standard bicubic interpolation base-
line (non-AI rescaled), followed by the deep learning architectures: low-resolution inputs,
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ground-truth high-resolution images, bicubic interpolation, pretrained ESRGAN, ESRGAN
(train 1), ESRGAN (train 2), pretrained SwinIR, SwinIR (train 1), and SwinIR (train 2).

Given the reference ground-truth high-resolution image (Sentinel-2) denoted as Y
and the model-generated super-resolution image denoted as Ŷ, both of size H × W with C
spectral channels, the evaluation metrics are described as follows.

2.5.1. Mean Squared Error (MSE)

The Mean Squared Error is the baseline metric used to calculate the absolute pixel-
wise discrepancy between the reconstructed and target geographic scenes. It computes the
average squared difference across all pixel coordinates and spectral bands (Equation (9)).

MSE =
1

HWC

C

∑
c=1

H

∑
i=1

W

∑
j=1

(︁
Y(i, j, c)− Ŷ(i, j, c)

)︁2, (9)

where Y(i, j, c) and Ŷ(i, j, c) represent the reference and reconstructed 8-bit digital number
pixel intensity values within the range [0, 255] at spatial coordinates (i, j) for spectral band
c. While MSE is crucial for measuring physical radiative alignment, its value is highly
sensitive to outlier pixel variances and fails to capture spatial correlation. A lower MSE
indicates tighter mathematical proximity to the reference image.

2.5.2. Peak Signal-to-Noise Ratio (PSNR)

Derived directly from the MSE, the Peak Signal-to-Noise Ratio evaluates the ratio
between the maximum possible power of the radiometric signal and the corrupting noise
affecting its representation. It is compressed via a logarithmic scale to account for wide
dynamic ranges and is defined as Equation (10).

PSNR = 10 · log10

(︄
MAX2

Y
MSE

)︄
(10)

where MAXY represents the maximum valid pixel intensity value within the bit-depth of
the sensor (e.g., 255 for standard 8-bit representations, or the maximum reflectance value for
scaled 16-bit satellite products). Higher PSNR values, expressed in decibels (dB), represent
cleaner, less noisy image reconstructions.

2.5.3. Structural Similarity Index (SSIM)

To overcome the spatial limitations of MSE and PSNR, the Structural Similarity Index
incorporates human visual system characteristics by assessing image patches based on
three independent components: luminance (l), contrast (c), and structure (s). The overall
index is calculated as Equation (11).

SSIM(Y, Ŷ) = [l(Y, Ŷ)]α · [c(Y, Ŷ)]β · [s(Y, Ŷ)]γ (11)

When setting the weighting exponents to unity (α = β = γ = 1), the formula simplifies
into local windows to Equation (12).

SSIM(Y, Ŷ) =
(2µYµŶ + C1)(2σYŶ + C2)

(µ2
Y + µ2

Ŷ
+ C1)(σ

2
Y + σ2

Ŷ
+ C2)

, (12)

where µY and µŶ represent the local mean intensities, σ2
Y and σ2

Ŷ
are the local variances,

and σYŶ is the cross-covariance. The terms C1 and C2 are small stabilization constants used
to avoid division by zero. SSIM yields values bounded within [−1, 1], where a score of 1.0
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indicates structural identity. This is particularly vital in remote sensing to verify that geological
boundaries, agricultural rows, and urban infrastructures preserve their geometric shapes.

2.5.4. Learned Perceptual Image Patch Similarity (LPIPS)

Traditional metrics often penalize high-frequency textures generated by adversarial
networks (such as ESRGAN) if those details do not align perfectly pixel-by-pixel, even
when they appear highly realistic. To bridge this perceptual gap, LPIPS [21,28] leverages
the deep features of a pre-trained convolutional neural network, such as VGG-16 [29], as a
perceptual metric. Let ŷl , yl ∈ RHl×Wl×Cl be the feature map tensor extracted from the l-th
layer of the network for images Ŷ and Y, respectively. The features are normalized along
the channel dimension, scaled by a layer-specific weight vector wl , and the L2 distance is
computed over all spatial dimensions (Equation (13)):

LPIPS(Y, Ŷ) = ∑
l

1
HlWl

∑
i,j

⃦⃦⃦
wl ⊙

(︂
yl

i,j − ŷl
i,j

)︂⃦⃦⃦
2
2, (13)

where ⊙ denotes the Hadamard element-wise product. LPIPS values approach 0 as the
perceptual distance decreases, making lower scores indicative of higher visual realism.

2.5.5. Deep Image Structure and Texture Similarity (DISTS)

While LPIPS is highly sensitive to structural distortions, it can over-penalize minor
spatial misalignments or shifts in stochastic textures, such as forest canopies, water bodies,
or soil roughness patterns. DISTS [22] resolves this by unifying structural and texture
similarity using an optimization model derived from deep neural activations.

Using deep feature maps from multiple layers, DISTS calculates global and local
statistical features, computing a score based on a modification of the SSIM formulation
applied directly to neural feature channels (Equation (14)):

DISTS(Y, Ŷ) = 1 −
L

∑
l=0

Cl

∑
c=1

⎛⎝wl,c ·
2µy(l,c)µŷ(l,c) + C1

µ2
y(l,c)

+ µ2
ŷ(l,c)

+ C1
·

2σy(l,c) ŷ(l,c) + C2

σ2
y(l,c)

+ σ2
ŷ(l,c)

+ C2

⎞⎠ (14)

where µ and σ represent the mean and variance of the activation maps for channel c at layer
l, and wl,c denotes positive learnable weights that regulate the importance of structural
vs. textural features. DISTS scores are bounded between 0 and 1, where a value close to 0
signifies that the synthesized satellite textures exhibit the same statistical properties and
distribution as the high-resolution Sentinel-2 targets.

3. Experimental Methodology
3.1. Models Training

For models training, an approach based on transfer learning was employed; pretrained
versions of the SwinIR and ESRGAN architectures were fine-tuned, using the created
dataset as an information source. This methodology allowed the use of feature extraction
and image reconstruction capabilities previously learned from large datasets, thus, the
computational requirements for training from scratch were reduced.

3.1.1. Swin Transformer for Image Restoration

For the training of the model based on the SwinIR architecture, the pretrained version
for classic super-resolution with a ×3 scale factor was used. To analyze different levels of
model adaptation, two training configurations were proposed. In the first configuration
(Training 1), only the output convolution of the deep feature extraction module and the
layers of the reconstruction module were trainable, while in the following configuration
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(Training 2), in addition to the layers specified in configuration 1, the last of the six blocks
in the deep feature extraction module was also trainable.

The location of the blocks mentioned in both configurations is shown in Figure 1.
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Figure 1. Location of the modified layers in the SwinIR architecture, illustrating the Landsat low-
resolution input and the Sentinel-2-like high-resolution output used in the satellite image downscaling
task (Adapted from [16]).

The training was carried out using the KAIR repository developed by Kai Zhang [30].
It provides inference and training algorithms and allows uploading pretrained models,
modifying hyperparameters, and selecting which layers of the architecture will be trainable.
In this framework, the created Landsat–Sentinel dataset was assigned as the data source
for supervised training. In general, the hyperparameters were kept at the default values of
the pretrained model. Only the batch size was modified, from 32 to 8, in order to reduce
computational requirements.

3.1.2. Enhanced Super-Resolution Generative Adversarial Network

For training the ESRGAN-based model, a pretrained super-resolution model with a ×4
scaling factor was used, since this architecture does not provide pretrained models with an
×3 scaling factor. However, the upsampling layers were modified to adapt the model to a
×3 scaling factor, corresponding to the relationship between the images used in this work.

Similar to the training strategy used for the SwinIR architecture, two training config-
urations were defined for the ESRGAN model to analyze the effect of different levels of
model adaptation. The first configuration consisted of a partial fine-tuning that included
only the reconstruction layers, while the second involved a deeper adaptation by allowing
the last blocks of the feature extraction module to be trainable. To ensure a comparable
adaptation depth between both models, fine-tuning was performed on a similar proportion
of the feature extraction module, corresponding to 4 of the 23 feature extraction blocks in ES-
RGAN. The trainable layers for the two training configurations of the ESRGAN architecture
are shown in Figure 2.

A similar training procedure was followed for the ESRGAN-based model using the
BasicSR framework proposed in [31]. The same Landsat–Sentinel dataset was employed
for supervised training, while the hyperparameters were kept at the default values of
the pretrained model, except for the batch size, which was reduced to 8. Additionally,
architectural modifications were performed to adapt the reconstruction module from ×4 to
×3 super-resolution.

After training both models, inference was performed on the 500 low-resolution images
of the dataset using the fine-tuned models, their corresponding pretrained versions, and
a bicubic interpolation model. The generated outputs were subsequently used for visual
evaluation and for the computation of the selected metrics by comparing the reconstructed
images with the high-resolution Sentinel images used as reference.
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Figure 2. Location of the modified layers in the ESRGAN architecture training, illustrating the
Landsat low-resolution input and the Sentinel-2-like high-resolution output used in the satellite
image downscaling task (Adapted from [26]).

3.2. Friedman Test

Before the Friedman test, the D’Agostino–Pearson omnibus test was applied to verify
the normality assumption for each metric and model combination. As shown in Table 1,
the K2 statistics are large across all combinations, with p-values ranging from 3.13 × 10−4

(PSNR/SwinIR_T1, the least extreme case) to values below 10−260 for MSE-based distribu-
tions. All p-values fall well below the significance threshold of α = 0.05, providing strong
statistical evidence to reject the null hypothesis of normality across all metric–model combi-
nations. Given that the independence assumption was also violated, since all models were
evaluated on the same 500 test images, the use of parametric ANOVA was discarded, and
the Friedman test was adopted as the appropriate non-parametric alternative for repeated-
measures comparison. Given that the independence assumption was not accomplished,
since all models were evaluated on the same 500 test images, the use of parametric ANOVA
was discarded, and the Friedman test was adopted as the appropriate non-parametric
alternative for repeated-measures comparison [32,33].

To determine whether there are statistically significant differences between the eval-
uated models in terms of their performance metrics, an analysis of variance (ANOVA)
was conducted. This analysis allows us to evaluate whether the observed variations in
the metrics can be attributed to the effect of the model used or, conversely, to the inherent
variability of the data.

Parametric ANOVA is based on three fundamental assumptions. First, the normality
assumption states that the observations within each group are drawn from approximately
normal populations. Second, the homogeneity of variances assumption requires that the
dispersion of the metrics be similar across the different evaluated models. Finally, the
independence assumption states that each observation must be statistically independent of
the others [33].

The assumptions required for parametric ANOVA were evaluated prior to statistical
analysis. When these assumptions were not satisfied, the Friedman test was employed as a
non-parametric alternative for the comparison of related groups [33].

The Friedman test is based on ranking the performance of each model across the
different test samples. Let n denote the number of test images, each considered as a block,
and k the number of evaluated models. Let Rij represent the rank of the j-th model in the
i-th test image. The average rank of each model is defined as Equation (15).

R̄j =
1
n

n

∑
i=1

Rij (15)
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The Friedman test statistic is given by Equation (16).

χ2
F =

12n
k(k + 1)

k

∑
j=1

R̄2
j − 3n(k + 1), (16)

where n is the number of datasets and k is the number of models. Under the null hypothesis
that all models perform equivalently, the statistic approximately follows a chi-square
distribution with k − 1 degrees of freedom (Equation (17)).

χ2
F∼χ2

k−1 (17)

To verify the normality assumption for each performance metric and for each eval-
uated model, the D’Agostino–Pearson omnibus normality test was applied. This test is
particularly suitable for moderate and large sample sizes and provides a global assessment
of deviations from normality by simultaneously evaluating the skewness and kurtosis of
the data distribution [34].

Table 1. Results of the D’Agostino–Pearson normality test (K2 statistic and p-value) for each evaluated
metric and model. All distributions reject normality at α = 0.05.

Bicubic ESRGAN ESRGAN_T1 ESRGAN_T2

Metric K2 p-Value K2 p-Value K2 p-Value K2 p-Value

MSE 1213.43 3.22 × 10−264 1212.13 6.17 × 10−264 511.29 9.45 × 10−112 521.70 5.18 × 10−114

PSNR 29.96 3.12 × 10−7 25.19 3.39 × 10−6 185.32 5.74 × 10−41 441.52 1.33 × 10−96

SSIM 368.89 7.87 × 10−81 382.56 8.47 × 10−84 412.52 2.64 × 10−90 425.14 4.81 × 10−93

LPIPS 26.64 1.65 × 10−6 41.94 7.82 × 10−10 32.37 9.36 × 10−8 33.08 6.57 × 10−8

DISTS 111.27 6.88 × 10−25 76.01 3.12 × 10−17 100.62 1.41 × 10−22 114.58 1.31 × 10−25

SwinIR SwinIR_T1 SwinIR_T2

Metric K2 p-value K2 p-value K2 p-value

MSE +1212.00 6.57 × 10−264 1019.18 4.87 × 10−222 1209.79 1.98 × 10−263

PSNR 26.27 1.97 × 10−6 16.14 3.13 × 10−4 46.23 9.16 × 10−11

SSIM 377.68 9.74 × 10−83 371.01 2.74 × 10−81 420.59 4.69 × 10−92

LPIPS 49.03 2.26 × 10−11 40.49 1.61 × 10−9 65.98 4.70 × 10−15

DISTS 66.07 4.50 × 10−15 45.39 1.40 × 10−10 70.65 4.55 × 10−16

The sample skewness and kurtosis are computed as Equations (18) and (19) respectively.

g1 =
m3

m3/2
2

(18)

g2 =
m4

m2
2
− 3, (19)

where the central moments are defined by Equation (20).

mk =
1
n

n

∑
i=1

(xi − x̄)k, (20)

with n representing the sample size and x̄ the sample mean.
The skewness and kurtosis statistics are then transformed into approximately standard

normal variables, denoted by Z1 and Z2, respectively. These transformed variables are
combined into the omnibus test statistic following Equation (21).

K2 = Z2
1 + Z2

2 (21)
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Under the null hypothesis that the data follow a normal distribution, the statis-
tic K2 approximately follows a chi-square distribution with two degrees of freedom
(Equation (22)).

K2∼χ2
2 (22)

A significance level of α = 0.05 was adopted. Therefore, a p-value lower than 0.05
indicates sufficient evidence to reject the null hypothesis of normality.

For the metrics in which the analysis of variance rejected the null hypothesis, indicating
the existence of statistically significant differences among the evaluated models, a post hoc
Nemenyi test was subsequently performed to identify the specific pairs of models exhibiting
significant differences. The Nemenyi procedure was selected because it is specifically
designed for multiple pairwise comparisons following rank-based statistical tests while
properly controlling the family-wise error rate. Furthermore, it is widely employed in
comparative analyses involving multiple machine learning and image processing models
evaluated over the same datasets.

The Friedman test was applied independently for each of the five evaluation metrics,
treating each test image as a block and each model as a treatment. Table 2 summarises the
resulting test statistics and p-values. For all five metrics, the Friedman statistic is large and the
associated p-value equals zero to machine precision (p < 0.0001), confirming that statistically
significant differences exist among the ten evaluated models for every metric considered.

Table 2. Friedman test results per evaluation metric.

Metric χ2
F p-Value Significant Differences

MSE 1258.42 <0.0001 Yes
PSNR 1258.42 <0.0001 Yes
SSIM 1496.26 <0.0001 Yes
LPIPS 2243.07 <0.0001 Yes
DISTS 2334.45 <0.0001 Yes

Since significant differences were detected for all metrics, a post hoc Nemenyi test
was performed to identify which specific pairs of models differ significantly. The resulting
p-value matrices are shown in Table 2. Cells with p < 0.05 indicate statistically significant
pairwise differences. The heatmaps reveal a consistent pattern: the two fine-tuned ESRGAN
configurations (ESRGAN (train 1) and ESRGAN (train 2)) are significantly different from
all baseline models (bicubic, ESRGAN pretrained, SwinIR pretrained) across all pixel-wise
metrics (MSE, PSNR, SSIM). For perceptual metrics (LPIPS, DISTS), the distinction between
fine-tuned and baseline models is equally significant, with ESRGAN (train 2) consistently
occupying the lowest average rank. Notably, the SwinIR fine-tuned variants (train 1 and
train 2) also differ significantly from their pretrained baseline, though the magnitude of
improvement is smaller than that achieved by ESRGAN fine-tuning.

3.3. Results

The following analysis presents the quantitative evaluation of the super-resolution
models across the 500 test images.

Figure 3 provides a visual comparison of super-resolution outputs for five represen-
tative test scenes covering diverse land cover types including agricultural fields, forest
areas, urban settlements, and bare soil. Several observations are consistent across scenes.
Bicubic interpolation produces smooth outputs that preserve low-frequency structure but
blur fine spatial details such as field boundaries, road networks, and riparian vegetation
edges. The pretrained ESRGAN and SwinIR models introduce visually sharper textures
but exhibit hallucinated artifacts, particularly in high-contrast urban and bare-soil areas,
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which explains their degraded pixel-wise scores despite improved perceptual ratings.
After domain-specific fine-tuning, both ESRGAN (train 2) and SwinIR (train 2) recover
geographic detail more faithfully, with edge preservation and texture coherence clearly
improved relative to their pretrained counterparts. ESRGAN (train 2) produces the sharpest
and most geographically coherent outputs overall, though occasional GAN-induced arti-
facts remain visible in high-contrast urban patches, consistent with the known limitations
of adversarial training. Table 3 includes the description of images used in the quantitative
comparison of Figure 3, including file name randomly generated for the dataset, latitude,
longitude, and Sentinel and Landsat acquisition dates, respectively.

The quantitative evaluation was performed on the 500 independent test pairs, which
constitute the held-out test subset of the complete dataset of 3500 paired Landsat–Sentinel-2
patches. The same acquisition and filtering criteria described above were applied during
the construction of the complete dataset.

Table 3. Description of five image sample of the dataset used in Figure 4.

Image Filename Latitude Longitude Sentinel Date Landsat Date

1 ioVZGhfs0I 29.705289 114.029575 19 October 2022 20 October 2022
2 v1RlGuNEhp 28.040386 −80.613133 15 January 2023 19 January 2023
3 35m3spagiF 14.580515 100.984893 7 March 2022 4 March 2022
4 4sqkdYzBdd 17.226054 106.788034 15 January 2023 13 January 2023
5 ewCtqwQpiN 16.522921 120.340250 30 January 2023 30 January 2023

Figure 5 presents the 95% confidence intervals of the evaluation metrics across the
evaluated models, providing an aggregate comparison of their performance over the com-
plete independent test subset. For the MSE, PSNR, and SSIM metrics, the pretrained SwinIR
and ESRGAN models exhibit confidence intervals that largely overlap with those obtained
using bicubic interpolation. This substantial overlap indicates that the performance of the
pretrained models is statistically comparable to that of bicubic interpolation for these met-
rics. In contrast, for the perceptual metrics LPIPS and DISTS, a more pronounced separation
between the confidence intervals is observed, suggesting more noticeable performance
differences relative to the interpolation baseline.

In contrast, the fine-tuned models exhibit consistent improvements in the MSE, PSNR,
and SSIM metrics, reflected by a greater separation of their confidence intervals from both
bicubic interpolation and the pretrained models. This separation is particularly evident
for the ESRGAN configurations, whose confidence intervals are clearly distinguished
from the group formed by bicubic interpolation and the pretrained models. In the case
of SwinIR, although fine-tuning also improves performance, the separation between the
confidence intervals is less pronounced, and partial overlap with the pretrained models
remains for some metrics, reflecting a more modest adaptation gain. For the LPIPS and
DISTS metrics, the fine-tuned ESRGAN models also exhibit a greater separation of their
confidence intervals relative to the pretrained version, indicating an improvement in the
perceptual quality of the reconstructed images. For SwinIR, this behavior is clearly observed
only for Training Configuration 2, whereas Training Configuration 1 remains closer to the
pretrained model.
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(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)

(i)

Figure 3. Qualitative comparison of super-resolution results on sample images 1–5 from the
dataset. (a) Low-resolution inputs, (b) ground-truth high-resolution images, (c) bicubic interpolation,
(d) ESRGAN pretrained model, (e) ESRGAN (train 1), (f) ESRGAN (train 2), (g) SwinIR pretrained
model, (h) SwinIR (train 1) and (i) SwinIR (train 2). Images from (a–i) correspond to the rows in
Table 3 respectively.
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Figure 4. Geographic distribution of the working zones, excluded zones, training points, test points,
and comparative points (1–5).

Overall, the fine-tuning process improves model performance with respect to both
bicubic interpolation and the pretrained versions. Among all the evaluated configurations,
ESRGAN (train 2) achieves the best overall performance, consistently obtaining the most
favorable results across all five evaluation metrics (MSE, PSNR, SSIM, LPIPS, and DISTS).
Furthermore, the confidence intervals associated with this configuration are clearly sepa-
rated from those of the baseline models, visually reinforcing the consistency of its superior
performance.

Nevertheless, when comparing the different training configurations, the confidence
intervals exhibit partial overlap across several of the evaluated metrics. Although differ-
ences in the mean values can be visually observed, the presence of these overlaps prevents
determining, based solely on graphical inspection, whether the observed differences are
statistically significant. Consequently, confidence intervals provide a useful tool for identi-
fying general trends in model performance but are not sufficient on their own to establish
statistical significance. Therefore, this analysis must be complemented with a statistical
comparison of the models. In this study, the non-parametric Friedman test, followed by
the Nemenyi post hoc test, was employed to determine whether the observed differences
among the models are statistically significant or can be attributed to the inherent variability
of the data.

Figure 6 displays the full distribution of metric values across the 500 test images
for each model. The boxplots reveal two complementary aspects of model behavior that
cannot be captured by itself. First, the pretrained models and bicubic interpolation exhibit
long upper tails in MSE, indicating that all three struggle with high-contrast scenes (e.g.,
urban areas, bare soil transitions) where pixel-level errors accumulate. Second, and more
importantly, ESRGAN (train 2) not only achieves the lowest median MSE but also the
most compact interquartile range, reflecting consistently reliable performance across all
land cover types in the test set. For SSIM, all models show a left-skewed distribution
concentrated near 1.0, but the fine-tuned ESRGAN configurations shift the median upward
and reduce the frequency of low-SSIM outliers. For LPIPS and DISTS, the pretrained
ESRGAN model already shows a lower median than bicubic, confirming the perceptual
advantage of adversarial priors even before fine-tuning—a nuance that would be invisible
in a mean-only comparison.
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Figure 5. 95% confidence intervals of performance metrics: (a) MSE, (b) PSNR, (c) SSIM, (d) LPIPS
and (e) DISTS.

Since the Landsat and Sentinel-2 observations were paired with a maximum tem-
poral difference of five days, we additionally assessed whether this temporal separation
contribute to the reconstruction errors or not. The temporal distribution of the paired ac-
quisitions is shown in Figure 7. The 35.2% of the pairs correspond to same-day acquisitions
and 30.2% have a one-day temporal difference, so 65.4% of the test pairs have a temporal
separation of one day or less, whereas 34.6% of the pairs have a separation between two
and five days.
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Figure 6. Boxplots of MSE, PSNR, SSIM, LPIPS, and DISTS values across the 500 independent test
images for the evaluated models: (a) MSE, (b) PSNR, (c) SSIM, (d) LPIPS, and (e) DISTS.
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Figure 7. Temporal distribution of the acquisition-date differences in paired Landsat and Sentinel-2
images in the test dataset.

To assess the potential influence of temporal separation on model performance, the
independent test pairs were grouped into three temporal-gap categories: 0 days, 1 day,
and 2–5 days. The distributions of the metrics MSE, PSNR, SSIM, LPIPS, and DISTS
for each model and temporal group are shown in Figure 8. The MSE distributions exhibit
pronounced upper tails across the temporal groups, consistent with the sensitivity of this
metric to large pixel-wise discrepancies. However, the distributions of the three temporal
groups are comparable across the evaluated models and metrics. Also, a Kruskal–Wallis
test was independently applied to each model and metric combination to determine if
the metric distributions differed significantly according to temporal separation. The null
hypothesis assumes that the distributions of a given metric are equivalent across the three
temporal-gap groups. No statistically significant differences were detected for any of the
35 model–metric comparisons (p > 0.05). The smallest obtained p-value was for DISTS with
ESRGAN Train 1 (p = 0.061). Hence, the observed performance does not show statistically
significant variation associated with the temporal gap between the Landsat and Sentinel-2
acquisitions with the temporal range considered in this dataset.

Figure 9 presents the p-value matrices obtained from the Nemenyi post hoc test
for each evaluation metric. Each cell corresponds to a pairwise comparison between
two models, where values close to 1 (blue) indicate the absence of statistically significant
differences, whereas values close to 0 (red) indicate statistically significant differences
(p < 0.05).

For the MSE and PSNR metrics, models trained with the same fine-tuning depth do
not exhibit statistically significant differences, regardless of the architecture employed. In
particular, the obtained p-values were 0.133 for the comparison between SwinIR train 1 and
ESRGAN train 1, and 0.999 for SwinIR train 2 and ESRGAN train 2. In contrast, comparisons
between models trained with different fine-tuning depths reveal statistically significant
differences, indicating that fine-tuning depth has a decisive influence on performance
according to these pixel-wise metrics. Furthermore, the pretrained SwinIR and ESRGAN
models do not differ significantly from bicubic interpolation, confirming that the pretrained
models achieve performance statistically comparable to the interpolation baseline.

A different pattern is observed for the SSIM metric. In this case, statistically significant
differences are found between SwinIR and ESRGAN even when both models are trained
with the same fine-tuning depth, with p-values of 0.046 for train 1 and 0.025 for train 2.
Moreover, SwinIR train 1 does not differ significantly from bicubic interpolation, yielding a
p-value of 0.998. These results indicate that SSIM provides greater discrimination between
architectures than MSE and PSNR.
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Figure 8. Distribution of MSE, PSNR, SSIM, LPIPS, and DISTS across the temporal-gap groups
(0 days, 1 day, and 2–5 days) for the evaluated models. “ns” indicates a non-statistically significant
difference (p > 0.05) according to the Kruskal–Wallis test.

The perceptual metrics LPIPS and DISTS exhibit the greatest degree of statistical
separation among the evaluated models. Nearly all pairwise comparisons are statis-
tically significant, with p-values close to zero, providing strong evidence against the
null hypothesis of equal performance. The only exception corresponds to the compar-
ison between SwinIR train 1 and bicubic interpolation, for which no statistically sig-
nificant difference is detected. This result suggests that the first fine-tuning configura-
tion of SwinIR is insufficient to produce perceptually detectable improvements over the
interpolation baseline.

Overall, the Nemenyi test shows that the statistical differences significance between
models depend on the evaluation metric. While MSE and PSNR primarily distinguish mod-
els according to their fine-tuning depth, SSIM further discriminates between the SwinIR
and ESRGAN architectures. This discriminative capability is even more pronounced for
the perceptual metrics LPIPS and DISTS, where nearly all pairwise comparisons are statisti-
cally significant. These findings are consistent with the confidence interval analysis and
confirm that deeper fine-tuning, particularly for ESRGAN, produces statistically significant
improvements across both pixel-wise and perceptual evaluation metrics.
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(d) LPIPS

BI
CU

BI
C

ES
RG

AN

ES
RG

AN
_T
RA

IN
1

ES
RG

AN
_T
RA

IN
2

Sw
in
IR

Sw
in
IR
_T
RA

IN
1

Sw
in
IR
_T
RA

IN
2

BICUBIC

ESRGAN

ESRGAN_TRAIN1

ESRGAN_TRAIN2

SwinIR

SwinIR_TRAIN1

SwinIR_TRAIN2

1.0000.000*
0.000
*

0.000
*

0.000
*

0.000
*

0.000
*

0.000
* 1.0000.000*

0.000
*

0.000
*

0.000
*

0.000
*

0.000
*

0.000
* 1.0000.000*

0.000
*

0.000
*

0.000
*

0.000
*

0.000
*

0.000
* 1.0000.000*

0.000
*

0.000
*

0.000
*

0.000
*

0.000
*

0.000
* 1.0001.0000.000*

0.000
*

0.000
*

0.000
*

0.000
* 1.0001.0000.000*

0.000
*

0.000
*

0.000
*

0.000
*

0.000
*

0.000
* 1.000

0.0

0.2

0.4

0.6

0.8

1.0

p-
va

lu
e

(e) DISTS
Figure 9. Pairwise p-value matrices from the post hoc Nemenyi test for (a) MSE, (b) PSNR, (c) SSIM,
(d) LPIPS, and (e) DISTS. Lower p-values indicate statistically significant differences between model
pairs (p < 0.05), marked with an asterisk (*).

4. Discussion
4.1. Discussion of Results

The experimental results reveal three fundamental insights about the application
of super-resolution models to satellite imagery, each with direct implications for remote
sensing practice. In all of them a notable dataset limitation arises from the operational
differences between satellite missions. Due to the distinct orbital configurations, revisit
cycles, and swath overlaps of Landsat and Sentinel-2, acquiring cross-sensor image pairs
captured on the same date for the same region is practically unfeasible at scale. To construct
a viable paired dataset, a maximum temporal window of up to 5 days was adopted, paired
with the closest available acquisition dates. While this threshold minimizes major pheno-
logical shifts, short-term surface variations—such as changes in soil moisture, localized
vegetation status, water body levels, or cloud cover and shadow dynamics—may introduce
localized radiometrical or structural disparities between paired scenes. Consequently, these
environmental dynamics represent an inherent baseline noise in the dataset, which can
marginally influence pixel-level reconstruction evaluation metrics.

4.1.1. Pretrained Models Do Not Improve Pixel-Wise Fidelity over Bicubic

One of the most relevant findings of this study is that the pretrained ESRGAN and
SwinIR models failed to consistently improve radiometric fidelity over bicubic interpolation.
Although both architectures were originally developed for natural-image super-resolution,
their performance on satellite imagery indicates that the knowledge learned during pre-
training does not transfer directly to this domain.
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A plausible explanation is the presence of a domain adaptation gap between the
natural-image datasets used for pretraining and the remote sensing imagery employed in
this work. Models trained on datasets such as DIV2K and ImageNet learn representations
optimized for RGB photographs, whereas Landsat and Sentinel-2 images exhibit distinct ra-
diometric and spatial characteristics determined by sensor spectral responses, atmospheric
effects, and the physical properties of surface reflectance. Consequently, the representations
learned during pretraining are not fully suited to model the relationship between low- and
high-resolution satellite images, which is consistent with the higher reconstruction errors
observed in the pixel-wise evaluation metrics.

This behavior also helps explain why the pretrained models achieved better per-
formance on perceptual metrics than on pixel-wise metrics. Both ESRGAN and SwinIR
incorporate mechanisms designed to generate visually plausible textures, even when these
textures do not correspond exactly to the reference image. As a result, the reconstructed
images may appear sharper to human observers while still exhibiting radiometric discrep-
ancies that degrade metrics such as MSE, PSNR, and, in some cases, SSIM.

Overall, these findings indicate that the representational capacity of a super-resolution
model alone is insufficient to ensure successful transfer across domains. For satellite image
super-resolution, effective domain adaptation is essential to preserve both radiometric
fidelity and perceptual quality, highlighting the importance of fine-tuning pretrained
models using domain-specific remote sensing data before their practical application.

4.1.2. Fine-Tuning Reverses Degradation and Improves All Metrics

Domain-specific fine-tuning using the paired Landsat–Sentinel dataset consistently
improved the performance of both super-resolution models, demonstrating that domain
adaptation is an essential step for satellite image super-resolution. Unlike their pretrained
counterparts, the fine-tuned models preserved both radiometric fidelity and perceptual
quality more effectively, indicating that the representations learned during pretraining can
be successfully adapted when exposed to domain-specific remote sensing data.

Among all the evaluated configurations, ESRGAN train 2 achieved the best overall
performance by obtaining the most favorable results across all five evaluation metrics.
This behavior suggests that deeper fine-tuning adapts not only the reconstruction layers
but also the internal feature representations learned by the network, thereby reducing
the discrepancy between the natural-image domain and satellite imagery. Nevertheless,
even the shallower fine-tuning configuration produced noticeable improvements over the
pretrained models, indicating that partial parameter adaptation is sufficient to capture
domain-specific characteristics of Landsat and Sentinel-2 imagery without retraining the
entire network. The differences observed between the two architectures further indicate
that the effectiveness of fine-tuning depends on the underlying model design. While both
ESRGAN fine-tuning configurations achieved statistically significant improvements over
the baseline models across all evaluated metrics, SwinIR required the deeper fine-tuning
configuration to achieve consistent improvements in the perceptual metrics, whereas the
shallower configuration remained closer to the behavior of the pretrained model. This
suggests that transformer-based architectures require more extensive parameter adaptation
to fully exploit their representational capacity for satellite image super-resolution.

From a practical perspective, these findings indicate that substantial performance
improvements can be achieved using a relatively small paired training dataset (3000 image
pairs), thereby avoiding the high computational cost associated with training a super-
resolution model from scratch. At the same time, the results demonstrate that the fine-
tuning strategy should be tailored to the underlying architecture, as the extent of pa-
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rameter updating directly influences the model’s ability to generalize to the satellite
imagery domain.

4.1.3. ESRGAN Outperforms SwinIR After Fine-Tuning

A consistent pattern emerges in the structural and perceptual metrics: fine-tuned
ESRGAN variants outperform their SwinIR counterparts on SSIM (p = 0.046 for train 1,
p = 0.025 for train 2) and on LPIPS/DISTS, whereas on MSE and PSNR the two architec-
tures are statistically indistinguishable at equal fine-tuning depth (p = 0.133 for train 1,
p = 0.999 for train 2). The confidence intervals for the trained ESRGAN models show greater
separation from the pretrained baseline compared to the SwinIR variants, particularly for
perceptual metrics. Two factors explain this difference. First, the adversarial training objec-
tive of ESRGAN explicitly encourages the generation of high-frequency textures, which
are precisely the details lost during spatial degradation. Second, the RRDB backbone with-
out batch normalisation is more stable for domain adaptation than the transformer-based
architecture when the target domain differs significantly from the pre-training domain.
However, this perceptual advantage comes with a trade-off: ESRGAN (train 2) exhibits oc-
casional GAN-induced artefacts in high-contrast urban patches, as noted in the qualitative
analysis (Figure 3), whereas SwinIR outputs are more conservative and artefact-free.

The superior stability of the RRDB backbone under domain shift can be attributed to
its dense connection structure, which promotes feature reuse across multiple scales without
requiring batch statistics (eliminated by the removal of Batch Normalisation layers). In
contrast, the Shifted Window attention mechanism of SwinIR, while highly effective for
natural image restoration, relies on learned relative position biases that encode spatial rela-
tionships specific to the pre-training domain. When fine-tuned on satellite patches—which
exhibit fundamentally different spatial autocorrelation structures compared to natural
photographs — these position biases require deeper adaptation than the shallow configura-
tions tested here allow. This interpretation is consistent with the observation that SwinIR
Training Configuration 2 exhibits a greater separation from the pretrained baseline than
Configuration 1, suggesting that further unfreezing of attention layers could narrow the
gap with ESRGAN in future work.

4.1.4. Perceptual and Pixel-Wise Metrics Diverge

The divergence between traditional and perceptual metrics observed in the pretrained
models is worth emphasising. While pretrained models perform comparably to bicubic
on pixel-wise metrics (MSE, PSNR, SSIM), they substantially improve perceptual quality
(LPIPS, DISTS) as evidenced by the more pronounced separation of confidence intervals
for these metrics. This means that a model can generate images that are perceptually more
realistic (sharper, better textures) while simultaneously maintaining comparable pixel-level
errors relative to the reference. For satellite monitoring applications where both radiomet-
ric fidelity and visual interpretability matter, relying exclusively on either metric family
would be misleading. Our hybrid evaluation approach, combining MSE/PSNR/SSIM with
LPIPS/DISTS, provides a more complete assessment.

This divergence has practical consequences for operational remote sensing. In ap-
plications such as visual land cover mapping or image interpretation by human analysts,
perceptual quality (LPIPS, DISTS) may be the dominant criterion; in applications such
as spectral change detection, vegetation index computation, or radiometric calibration,
pixel-wise fidelity (MSE, PSNR) is critical and must not be sacrificed. The results presented
here demonstrate that the fine-tuned ESRGAN (train 2) is the model that most consistently
optimises both criteria, making it the recommended choice for operational deployment
in contexts where both types of fidelity matter. For applications where artefact-free out-
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put is paramount—such as automated classification pipelines sensitive to GAN-induced
noise—SwinIR (train 2) represents a more conservative but reliable alternative.

4.2. Comparison with State-of-the-Art Algorithms

Our results compare favourably with recent advances in satellite image super-
resolution. Salgueiro Romero et al. [35] achieved PSNR values around 28–30 dB for Sentinel-
2 super-resolution using ESRGAN with WorldView-2 as HR reference, considerably lower
than our best results. The difference likely stems from three factors: (i) their scale factor of 5
(10 m to 2 m) is more challenging than our factor of 3, (ii) their HR reference (WorldView-2)
is not radiometrically harmonised with Sentinel-2, and (iii) their training dataset was lim-
ited to two geographic locations (New York and Cairo), while our dataset spans latitudes
−30◦ to 30◦ globally.

Huo et al. [14] proposed STGAN, a hybrid CNN-Swin Transformer GAN for remote
sensing super-resolution, reporting PSNR = 31.42 dB and SSIM = 0.841 on public datasets.
Our best model surpasses these values despite operating on a more challenging sensor
pairing (Landsat to Sentinel-2 rather than downsampled high-resolution images from a
single sensor).

More directly comparable is the work of Massarelli [36], who applied ESRGAN to
Sentinel-2 super-resolution using WorldView-2 as reference, reporting PSNR ≈ 34.8 dB.
Our best result is slightly higher, which we attribute to our careful fine-tuning strategy and
the use of paired Landsat-Sentinel data that preserves the exact degradation kernel of the
target application.

A key differentiator of our work is the systematic comparison of shallow vs. deep
fine-tuning, which has not been quantitatively characterised in previous satellite super-
resolution literature. Most prior studies either train from scratch or freeze the entire
pretrained backbone; our results demonstrate that intermediate levels of unfreezing yield
optimal performance, balancing adaptation depth against overfitting risk.

It is also worth noting that none of the studies cited above employ non-parametric
statistical validation to confirm the significance of their reported differences. The use of
the Friedman test with Nemenyi post hoc analysis in this work represents a methodolog-
ical advance over simple mean comparisons, ensuring that the reported improvements
are not attributable to dataset variability. This distinction is particularly relevant given
the high variance observed in MSE across land cover types (shown in the boxplots of
Figure 6), which could easily produce misleading mean-based rankings without formal
hypothesis testing.

4.3. Novelty of the Research

The contributions of this work extend beyond the immediate quantitative improve-
ments. Four aspects constitute genuine novelty:

According to the state-of-the-art review, this is the first study to quantitatively compare
shallow vs. deep fine-tuning strategies for satellite super-resolution. The finding that
deeper fine-tuning (unfreezing feature extraction blocks) outperforms shallow fine-tuning
(reconstruction layers only), while both outperform pretrained baselines, provides practical
guidance for future practitioners.

We provide clear empirical evidence that off-the-shelf natural-image super-resolution
models can degrade pixel-wise fidelity when applied directly to satellite data. This counter-
intuitive result serves as a cautionary note for researchers who might assume that better
perceptual quality implies better reconstruction fidelity.

The paired Landsat-Sentinel dataset of 3500 patches with rigorous cloud, water, and
spectral variability filters, along with the fully automated GEE acquisition pipeline, con-
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stitutes a reproducible resource for the community. The diversity of geographic coverage
(latitudes −30◦ to 30◦) and land cover types (forest, desert, urban, water, agriculture,
paramo) ensures broad applicability.

Finally, by combining traditional metrics (MSE, PSNR, SSIM) with perceptual metrics
(LPIPS, DISTS) and statistical validation (Friedman test with Nemenyi post hoc), we provide
a multidimensional assessment that reveals trade-offs invisible to any single metric. The
finding that pretrained models improve LPIPS while degrading PSNR would have been
obscured by using either metric family alone.

4.4. Potential Environmental Applications

The proposed downscaling framework has potential applications beyond conven-
tional satellite image enhancement. In particular, it could contribute to improving the
spatial resolution of global environmental products derived from Earth Observation data,
where coarse spatial resolution often limits local-scale analyzes and decision making [13].
These finer-scale patterns often correspond to environmental and territorial changes of
considerable significance, where timely detection and effective management are essential
to support environmental conservation, sustainable land-use planning, natural resource
management, disaster risk reduction, and evidence-based decision-making [37].

Although deep learning-based super-resolution has traditionally been evaluated us-
ing image quality metrics, an emerging body of research highlights its broader poten-
tial for environmental applications, including the downscaling of environmental indica-
tors, meteorological variables, hydrological products, and long-term Earth observation
datasets [37,38]. As highlighted by [37], environmental information is frequently available
at spatial scales that do not match the scales required for environmental assessment, man-
agement, and decision-making. Downscaling has therefore become a fundamental strategy
for bridging this mismatch by transforming coarse-resolution environmental information
into finer-scale products better suited to local analyses and applications.

Improving the spatial resolution of remotely sensed environmental products could
provide a more detailed understanding of environmental processes whose spatial het-
erogeneity is better characterized at finer spatial resolutions. For example, studies on
hydrogeomorphological processes, including erosion, delta progradation, meander mi-
gration, and floodplain evolution, frequently require high-spatial-resolution imagery to
accurately delineate geomorphic features and detect subtle landscape changes [39,40]. Con-
sequently, recent studies have relied on Sentinel-2 optical imagery, often complemented
by Sentinel-1 SAR data, to characterize these processes [39,40]. Although these datasets
substantially improve the spatial representation of hydrogeomorphological features, their
relatively short observation record limits the investigation of long-term environmental
dynamics. In contrast, the Landsat archive provides more than four decades of continu-
ous observations, offering an unparalleled temporal record of landscape evolution [10,11].
Therefore, applying the proposed downscaling framework to Landsat images could bridge
the gap between spatial and temporal resolution, allowing retrospective analyzes of long-
term geomorphological evolution while preserving the spatial detail required to identify
fine-scale environmental changes [10,39–42].

The potential benefits of this approach extend beyond hydrogeomorphological appli-
cations. Several widely used global environmental products, including the Global Surface
Water dataset [4] and the Global Forest Change dataset [5], were developed from the
Landsat archive because its unparalleled temporal continuity enables the reconstruction of
multi-decadal environmental dynamics at the global scale [10]. Although these products
have become fundamental resources for environmental monitoring, their spatial resolution
is inherently constrained by the native 30-m resolution of the Landsat archive [10]. Ap-
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plying robust deep learning-based downscaling techniques to historical Landsat imagery
could help alleviate this long-standing trade-off between spatial and temporal resolution,
enabling finer-scale analyzes while preserving the historical perspective that has made
these datasets indispensable for global environmental change studies.

4.5. Future Work

Despite the strengths of this study, several limitations and research directions warrant
future investigation.

The current work uses only RGB bands. While this choice simplifies the problem and
enables direct comparison with natural-image super-resolution models, it discards valuable
spectral information present in Landsat and Sentinel-2, particularly the near-infrared (NIR)
and short-wave infrared (SWIR) bands. These bands are critical for vegetation monitoring,
water body detection, and soil moisture estimation. Future work will extend the framework
to multi-spectral inputs, modifying the first convolutional layer of SwinIR and ESRGAN to
accept 4–6 channels.

The results presented here suggest that SwinIR’s performance under domain shift
is sensitive to the number of transformer blocks unfrozen during fine-tuning. Training
Configuration 2 already yields substantial improvement relative to the pretrained baseline,
but still trails the fine-tuned ESRGAN by a considerable margin. A natural extension is to
systematically evaluate configurations that unfreeze 2, 3, or all 6 RSTB blocks, potentially
combined with a lower learning rate for the deeper layers (layer-wise learning rate decay).
This analysis could determine whether SwinIR’s conservative reconstruction style is an
inherent architectural limitation or simply a consequence of insufficient fine-tuning depth.

The paired dataset constructed in this work exploits the temporal overlap between
Landsat and Sentinel-2 (2015–present). A promising extension is to leverage the full multi-
decadal Landsat archive (1972–present) by training a temporally aware super-resolution
model that fuses multiple low-resolution Landsat acquisitions to produce a single high-
resolution output consistent with Sentinel-2 radiometry. This would effectively extend
the Sentinel-2-equivalent record back to the 1970s, enabling long-term land cover change
analyses at 10 m resolution.

The framework developed here is not inherently limited to the Landsat–Sentinel-2
pairing. The same transfer learning approach could be applied to other sensor combinations
of practical interest, such as MODIS-to-Landsat (scale factor ×16, relevant for time-series
analysis), Sentinel-2-to-WorldView (scale factor ×5, relevant for urban monitoring), or
PlanetScope-to-aerial imagery. Each pairing introduces different radiometric and geo-
metric challenges, and the comparative fine-tuning analysis developed here provides a
methodological template for evaluating adaptation depth in each case.

The ultimate motivation for Landsat-to-Sentinel super-resolution is to enable consis-
tent long-term land cover monitoring. A direct validation of practical utility would be
to integrate the fine-tuned ESRGAN (train 2) model into a change detection pipeline—
for example, computing the Normalised Difference Vegetation Index (NDVI) or urban
expansion metrics on super-resolved Landsat images and comparing the results against
those obtained directly from Sentinel-2 acquisitions. Such an end-to-end evaluation would
complement the patch-level metrics reported here with application-level evidence of value.

Both SwinIR and ESRGAN are computationally demanding models designed for
offline processing. For operational deployment in resource-constrained environments,
such as onboard satellite processing units or edge computing nodes in environmental
monitoring networks, lightweight alternatives such as knowledge distillation from the
fine-tuned ESRGAN (train 2) into a compact student network could be explored. The
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paired dataset and evaluation framework developed in this work provide the necessary
infrastructure for training and benchmarking such models.

The stochastic nature of deep learning training may introduce variability in the obtained
model parameters and performance. In this study, the random seeds used during training
were not explicitly recorded, hence, the variability associated with different random seeds
was not quantified. Although repeated training with multiple random seeds could provide an
additional assessment of model robustness, this analysis is beyond the scope of this study. To
facilitate reproducibility and enable future multi-seed analyses, the complete training code is
publicly available on GitHub (CLI 2.39.2), while the paired Landsat–Sentinel-2 dataset and the
trained model weights are available on Hugging Face. Future work will consider repeated
training with different random seeds to quantify the variability of the reported results and
further assess the robustness of the proposed approach.

5. Conclusions
This study investigated the effectiveness of transfer learning for adapting state-of-

the-art super-resolution architectures, specifically SwinIR and ESRGAN, to the task of
Landsat-to-Sentinel-2 spatial downscaling with a ×3 scale factor. Based on the experimental
evaluation and statistical analysis, the following conclusions can be drawn.

The pretrained models failed to outperform simple bicubic interpolation in pixel-wise
metrics, demonstrating that the direct transfer of models trained on natural-image datasets
is insufficient for satellite image super-resolution. This behavior highlights the existence
of a domain adaptation gap, in which the representations learned during pretraining are
not fully compatible with the radiometric and spatial characteristics of Earth observation
imagery. Consequently, applying pretrained super-resolution models without domain-
specific adaptation may compromise radiometric fidelity rather than improve it.

Domain-specific fine-tuning effectively reduced this domain adaptation gap. Using
a relatively small paired Landsat–Sentinel-2 training dataset, both architectures achieved
substantial improvements over their pretrained counterparts and the bicubic interpolation
baseline. These findings demonstrate that the limitations observed in pretrained models
are not inherent to the architectures themselves, but rather the consequence of insufficient
adaptation to the target domain. Moreover, they show that significant performance gains
can be achieved through transfer learning without incurring the high computational cost
and large training datasets typically required to train a super-resolution model from scratch.

The depth of fine-tuning played a key role in the adaptation process. For both ar-
chitectures, updating a larger portion of the network consistently produced better results
than restricting optimization to the reconstruction layers alone, indicating that adapting
intermediate feature representations is necessary to capture the statistical characteristics
of satellite imagery. However, the response to fine-tuning differed between architectures,
demonstrating that different models require different degrees of parameter adaptation to
achieve their full potential.

Among all the evaluated configurations, ESRGAN train 2 achieved the best overall
performance, providing the best balance between radiometric fidelity and perceptual
quality. This result demonstrates that the combination of the RRDB backbone, the composite
loss function, and deeper fine-tuning enables more effective adaptation to the satellite image
domain. In contrast, although SwinIR also benefited from fine-tuning, its improvements
were more moderate, particularly for the perceptual metrics, suggesting that transformer-
based architectures require more extensive adaptation of their internal representations
when transferred from natural-image restoration to remote sensing applications.

The divergent behavior observed between pixel-wise and perceptual metrics demon-
strates that neither family of metrics alone is sufficient to assess super-resolution quality
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in satellite imagery. Models capable of generating visually realistic reconstructions do not
necessarily preserve radiometric fidelity, highlighting the need to evaluate both aspects
simultaneously. In this context, the hybrid evaluation framework proposed in this work,
combining pixel-wise and perceptual metrics together with non-parametric statistical hy-
pothesis testing, provides a more comprehensive and robust methodology for comparing
satellite image super-resolution models.

The statistical validation based on the Friedman and Nemenyi tests confirmed that
the observed differences among the evaluated models cannot be attributed to random
dataset variability. Incorporating rigorous statistical analysis into the evaluation pro-
cess therefore represents an important methodological contribution and provides a more
reliable evaluation framework than that commonly adopted in satellite image super-
resolution studies.

Finally, the proposed framework demonstrates that transfer learning combined with
domain-specific fine-tuning is an effective and computationally efficient strategy for en-
hancing the spatial resolution of long-term Earth observation archives while preserving
their temporal continuity. Beyond the Landsat–Sentinel-2 application considered in this
study, the proposed methodology can be extended to other remote sensing products, fa-
cilitating the development of high-performance super-resolution models with moderate
data and computational requirements while supporting higher-resolution environmental
analyses without sacrificing the long-term observational records required for monitoring
environmental change.
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The following abbreviations are used in this manuscript:

CNN Convolutional Neural Network
SWIN Shifted WINdows transformer
SWINIR SWIN transformer for Image Restoration
GAN Generative Adversarial Network
ESRGAN Enhanced Super-Resolution GAN
DIV2K DIVerse 2K resolution dataset
RSTB Residual Swin Transformer Block
PSNR Peak Signal-to-Noise Ratio
MSE Mean Squared Error
SSIM Structural Similarity Index
LPIPS Learned Perceptual Image Patch Similarity
DISTS Deep Image Structure and Texture Similarity
RRDB Residual-in-Residual Dense
ANOVA ANalysis Of VAriance
GEE Google Earth Engine
ESA European Space Agency
NASA National Aeronautics and Space Administration
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21. Güven, S.A.; Şahin, E.; Talu, M.F. Image-to-Image Translation with CNN-Based Perceptual Similarity Metrics. Comput. Sci. 2024,
9, 84–98. [CrossRef]

22. Ding, K.; Zhong, R.; Wang, Z.; Yu, Y.; Fang, Y. Adaptive structure and texture similarity metric for image quality assessment and
optimization. IEEE Trans. Multimed. 2023, 26, 5398–5409. [CrossRef]

23. McFeeters, S.K. The use of the normalized difference water index (NDWI) in the delineation of open water features. Int. J. Remote
Sens. 1996, 17, 1425–1432. [CrossRef]

24. Mustafa, M.T.; Hassoon, K.I.; Hussain, H.M.; Abd, M.H. Using Water Indices (NDWI, MNDWI, NDMI, WRI and AWEI) to
Detect Physical and Chemical Parameters by Apply Remote Sensing and GIS Techniques. Int. J. Res.—GRANTHAALAYAH 2017,
5, 117–128. [CrossRef]

25. Sang, Y.; Gu, H.; Meng, Q.; Men, X.; Sheng, J.; Li, N.; Wang, Z. An evaluation of the performance of remote sensing indices as an
indication of spatial variability and vegetation diversity in alpine grassland. Remote Sens. 2024, 16, 4712. [CrossRef]

26. Wang, X.; Yu, K.; Wu, S.; Gu, J.; Liu, Y.; Dong, C.; Loy, C.C.; Qiao, Y.; Tang, X. ESRGAN: Enhanced Super-Resolution Generative
Adversarial Networks. In Proceedings of the ECCV Workshops, Munich Germany, 8–14 September 2018.

27. Arabboev, M.; Begmatov, S.; Rikhsivoev, M.; Nosirov, K.; Saydiakbarov, S. comprehensive review of image super-resolution
metrics: Classical and AI-based approaches. Acta IMEKO 2024, 13, 1–8. [CrossRef]

28. Zhang, R.; Isola, P.; Efros, A.A.; Shechtman, E.; Wang, O. The Unreasonable Effectiveness of Deep Features as a Perceptual Metric.
In Proceedings of the IEEE/CVF Conference on Computer Vision and Pattern Recognition (CVPR), Salt Lake City, UT, USA,
18–22 June 2018; pp. 586–595.

29. Simonyan, K.; Zisserman, A. Very Deep Convolutional Networks for Large-Scale Image Recognition. In Proceedings of the
International Conference on Learning Representations (ICLR), San Diego, CA, USA, 7–9 May 2015.

30. Zhang, K. Restoration Toolbox (Pytorch). 2026. Available online: https://github.com/cszn/KAIR (accessed on 25 May 2026).
31. Wang, X.; Xie, L.; Yu, K.; Chan, K.C.; Loy, C.C.; Dong, C. BasicSR: Open Source Image and Video Restoration Toolbox. 2022.

Available online: https://github.com/XPixelGroup/BasicSR (accessed on 19 June 2026).
32. Cardona-Mesa, A.A.; Vásquez-Salazar, R.D.; Diaz-Paz, J.P.; Sarmiento-Maldonado, H.O.; Gómez, L.; Travieso-González, C.M.

Optimization of Autoencoders for Speckle Reduction in SAR Imagery Through Variance Analysis and Quantitative Evaluation.
Mathematics 2025, 13, 457. [CrossRef]

33. Pereira, D.; Afonso, A.; Medeiros, F. Overview of Friedman’s Test and Post-hoc Analysis. Commun. Stat.—Simul. Comput. 2015,
44, 2636–2653. [CrossRef]

34. D’agostino, R.; Pearson, E.S. Tests for departure from normality. Empirical results for the distributions of b2 and
√

b1. Biometrika
1973, 60, 613–622. [CrossRef]

35. Salgueiro Romero, L.; Marcello, J.; Vilaplana, V. Super-Resolution of Sentinel-2 Imagery Using Generative Adversarial Networks.
Remote Sens. 2020, 12, 2424. [CrossRef]

36. Massarelli, C. Super-Resolution of Sentinel-2 Satellite Images Using Generative Adversarial Networks. Mach. Learn. Knowl. Extr.
2026, 8, 2424.

37. Li, S.; Xu, C.; Su, M.; Lu, W.; Chen, Q.; Huang, Q.; Teng, Y. Downscaling of Environmental Indicators: A Review. Sci. Total
Environ. 2024, 916, 170251. [CrossRef] [PubMed]

38. Yuan, Q.; Shen, H.; Li, T.; Li, Z.; Li, S.; Jiang, Y.; Xu, H.; Tan, W.; Yang, Q.; Wang, J.; et al. Deep Learning in Environmental Remote
Sensing: Achievements and Challenges. Remote Sens. Environ. 2020, 241, 111716. [CrossRef]

39. Vásquez-Salazar, R.D.; Cardona-Mesa, A.A.; Valdés-Quintero, J.; Olmos-Severiche, C.; Gómez, L.; Travieso-González, C.M.; Díaz-
Paz, J.P.; Espinosa-Ovideo, J.E.; Diez-Rendón, L.; Garavito-González, A.F.; et al. Detection of Coastal Erosion and Progradation in
the Colombian ‘Atrato River’ Delta by Using Sentinel-1 Synthetic Aperture Radar Data. Remote Sens. 2024, 16, 552. [CrossRef]

40. Cortés-Arango, V.; Jaramillo-Pineda, J.A.; Echeverri-Idarraga, C.; González-Morales, C.; Bolaños-Chavarría, S.; Olmos-Severiche,
C.A.; Díaz-Paz, J.P. A methodology for multitemporal analysis of hydraulic dynamics of water bodies using satellite radar
imagery: A case study of the Bajo Cauca region in Antioquia-Colombia. J. Hydroinform. 2025, 27, 1600–1617. [CrossRef]

https://doi.org/10.3390/s26196147

http://dx.doi.org/10.53070/bbd.1429596
http://dx.doi.org/10.1109/tmm.2023.3333208
http://dx.doi.org/10.1080/01431169608948714
http://dx.doi.org/10.29121/granthaalayah.v5.i10.2017.2289
http://dx.doi.org/10.3390/rs16244726
http://dx.doi.org/10.21014/actaimeko.v13i1.1679
https://github.com/cszn/KAIR
https://github.com/XPixelGroup/BasicSR
http://dx.doi.org/10.3390/math13030457
http://dx.doi.org/10.1080/03610918.2014.931971
http://dx.doi.org/10.1093/biomet/60.3.613
http://dx.doi.org/10.3390/rs12152424
http://dx.doi.org/10.1016/j.scitotenv.2024.170251
http://www.ncbi.nlm.nih.gov/pubmed/38262538
http://dx.doi.org/10.1016/j.rse.2020.111716
http://dx.doi.org/10.3390/rs16030552
http://dx.doi.org/10.2166/hydro.2025.077
https://doi.org/10.3390/s26196147


Sensors 2026, 26, 6147 29 of 29

41. Olmos-Severiche, C.; Valdés-Quintero, J.; Díaz-Paz, J.P.; Mateus, S.P.; Garcia-Henao, A.F.; Cossio-Madrid, O.E.; Botero, B.A.; Parra,
J.C. A Methodology to Detect Changes in Water Bodies by Using Radar and Optical Fusion of Images: A Case Study of the
Antioquia near East in Colombia. Appl. Sci. 2025, 15, 12559. [CrossRef]

42. Botero, B.A.; Parra, J.C.; Benavides, J.M.; Olmos-Severiche, C.A.; Vásquez-Salazar, R.D.; Valdés-Quintero, J.; Mateus, S.; Díaz-Paz,
J.P.; Díez, L.; García, A.F.; et al. Assessing the Impacts of Land Cover and Climate Changes on Streamflow Dynamics in the Río
Negro Basin (Colombia) Under Present and Future Scenarios. Hydrology 2025, 12, 281. [CrossRef]

Disclaimer/Publisher’s Note: The statements, opinions and data contained in all publications are solely those of the individual
author(s) and contributor(s) and not of MDPI and/or the editor(s). MDPI and/or the editor(s) disclaim responsibility for any injury to
people or property resulting from any ideas, methods, instructions or products referred to in the content.

https://doi.org/10.3390/s26196147

http://dx.doi.org/10.3390/app152312559
http://dx.doi.org/10.3390/hydrology12110281
https://doi.org/10.3390/s26196147

	Introduction
	Materials and Methods
	The Dataset
	Models Architectures
	Swin Transformer for Image Restoration (SwinIR)
	Shallow Feature Extraction
	Deep Feature Extraction
	Image Reconstruction

	Enhanced Super-Resolution GAN (ESRGAN)
	Generator
	Discriminator

	Metrics
	Mean Squared Error (MSE)
	Peak Signal-to-Noise Ratio (PSNR)
	Structural Similarity Index (SSIM)
	Learned Perceptual Image Patch Similarity (LPIPS)
	Deep Image Structure and Texture Similarity (DISTS)


	Experimental Methodology
	Models Training
	Swin Transformer for Image Restoration
	Enhanced Super-Resolution Generative Adversarial Network

	Friedman Test
	Results

	Discussion
	Discussion of Results
	Pretrained Models Do Not Improve Pixel-Wise Fidelity over Bicubic
	Fine-Tuning Reverses Degradation and Improves All Metrics
	ESRGAN Outperforms SwinIR After Fine-Tuning
	Perceptual and Pixel-Wise Metrics Diverge

	Comparison with State-of-the-Art Algorithms
	Novelty of the Research
	Potential Environmental Applications
	Future Work

	Conclusions
	References

