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Abstract

Sustainability has become central to digital commerce research, yet that literature is rarely 
confronted with independent evidence of what the public actually attends to. This study 
pairs two analyses for the Republic of Korea. Analysis 1 is a PRISMA-guided review that 
screens 700 records against a three-axis Boolean criterion and retains 303 studies published 
between 2022 and 2026, which are then examined as a keyword co-occurrence network in 
UCINET. Analysis 2 maps public attention using anchored search-interest data from Naver 
DataLab and Google Trends, embedding a common reference term in every request so that 
interest levels become comparable across keyword groups—a correction the search-trend 
literature has largely neglected. Green products and purchase behaviour dominate the 
corpus at 29.0%, while platform governance accounts for only 3.6% of studies meeting an 
eligibility criterion that itself requires perception or behaviour vocabulary, so this figure 
bounds rather than estimates the governance share of the wider field; manual validation 
of a stratified sample (Cohen’s κ = 0.59 between coders, rule accuracy 62%) places the 
governance theme at 2.2% and the greenwashing theme at 1.7% of the corpus, leaving 
both credibility-related themes together at about 4% against a quarter for green products. 
Fourteen subdomain keywords co-occur with one another a mean of 1.40 times but with the 
four most central keywords a mean of 12.6 times; a randomisation model holding keyword 
frequencies fixed reproduces most of that gap, but subdomain pairs still co-occur less often 
than chance (p = 0.003) and 35 of 91 pairs never co-occur against 20 expected (p < 0.001). 
Sustainability-related search interest reaches only 0.7–4.1% of the secondhand-trading an-
chor term, and once the anchor removes the common denominator, aspirational expressions 
contract by 39–63% while greenwashing holds its share unchanged. Greenwashing is the 
only expression without a significant monotonic trend (Mann–Kendall p = 0.49); the differ-
ential holds under an alternative anchor, though the absolute magnitude does not. Scholarly 
attention expands and reorganises while public search attention contracts.
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1. Introduction
Digital commerce has absorbed the sustainability agenda with remarkable speed. 

Platforms display carbon labels, marketplaces promote resale and refurbishment, and 
livestream sellers narrate provenance in real time. The commercial footprint of this shift is 
measurable: across roughly 600,000 product lines in 32 consumer categories, items carrying 
environmental, social or governance claims grew about 28% cumulatively between 2017 
and mid-2022 against about 20% for items without them, and accounted for 56% of all 
category growth over the period [1]. Within research, a parallel expansion has occurred: 
research linking electronic commerce to environmental and ethical consumption has grown 
from a peripheral concern into a substantial literature spanning marketing, information 
systems, and environmental social science [2,3]. Yet the relationship between this scholarly 
expansion and the public it purports to describe remains largely unexamined. We know 
what researchers study; we know far less about whether public attention moves in the same 
direction, at the same time, and toward the same objects.

This gap matters for three reasons specific to the present moment. First, sustainability 
claims in digital commerce are increasingly made in transient, weakly documented formats—
spoken assertions in livestreams, ephemeral badges on product pages—so the informational 
environment in which consumers form judgements is deteriorating even as the volume of 
claims increases. Second, the regulatory apparatus governing such claims is being assembled 
now, which provides evidence for where public attention concentrates a narrow window of 
policy relevance. Third, the field’s reviews have proliferated without a corresponding effort 
to validate scholarly framing against independent behavioural measures, leaving open the 
possibility that the literature elaborates distinctions the public does not make.

Existing reviews offer limited purchase on these questions. They are typically bound 
to a single product category, technology, or database, and they synthesise scholarship 
against scholarship. The pattern is consistent across the available syntheses. Rita and 
Ramos [2] map consumer behaviour and sustainability in e-commerce from 104 Scopus-
indexed articles; Zhang [3] codes 58 articles against a fixed sustainability-transitions frame; 
and the remaining reviews are bounded by a single logistical function or product category—
sustainable e-commerce logistics [4], urban last-mile delivery [5], and e-grocery energy 
use, which rests on twelve primary studies [6]. Bălan [7] reviews retail engagement with 
sustainable consumption but draws mostly on brick-and-mortar settings, and Shafi et al. [8] 
screen 51 Scopus records to 30. Seven of these seven reviews rely on a single database, and 
none reports a measure of public behaviour. Even the most rigorous cannot say whether the 
themes they identify correspond to anything in public behaviour, because they contain no 
behavioural measure. Conversely, the few studies that use search-trend data in commerce 
research have generally treated search-interest indices as comparable across separately 
executed queries, which they are not: search platforms normalise each query independently, 
so a low-volume term and a high-volume term both peak at the index maximum [9]. 
Comparisons built on such data are, strictly speaking, uninterpretable.

The present study responds to both limitations. It conducts a PRISMA-guided struc-
tured review of the 2022–2026 literature—PRISMA, the Preferred Reporting Items for 
Systematic Reviews and Meta-Analyses, is the reporting standard that requires every record 
identified, screened, excluded and included to be counted and justified in a published flow 
diagram [10]—using an explicit three-axis Boolean criterion applied to titles and abstracts 
rather than relying on database subject tags, and it treats the resulting corpus not only 
as a set of coded records but as a semantic network whose structure is analysed through 
centrality measures and k-core decomposition. It then pairs that review with an anchored 
search-interest landscape in which a common reference term is embedded in every query 
so that interest levels are genuinely comparable. The two analyses are triangulated: the 
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thematic composition, semantic structure, and temporal dynamics of the literature (the 
supply side of attention) are read against the magnitude and trajectory of public search 
interest (the demand side).

Four contributions follow. Methodologically, the study demonstrates anchored nor-
malisation as a correction to a widespread but unremarked flaw in search-trend research 
and documents it transparently so that it can be replicated. Structurally, it applies seman-
tic network analysis to a PRISMA-screened corpus, producing a map of how the field’s 
concepts cohere rather than merely how often they appear. Empirically, it quantifies the 
magnitude gap between sustainability-related and mainstream commerce search interest 
in a national digital market. Theoretically, it supplies behavioural evidence bearing on the 
attitude–behaviour gap by showing that the gap is visible at the search stage, the earliest 
observable point of consumer information seeking.

2. Literature Review
2.1. Sustainability in Digital Commerce Research

Research connecting digital commerce and sustainability has developed along three 
broad lines. The first examines green products and purchase behaviour, typically modelling 
intention as a function of environmental concern, perceived consumer effectiveness, and 
product attributes [11–14]. The second examines circular practices—secondhand exchange, 
resale, refurbishment, rental—as commerce modalities with intrinsic environmental value, 
and asks what motivates participation [15,16]. The third examines the sustainability impli-
cations of specific channel forms, most prominently livestream and social commerce, where 
the immediacy of the format is thought both to stimulate consumption and to improve the 
transmission of provenance information [17–20].

These lines share an analytic structure: a consumer-level dependent variable, a set of 
psychological or channel-feature antecedents, and a survey or experimental design. What 
they share less often is attention to the informational and institutional conditions under 
which sustainability claims circulate. Governance, verification, and platform accountability 
appear infrequently, and when they do, they are usually treated as context rather than as 
objects of study.

Seven syntheses of this literature are available, and their boundaries are instruc-
tive. Rita and Ramos [2] analyse 104 Scopus articles on consumer behaviour and sus-
tainability in e-commerce (2001–2022) and recover a knowledge structure from co-citation; 
Zhang [3] screens 261 records to 58 and codes them against the nine sustainability-transition 
themes, acknowledging single-coder subjectivity. The remainder are function-bounded: 
Cano et al. [4] cover sustainable e-commerce logistics over a thirteen-month publication 
window, Mucowska [5] covers urban last-mile delivery, and Aziz et al. [6] cover e-grocery 
energy and environmental impact from twelve primary studies. Bălan [7] addresses retail 
engagement with sustainable consumption across 45 articles but with only a minority set 
online, and Shafi et al. [8] screen 51 Scopus records to 30 without formal quality appraisal. 
Three features recur: single-database sourcing in six of the seven, scope bounded to one func-
tion or category in four, and—without exception—validation of scholarly themes against 
other scholarship rather than against any external measure of what consumers attend to. 
The present review does not claim better coverage than these syntheses; it claims a different 
warrant, supplying the external behavioural comparison that none of them contains.

2.2. Greenwashing, Scepticism, and the Credence Problem
Sustainability attributes are credence attributes: consumers cannot verify them through 

inspection before purchase or through use after it. This creates a structural opening for 
greenwashing and, correspondingly, for consumer scepticism [21,22]. A growing literature 
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examines how scepticism forms and how certification and labelling mitigate it [21,22], and 
how source credibility substitutes for verification when verification is unavailable [23–25]. 
In digital commerce, the credence problem is intensified: the physical product is absent, the 
claim is mediated, and in livestream settings it may leave no durable record at all [26–28].

The theoretical importance of this literature is that it identifies the mechanism by 
which sustainability information either does or does not become actionable. Its empirical 
limitation is that scepticism is almost always measured through self-report, precisely the 
instrument most vulnerable to the social-desirability pressures surrounding sustainability. 
Behavioural traces of scepticism—including search behaviour directed at greenwashing 
itself—are rarely examined.

2.3. The Attitude–Behaviour Gap
The discrepancy between stated sustainability commitments and observed sustainable 

behaviour is one of the most robust findings in consumption research. Explanations invoke 
situational barriers, price sensitivity, habit, and the diffuse and deferred nature of environ-
mental benefit [29–32]. Most evidence comes from comparing survey-measured attitudes 
with survey-measured or panel-measured purchases.

Search behaviour occupies an informative position between these measures. It is 
behavioural rather than attitudinal, unobtrusive and therefore free of social-desirability 
bias [33], and antecedent to purchase in the decision sequence. If sustainability attitudes 
are widespread but sustainable purchasing is not, one may ask where in the sequence 
attenuation occurs. Evidence that attenuation is already visible at the search stage would 
locate it earlier than existing accounts assume.

2.4. Semantic Network Analysis of Research Corpora
Co-word and semantic network analysis treats a body of literature as a structure of 

concepts rather than a list of records. Keywords co-occurring within documents form 
a network whose centrality distribution reveals which concepts organise the field and 
whose cohesive structure reveals how concepts stratify into core and peripheral positions. 
The approach has an established record in recovering market structure and research-field 
organisation from unstructured text [34–36], and it complements frequency-based thematic 
coding by showing not merely what is studied but what is studied together.

Two analytic devices are used here. Centrality measures—degree, closeness, between-
ness, and eigenvector—characterise positional prominence, distinguishing concepts that 
are ubiquitous from those that broker between otherwise separated regions. k-core de-
composition partitions the network into nested strata of increasing cohesion, identifying 
a dense conceptual core and the peripheral positions attached to it, and is well suited to 
diagnosing whether a field’s subdomains are integrated with one another or merely with a 
shared abstract vocabulary.

2.5. Search-Trend Data and Its Normalisation Problem
Search-interest indices have been used in commerce research to nowcast demand, 

track diffusion, and characterise public attention. Choi and Varian [37] established the 
nowcasting template, and search volumes have since been used to measure attention to 
conservation topics [38] and to environmental awareness as a construct in its own right [39]. 
In the Korean market specifically, Song et al. [9] use Naver DataLab shopping-category 
volumes to track pandemic shifts in online purchasing across some 1800 product categories, 
establishing the platform as a usable instrument for consumer attention in this setting. Their 
appeal is scale and unobtrusiveness. Their principal hazard is less widely appreciated: 
platforms normalise interest within a query, rescaling each series so that its own maximum 
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equals the index ceiling. Two terms queried separately therefore both attain the ceiling 
regardless of their true relative magnitude, and any comparison of their levels—including 
aggregation into category shares—is invalid. Springer et al. [40] state the property directly, 
noting that the platform “provides only relative data and not absolute search volumes” 
and that series retrieved at different times may differ; Rovetta [41] documents day-to-
day sampling variability in repeated identical queries, and Cebrián and Domenech [42] 
model the sampling process and recommend averaging repeated extractions. A systematic 
review of 360 social-science applications finds that most report no test of internal validity 
or reliability across samples [43].

The correction is to embed a common anchor term in every query so that all series 
are normalised jointly against a shared reference, then rescale between queries using the 
anchor. This procedure is standard in some applied settings but is seldom reported in 
commerce research, with the consequence that published category-share comparisons 
based on separately executed queries may not support the interpretations placed on them. 
Two qualifications bound the contribution claimed here. The anchoring logic is not novel 
in itself—benchmark terms are discussed in the infodemiology literature [40]—and what 
is offered is its systematic application, empirical verification, and transparent reporting 
in a commerce setting, together with the observation that the resulting magnitudes are 
themselves conditional on which term serves as the anchor. The present study applies and 
documents the correction.

3. Research Questions
Six questions organise the study, three for each analysis, culminating in a triangula-

tion question.
RQ1. What is the thematic composition of the 2022–2026 literature on sustainable 

digital commerce, and which themes are underrepresented?
RQ2. How has thematic composition changed across the observation window?
RQ3. What is the semantic structure of the corpus—which concepts are central, and 

how do concepts stratify into core and peripheral positions?
RQ4. Once search-interest indices are anchored to a common reference, what is the mag-

nitude of sustainability-related public attention relative to mainstream commerce attention?
RQ5. How has that attention evolved between 2022 and 2025, and do sustainability 

subdomains differ in their trajectories?
RQ6. Where do the supply side (scholarly attention) and the demand side (public 

search attention) converge and diverge?

4. Methodology
4.1. Design, Data, and Transparency Statement

The study employs a sequential two-analysis design. Analysis 1 characterises the 
supply side of attention through a PRISMA-guided structured review supplemented by se-
mantic network analysis. Analysis 2 characterises the demand side through anchored search-
interest data. The two are then triangulated. All searches were executed on 23 July 2026; 
because search-interest indices are renormalised at query time and bibliographic databases 
are continuously updated, the collection date is reported throughout and is material 
to replication.

Bibliographic records were retrieved through the Publish or Perish 8 utility [44]. Search-
interest data were obtained from the Naver DataLab open application programming in-
terface and from Google Trends restricted to the Korean geography. Keyword lists, query 
strings, screening criteria, network construction parameters, and the anchoring procedure 
are reported below and in the Appendices A–D. The screened corpus, the co-occurrence 
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matrix in UCINET DL format, and the NetDraw input files are available from the corre-
sponding author.

4.2. Analysis 1: PRISMA-Guided Structured Review
The review follows PRISMA 2020 reporting conventions [10] adapted for a scoping 

synthesis [45]: the objective is to map themes, structure, and dynamics rather than to pool 
effect sizes, so no risk-of-bias assessment or meta-analytic aggregation was performed. 
Identification and eligibility were separate operations. Records were first identified through 
a relevance-ranked query in Publish or Perish rather than through a field-delimited Boolean 
expression, because the source platform does not support conjunction across fields; the 
executed query string is reported in Appendix A. The three-axis criterion was then applied 
post hoc to the title and abstract of every retrieved record. Recall is therefore governed 
by the platform’s relevance ranking and cannot be quantified, a limitation returned to in 
Section 8.3.

Eligibility was determined by a three-axis Boolean criterion requiring the simultaneous 
presence, in the title or abstract, of a commerce term (axis A), a sustainability term (axis B), 
and a perception or behaviour term (axis C); the complete term lists appear in Appendix A. 
Requiring conjunction across all three axes, rather than relying on database subject tags, 
was necessary because preliminary screening of a keyword-only collection had returned 
approximately half its records from chemistry, materials, and construction, fields in which 
eco-friendly appears as a process descriptor unrelated to commerce.

The conjunction requirement has a consequence for scope that must be stated before 
any theme share is interpreted. Axis C requires perception or behaviour vocabulary, so a 
study of certification regimes, platform liability, environmental regulation or infrastructure 
that reports no consumer-side construct is excluded by design. Re-applying the three axes 
to the 700 retrieved records isolates the effect: of the records carrying both a commerce and 
a sustainability term, 119 fail axis C, and governance vocabulary (governance, regulation, 
certification, accountability, compliance, policy, enforcement, disclosure, liability) appears 
in 12 of them, or 10.1%, against 6.2% of the records that satisfy all three axes. Governance 
research is therefore over-represented among the exclusions by a factor of about 1.6. Every 
theme share reported below is accordingly a share of consumer-facing sustainable digital 
commerce research, not of the field at large, and the governance figure in particular is a 
lower bound.

Figure 1 reports the resulting flow. Of 700 records identified, 10 were excluded as 
citation-only entries, 4 fell outside the 2022–2026 observation window, and 2 were duplicates, 
leaving 684 records for screening. Of these, 381 failed the eligibility criterion (6 lacking 
a commerce term, 258 lacking a sustainability term, and 117 lacking a perception term), 
yielding 303 included studies.

A separate venue census was assembled to position the study within the target journal’s 
own research landscape. Because a single retrieval pass approached the platform’s return 
ceiling, three passes were executed—one covering 2006–2026 and two covering 2006–2022 
and 2023–2026 separately—and merged. Of 1859 retrieved records, 728 were duplicates and 
one was published outside the journal, yielding 1130 unique articles. Sustainability content 
within the census was identified by keyword match on titles and abstracts.
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Figure 1. PRISMA 2020 flow diagram for the structured review. Note. Records identified on 23 July 2026 
through a relevance-ranked query in Publish or Perish against Google Scholar; the executed query 
string is reported in Appendix A. Eligibility was then assessed post hoc and required the conjunction 
of a commerce term (A), a sustainability term (B), and a perception or behaviour term (C) in the title 
or abstract.

Thematic coding was performed by keyword rule applied to titles and abstracts. Each 
record was assigned to the first matching theme under a priority order running from the 
most lexically specific category to the most general: platform and governance; greenwashing 
and trust; circular economy and secondhand exchange; livestream and social commerce; 
logistics and packaging; technology and artificial intelligence; green products and purchase 
behaviour; and an unclassified residual. This direction was chosen deliberately. Under 
the reverse order, broad environmental vocabulary absorbs the narrower institutional and 
technological categories: of the eighteen records carrying governance vocabulary only 
five, and of the eighteen carrying artificial-intelligence vocabulary only seven, would be 
assigned to those themes. Two further rules follow from the eligibility criterion. First, 
the bare tokens green and sustainab* are excluded from the green-products rule, because 
the criterion requires an axis-B term in every record and these tokens therefore carry no 
discriminating power; including them assigns 91.1% of the corpus to that single theme. 
Second, records carrying only axis-B vocabulary without any theme-specific expression 
are assigned to the residual rather than to green products. The complete pattern set, the 
coding script, and a multi-label version of the same rules are provided in Appendix D and 
in the supplementary repository. Because rule-based assignment is reproducible but not 
thereby valid, the coding was validated against independent manual coding. A stratified 
random sample of 100 records was drawn, comprising every record assigned to the four 
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smallest substantive themes—where boundary error is most consequential—and a random 
draw from the remainder. Two authors coded each record independently from its title 
and abstract, blind to the rule assignment, using the theme definitions in Appendix D. 
Inter-coder agreement is reported as Cohen’s κ and Krippendorff’s α, and rule accuracy 
as agreement with the coders’ consensus, computed on the records where the two coders 
agreed without adjudication. Because the sample deliberately over-samples the smallest 
themes, the manual codes were also used to re-estimate the thematic distribution of the 
full corpus by weighting each stratum back to its population size, with 95% intervals from 
10,000 stratified bootstrap replications. Results appear in Section 5.2 and Appendix D, and 
the coding sheets, the scoring script and the resulting confusion matrix are supplied in the 
Supplementary Materials.

4.3. Semantic Network Construction and Analysis
Titles and abstracts were tokenised after removal of function words and generic aca-

demic vocabulary, with multi-word concepts consolidated into single tokens and morpho-
logical variants merged. The thirty-three most frequent substantive keywords were retained 
as nodes, and ties were defined by document-level co-occurrence across the 303 included 
studies. Sixteen of the thirty-three retained keywords are themselves axis terms from the 
eligibility criterion; their joint prominence is therefore induced by the selection design and is 
not an empirical property of the field. Section 5.4 accordingly reports a robustness analysis 
in which the axis terms are removed and the network is re-thresholded on the remaining 
distribution, and confines the substantive interpretation to structural features that survive 
that removal. Because the unthresholded network was highly saturated—a density of 0.888, 
with almost every keyword pair co-occurring at least once—a threshold was applied at 
the seventieth percentile of the co-occurrence distribution (nine co-occurrences), reduc-
ing density to 0.303 while retaining all thirty-three nodes. Because the reported structure 
is sensitive to this choice, the network was recomputed across the fortieth to ninetieth 
percentiles; the full sensitivity grid appears in Appendix C. Core membership is stable 
between the sixtieth and eightieth percentiles, whereas the concentration of brokerage rises 
monotonically with the threshold, from 19.8% at the fortieth percentile to 90.6% at the 
ninetieth. The brokerage figures reported below should therefore be read as properties of 
the network at a co-occurrence strength of nine or above, not as threshold-free quantities.

The thresholded matrix was analysed in UCINET 6.780 [46] with ties treated as val-
ued, so that centrality reflects co-occurrence strength rather than mere presence. Degree, 
closeness, betweenness, and eigenvector centrality were computed to characterise posi-
tional prominence, and k-coreness was computed to identify the network’s core–periphery 
structure. Layout coordinates were computed by spring embedding in NetDraw and the 
figure was rendered for publication with node shape and fill encoding k-core stratum, 
node size proportional to valued degree, and edge width and darkness proportional to 
co-occurrence strength.

Raw co-occurrence counts confound association with term frequency: two frequent 
keywords co-occur often whether or not they are related. Three frequency-normalised 
measures were therefore computed alongside the raw counts for every keyword pair—the 
Jaccard index, the cosine (Salton) coefficient, and association strength, the probabilistic 
measure cij ·N/(ni ·nj ) recommended by van Eck and Waltman [47] for co-occurrence data, 
which equals one under statistical independence. Pointwise mutual information was also 
computed but is undefined for the 35 pairs that never co-occur and is reported only for 
non-zero cells. Statistical significance was assessed against a randomisation model that 
holds each keyword’s document frequency fixed at its observed value and assigns it to 
documents at random, so that any residual structure cannot be attributed to keyword 
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frequency. Ten thousand draws were generated; reported p-values are the proportion of 
draws at least as extreme as the observed statistic. Expected counts under independence 
were also computed analytically as ni ·nj /N with hypergeometric tail probabilities for the 
zero and threshold-clearing cells.

4.4. Analysis 2: Anchored Search-Interest Landscape
Public attention was measured from Naver DataLab, the dominant search infrastructure 

in the Korean digital environment, and from Google Trends restricted to Korea. Because 
neither platform supports Boolean conjunction or wildcards, the three-axis criterion used 
in Analysis 1 could not be applied directly. Instead the conceptual intersections were 
operationalised as compound consumer search expressions in which two axes are lexically 
fused—for example, an expression combining eco-friendliness and shopping realises the 
intersection of axes A and B within a single term. Nine keyword groups were constructed 
across five categories; the complete list appears in Appendix B.

Keywords were validated before collection by querying each individually and com-
puting the proportion of months returning non-zero interest. Three initially specified 
expressions returned non-zero values in fewer than 12% of months and were replaced with 
broader consumer-facing equivalents: a compound of sustainable consumption and ESG 
consumption (2.5% of months) was replaced by the general term ESG; vegan cosmetics 
(11.3%) was replaced by the superordinate vegan; and a compound of eco-friendly pack-
aging and eco-friendly delivery (11.3%) was replaced by a compound of refill station and 
eco-friendly packaging. The validation output for every candidate keyword, and the config-
uration file recording each substitution, are provided in the Supplementary Materials. One 
expression retained through validation was subsequently excluded on construct-validity 
grounds. The group labelled ESG (search terms: ESG, ESG management, and sustainable 
consumption) proved to capture corporate environmental, social and governance discourse 
rather than consumer sustainable shopping. Three observations support the exclusion: its 
anchored magnitude differed between platforms by a factor of twenty-four (13.1% of the 
anchor on Naver against 318% on Google); its temporal profile tracked the debate over 
mandatory disclosure rather than any consumption cycle; and within Naver alone it stood 
at 13.1% of the anchor, more than three times the next largest sustainability expression 
and eighteen times the smallest, placing it in a different order of magnitude from every 
consumer-facing term in the set.

Anchored collection proceeded as follows. Because each platform normalises interest 
within a query, the anchor term was included in every Naver request, each comprising the 
anchor, a fixed probe group, and up to three further groups. Series were then rescaled 
between requests by the ratio of the anchor’s reference mean to its mean within the request. 
What the verification establishes requires precise statement. The probe group, collected in 
all three requests, was reproduced identically after rescaling across all fifty-five months, 
with a maximum relative deviation of 0.000% (Appendix B, Table A2); the rescaling factor 
was exactly 1.000 in every request. Taken alone this would be close to circular, since it 
tests the arithmetic under the authors’ own collection configuration. The substantive result 
is a different one. The three requests differed in composition—two carried five groups 
and one carried three—and the anchor and probe series returned by the platform were 
numerically identical across all three to the full precision of the response, as were their 
ratios. The platform’s normalisation of these series is therefore invariant to which other 
terms accompany them, which is the property the bridge requires: a term’s value is the 
same whether or not it was co-queried with a given other term. This holds because the 
anchor sets the index ceiling in every request, and it would not be expected to hold for an 
anchor that did not. What the design cannot establish is agreement with an independently 
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executed joint query containing terms that were never co-queried here; that check requires 
re-collection and is identified as a priority in Section 8.4. The highest-volume commerce 
expression served as the anchor, and Naver returned monthly indices for all nine groups 
across fifty-five months. Because every reported magnitude is a ratio to that anchor, the 
choice of anchor is itself a parameter: Section 6.1 and Appendix B, Table A4 report all 
results against an alternative mainstream-commerce denominator, and against the ESG 
group that was excluded on construct-validity grounds. On the Google side, rate limiting 
prevented completion of the first batch; the four groups obtained came from a single joint 
query and are internally comparable without rescaling, but no between-request alignment 
was performed, and the Google series is therefore used only for the exploratory contrast in 
Section 6.3.

5. Results of Analysis 1: The Structure of the Literature
5.1. Corpus Composition

The included corpus comprises 303 studies published between 2022 and 2026. Venue 
names in the retrieval metadata are truncated for 153 of the 303 records (50.5%), so the 
number of distinct outlets cannot be determined: at least 89 distinct venues are identifiable 
from complete names, but truncated strings both fragment single journals across variants 
and collapse different journals into shared stems, the largest such stem accounting for twelve 
records. Dispersion is therefore reported qualitatively rather than as a count. Annual output 
rises across the window—38 studies in 2022, 44 in 2023, 81 in 2024, 108 in 2025, and 32 in the 
partial year 2026—but this series describes the corpus, not the field. Because identification 
proceeded through a relevance-ranked query whose recall cannot be quantified, and because 
re-executing the same query returned materially different counts (Section 8.3), the rising 
counts are consistent with growth in the literature but do not establish it: they are equally 
consistent with improving index coverage of recent years, which is a known property 
of the source. The within-corpus comparisons that follow—thematic shares by year—
are unaffected, because they are proportions within each annual slice rather than counts 
across slices, and these are the quantities on which the argument rests. References to 
expansion elsewhere in this article should be read as describing the corpus. The corpus has 
accumulated 5017 citations, a mean of 16.6 per study, with a median of five, indicating a 
citation distribution typical of a young and rapidly growing field.

5.2. Thematic Composition (RQ1)
Table 1 reports the thematic distribution. Green products and purchase behaviour 

dominate at 29.0%, followed by logistics and packaging at 20.8% and livestream and social 
commerce at 11.9%. A residual fifth of the corpus (19.5%) carries sustainability vocabulary 
without any theme-specific expression and is left unclassified rather than forced into a 
substantive category.

Two findings in this table are negative and consequential. Platform and governance 
accounts for eleven studies, or 3.6% of the corpus. Two qualifications bound that number 
before it is interpreted. It is a share of studies meeting an eligibility criterion that requires 
perception or behaviour vocabulary, and such vocabulary is precisely what institutional 
research often lacks; governance vocabulary is over-represented among axis-C exclusions 
by a factor of about 1.6 (Section 4.2), so 3.6% understates the governance share of the wider 
field. Against this, manual inspection of all eleven records indicates that the rule also 
admits studies in which policy or regulation is mentioned in passing rather than studied, 
so precision is imperfect in the opposite direction (Appendix D). The point estimate should 
therefore not be read as precise. The validation reported below quantifies both errors and 
shifts two figures in this table. Re-estimating the thematic distribution from the manual 
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consensus codes, with the sampling design weighted out, puts governance at 2.2% (95% CI 
0.6 to 4.4) rather than 3.6%, and greenwashing and trust at 1.7% (95% CI 0.0 to 3.3) rather 
than 5.3%. The rule overstates both, and the more severely the second; the re-estimate does 
not separate them, since the probability that greenwashing and trust is the smaller of the 
two is 0.57 across the bootstrap distribution, so no ordering between the two can be asserted. 
Both remain small on either coding, and the two are small together: the credibility-related 
themes account for 3.9% of the corpus (95% CI 1.7 to 6.6) against 23.7% for green products 
and purchase behaviour, a ratio of 6.1 to one whose confidence interval (2.5 to 17.6) excludes 
parity. Table 1 is retained as the rule-based coding of the full corpus, which is deterministic 
and reproducible; the corrected estimates, which rest on 65 manually coded records and 
are reported as a direction-of-bias diagnostic rather than a corrected distribution, are given 
in Appendix D, Table A13. That literature preoccupied with the credibility of sustainability 
claims should devote under a seventh of its output to the credibility of those claims and to 
the institutional arrangements that determine credibility is a structural imbalance rather 
than an incidental gap. The field studies whether consumers respond to sustainability 
attributes far more than it studies whether those attributes can be believed.

Table 1. Thematic distribution of the included studies (N = 303).

Theme n Share (%)

Green products and purchase behaviour 88 29.0
Logistics and packaging 63 20.8

Unclassified/general electronic commerce 59 19.5
Livestream and social commerce 36 11.9

Circular economy and secondhand exchange 23 7.6
Greenwashing and trust 16 5.3
Platform and governance 11 3.6

Technology and artificial intelligence 7 2.3
Note. Single-label assignment under the priority order reported in Section 4.2 (most specific to most 
general). Shares sum to 100%. Multi-label prevalence under the same rules is reported in Appendix D, 
Table A10.

Two authors independently coded the stratified sample of 100 records described in 
Section 4.2, using titles and abstracts and remaining blind to the rule-based thematic assign-
ments. Inter-coder agreement was moderate, with Cohen’s κ = 0.590 and Krippendorff’s 
α = 0.588 (nominal metric). The two coders assigned identical thematic categories to 65 
of the 100 records, yielding an observed agreement rate of 65.0%. Agreement at this level 
indicates that the eight-category scheme has boundaries which two trained readers do 
not partition identically from title and abstract alone, so the per-theme figures below are 
correspondingly imprecise. Disagreements occurred in 35 records and are concentrated on 
the boundary between the general category and the substantive themes: one coder placed 
15 records in the general category and the other 30, which accounts for the larger part of 
the gap. The 35 were left unadjudicated and excluded from the comparison rather than 
resolved by the authors, so all figures below rest on the 65 records on which two blind 
coders agreed independently. Against that consensus, the rule assignment is correct in 40 
of 65 cases, an accuracy of 61.5%. Accuracy is not uniform across themes, and the pattern is 
systematic rather than random. Precision is complete for livestream and social commerce 
(five of five) and for technology and artificial intelligence (six of six), high for logistics and 
packaging (86%), and poor for the three categories highest in the priority order: platform 
and governance 50%, circular economy 45%, and greenwashing and trust 27%. Recall runs 
in the opposite direction, reaching 100% for greenwashing and circular economy but only 
38% for green products, 47% for the general category and 56% for livestream. The diagnosis 
follows directly from the priority rule set out in Section 4.2. Assignment runs from the most 

https://doi.org/10.3390/jtaer21110393

https://doi.org/10.3390/jtaer21110393


J. Theor. Appl. Electron. Commer. Res. 2026, 21, 393 12 of 33

lexically specific category to the most general, on the assumption that specific vocabulary is 
diagnostic; the validation shows that for the highest-ranked categories it is not. Terms such 
as trust, certification and resale occur in studies whose object is a channel, a product class or 
a logistics process, and because those categories sit above livestream, logistics, technology 
and green products in the order, they capture records that belong elsewhere. Four records 
assigned to greenwashing and trust were coded by both coders as livestream studies, and 
four assigned to circular economy as green-product studies. The priority order, in other 
words, is an active source of error, not the patterns themselves, and the categories it harms 
are the ones it ranks lowest. Because the consensus base is 65 records and several per-theme 
cells hold fewer than ten, these rates indicate direction rather than precise magnitude. The 
full confusion matrix, per-theme precision and recall, and the design-weighted re-estimate 
of the thematic distribution appear in Appendix D, Tables A12 and A13. Independently 
of the manual validation, 29.7% of records matched two or more thematic patterns under 
multi-label coding, including 12 records matching three patterns. This indicates potential 
sensitivity of single-label assignments to the priority order, which the validation confirms 
is realised rather than merely potential.

5.3. Temporal Dynamics (RQ2)
Table 2 and Figure 2 report thematic shares by year. Green products and purchase 

behaviour, though dominant throughout, declines from 28.9% in 2022 to 15.6% in 2026, 
indicating diversification rather than displacement. Circular economy rises from 5.3% to 
9.4%, and livestream and social commerce, after a trough in 2023, reaches 21.9% in 2026. 
Platform and governance is absent only in 2022; it appears from 2023 onward but never 
exceeds 5.6% of annual output in any year.

The dominant movement is a gradual decentring of the green-product paradigm. Early 
work asked whether consumers would choose sustainable products; later work distributes 
attention across the transaction as a whole—its fulfilment infrastructure, its circular alterna-
tives, and its channel forms. Governance is thin throughout rather than newly emergent: 
it is present in every year from 2023 but never rises above a twentieth of annual output, 
even as regulatory activity in this domain intensified across the same period. The pattern is 
one of persistent underweighting rather than delayed arrival, which is the more difficult 
finding for the field to explain.

Figure 2. Thematic shares of annual publication output, 2022–2026.
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Table 2. Thematic shares by publication year (%).

Theme 2022 2023 2024 2025 2026

Green products and purchase behaviour 28.9 36.4 28.4 30.6 15.6
Logistics and packaging 18.4 20.5 23.5 19.4 21.9

Unclassified/general electronic commerce 23.7 20.5 17.3 19.4 18.8
Livestream and social commerce 13.2 6.8 12.3 10.2 21.9

Circular economy and secondhand exchange 5.3 4.5 8.6 8.3 9.4
Greenwashing and trust 7.9 6.8 3.7 4.6 6.2
Platform and governance 0.0 4.5 2.5 5.6 3.1

Technology and artificial intelligence 2.6 0.0 3.7 1.9 3.1
Note. Column percentages within each publication year under single-label assignment. The 2026 
column covers a partial year (n = 32) and is therefore more volatile. Multi-label prevalence by year is 
reported in Appendix D, Table A11.

5.4. Semantic Network Structure (RQ3)
The keyword co-occurrence network comprises thirty-three nodes. Before thresholding 

its density was 0.888, meaning that almost every keyword pair co-occurred at least once 
across the corpus. After thresholding at nine co-occurrences, the network retains 160 ties at 
a density of 0.303. Centrality was computed in UCINET with ties treated as valued, so that 
scores reflect co-occurrence strength.

Table 3 reports the results for the fifteen most prominent keywords. Two findings 
stand out. First, the distribution is steeply hierarchical: e-commerce (valued degree 1183) 
and green (901) are followed at a considerable distance by awareness (625) and sustainable 
(573), after which values decline rapidly. Eigenvector centrality confirms the ordering, with 
e-commerce at 0.507 and green at 0.421 against 0.347 for awareness. Second, and more 
consequentially, betweenness is extraordinarily concentrated. Of thirty-three keywords, 
twenty-one have betweenness of exactly zero, and e-commerce (130.53) and green (120.53) 
together account for 68.0% of all brokerage in the network. The next highest value, awareness 
at 36.20, is less than a third of either.

Table 3. UCINET centrality scores for the fifteen most prominent keywords.

Keyword Degree Farness Eigenvector Betweenness k-Core

e-commerce 1183 33 0.507 130.53 11
green 901 33 0.421 120.53 11

awareness 625 41 0.347 36.20 11
sustainable 573 42 0.313 26.20 11
purchase 387 46 0.214 10.51 11

environmental 348 49 0.225 6.58 11
purchase intention 343 45 0.189 28.33 11

behaviour 306 49 0.179 4.71 11
product 281 52 0.180 0.20 11

eco-friendly 265 50 0.160 2.93 11
online shopping 251 51 0.146 1.41 11

attitude 222 51 0.139 0.87 11
platform 213 54 0.153 0.00 10

perception 130 57 0.100 0.00 7
intention 116 56 0.081 0.00 8

Note. Computed in UCINET 6.780 on the thresholded matrix with ties treated as valued (raw scores). 
Degree is the sum of tie strengths; farness is the sum of geodesic distances, so lower values indicate 
greater proximity. Twenty-one of the thirty-three keywords have betweenness of exactly zero. Sixteen 
of the thirty-three keywords are axis terms from the eligibility criterion; see Section 5.4 and Appendix C 
for the robustness analysis in which they are removed.
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The k-coreness column reveals the structure underlying this concentration. Table 4 
partitions the network into three strata. A dense core of twelve keywords occupies the 
11-core, meaning each is connected to at least eleven of the other core keywords. Below it, 
thirteen keywords occupy intermediate positions in the 4-core to 10-core range, and eight 
keywords occupy the 1-core to 3-core periphery. The drop from the 11-core to the next 
stratum is abrupt: no keyword occupies a 9-core position, and only one occupies the 10-core. 
Figure 3 shows the thresholded network, with the three strata distinguished by node shape 
and fill.

Table 4. Core–periphery structure from k-core decomposition.

Stratum n Keywords Interpretation

11-core 12
e-commerce, green, awareness, sustainable, 

environmental, purchase, purchase intention, product, 
behaviour, online shopping, eco-friendly, attitude

Dense conceptual core: channel, 
environmental attribute, and 

consumer-cognition vocabulary

4- to 10-core 13
platform, perception, intention, online, consumption, 

packaging, green product, digital, consumer 
behaviour, adoption, brand, social, delivery

Intermediate layer attached to the core

1- to 3-core 8 social commerce, livestreaming, trust, logistics, green 
marketing, circular economy, marketing, supply chain

Periphery: subdomain vocabulary with 
no mutual integration

Note. k-coreness computed in UCINET 6.780. A keyword in the k-core is connected to at least k others 
within the same core. All peripheral keywords have betweenness of zero.

Figure 3. Semantic network of the corpus by k-core stratum. Note. Layout coordinates computed 
by spring embedding in NetDraw from the thresholded matrix. Node shape and fill denote k-core 
stratum; node size is proportional to valued degree; and edge width and darkness are proportional to 
co-occurrence strength. Ties below nine co-occurrences are suppressed.

Read together, these results describe a field held together by its most abstract vocabulary. 
The twelve keywords in the densest stratum combine three vocabularies—the channel, the 
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environmental attribute, and consumer cognition—but eleven of them are axis terms from 
the eligibility criterion, which required a term from each axis in every record. Their joint 
prominence is therefore induced by the selection design and is not interpreted here as 
evidence that the field has fused these vocabularies.

The periphery tells a different story, though it requires a frequency-normalised test 
before it can be told. Fourteen subdomain keywords—packaging, delivery, logistics, supply 
chain, trust, green marketing, marketing, brand, social, social commerce, livestreaming, 
circular economy, green product and platform—form 91 possible pairs among themselves. 
Across the unthresholded corpus, these pairs co-occur a mean of 1.40 times, reach a maxi-
mum of five, and not one attains the threshold of nine; 35 of the 91 pairs never co-occur at all. 
The same fourteen terms, paired against the four most central keywords, co-occur a mean of 
12.6 times, reach a maximum of fifty, and clear the threshold in 37 of 56 pairs. Raw counts of 
this kind confound association with frequency, and most of the ninefold gap is indeed a fre-
quency effect: a randomisation model that holds every keyword’s document frequency at its 
observed value and assigns documents at random produces a ratio of 7.48 (95% interval 6.41 
to 8.67) against the observed 9.06. Normalised measures tell the same story—association 
strength, which equals one under independence, is 0.82 for subdomain pairs against 0.96 
for subdomain–core pairs, a ratio of 1.17 rather than nine (Appendix C, Table A9). The 
claim that subdomain terms are specially attracted to the core cannot be sustained: at 12.64 
observed against 12.79 expected, they attach to core vocabulary almost exactly as often as 
their frequencies alone predict (p = 0.32). Two results do survive the correction, and they 
are the ones the argument now rests on. Subdomain pairs co-occur less often than chance, 
1.40 observed against 1.72 expected (p = 0.003), a deficit of 19%. More robustly, 35 of the 
91 pairs never co-occur where 19.7 would be expected under the same null, a result no 
randomisation draw in ten thousand reproduced (p < 0.001). The accurate formulation is 
therefore not that subdomains are bound to a shared abstract vocabulary—they are bound 
to it no more than chance requires—but that they avoid one another: the subdomain studies 
are disconnected from each other to a degree that their individual prominence in the corpus 
does not explain. Nothing in the eligibility criterion requires this: the criterion demands a 
term from each of the three axes but places no constraint on whether logistics research and 
livestream research share language.

Two robustness checks support confining the interpretation in this way. Removing 
the sixteen axis terms and re-thresholding at the seventieth percentile of the remaining 
distribution leaves a network of seventeen nodes, 48 ties and a density of 0.353, in which 
brokerage remains concentrated in two generic terms (77.0%); the concentration of broker-
age in general vocabulary therefore survives the removal, whereas the composition of the 
dense core does not. Varying the threshold across the fortieth to ninetieth percentiles leaves 
the identity of the two principal brokers unchanged from the sixtieth percentile upward—at 
the fortieth and fiftieth, the second broker is sustainable rather than green (Appendix C, 
Table A6)—while moving their combined share from 19.8% to 90.6%. Both grids are re-
ported in Appendix C. Core membership is correspondingly threshold-dependent: the 
densest stratum contains 16, 12 and 13 keywords at the sixtieth, seventieth and eightieth 
percentiles, respectively, so statements about which keywords occupy the core hold at the 
reported cut and not in general. The subdomain result above is not subject to this caveat, 
being computed on the unthresholded matrix. A caution also applies to reading the net-
work as a map of the field’s concepts. The network is built from literal keyword occurrence 
in titles and truncated abstracts, whereas the thematic coding operates on concepts, and 
the two diverge systematically. Circular economy appears as a term in sixteen records 
but as a theme in twenty-three, because much circular-commerce research uses second-
hand, resale or refurbishment instead, none of which ranks among the thirty-three most 
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frequent keywords. Conversely, platform occurs in fifty-six records but anchors only eleven 
governance-coded studies, and greenwashing itself does not rank among the thirty-three 
and is therefore absent from the network altogether. The peripheral position of a subdomain 
in this network indicates that its canonical term is lexically isolated, not that the research 
area is conceptually isolated.

5.5. Venue Landscape
Because venue names are truncated in half of the retrieval metadata, the corpus cannot 

be characterised by a venue count. What can be said is that no single outlet accounts for 
more than a small fraction of output and that the identifiable venues span sustainability-
focused outlets, commerce and information-systems journals, and general management 
titles. Sustainable digital commerce is not consolidated within a disciplinary home.

5.6. The Target Venue’s Research Landscape (N = 1130)
Splitting the retrieval period proved necessary because a single query approached 

the platform’s return ceiling; the merged census recovered 131 articles that the single pass 
had missed. Neither retrieval strategy dominated, however. The split passes recovered 88 
additional records for 2006–2022 but returned 227 fewer for 2023–2026, reflecting query-
dependent relevance ranking in the source platform. The union of all passes was therefore 
used, and the instability is itself reported as a limitation of retrieval from this source.

The census documents an institutional transition that conditions any interpretation 
of the journal’s output. The journal was published in Chile until 2021 and by its current 
publisher thereafter, and the transition is visible in volume: annual output averaged ap-
proximately twenty articles from 2006 to 2019, rose to 39 in 2020, and reached 166 in 2021, 
the transition year in which both publishers appear. Output peaked at 248 articles in 2025. 
Table 5 reports the distribution.

Table 5. Target-venue census by era and sustainability content (N = 1130).

Period Articles Sustainability-Related Share (%)

2006–2011
(early, founding publisher) 125 0 0.0

2012–2020
(late, founding publisher) 199 5 2.5

2021–2026
(current publisher) 806 50 6.2

Total 1130 55 4.9
Note. Census assembled 23 July 2026 from three merged retrieval passes. The transition year 2021, in 
which both publishers appear, is assigned to the current-publisher era. Sustainability-related articles 
were identified by keyword match on titles and abstracts. None of the 1130 records carries a DOI in 
the retrieval metadata, so deduplication relied on normalised titles alone, and 82 records (7.3%) have 
no abstract and were classified on the title alone. Because retrieved abstracts are also short, the count 
is a lower bound.

Sustainability content within the venue is both recent and thin. No sustainability-
related article appears before 2012, the share remains at 2.5% through 2020, and it reaches 
6.2% only under the current publisher, peaking at 8.6% in 2024. Across the entire twenty-
year history, 55 articles, or 4.9% of output, engage sustainability in any form. Because 
retrieved abstracts are short, this is a lower bound; nevertheless the order of magnitude is 
informative.

The thematic profile of these 55 articles differs from that of the international corpus 
analysed above. Logistics and packaging is the largest identifiable cluster with six articles, 

https://doi.org/10.3390/jtaer21110393

https://doi.org/10.3390/jtaer21110393


J. Theor. Appl. Electron. Commer. Res. 2026, 21, 393 17 of 33

followed by circular economy and secondhand exchange with five and green products 
with four. Platform and governance, absent from the semantic network of the international 
corpus, appears in three articles here. Livestream sustainability and greenwashing are each 
represented by a single article. The most cited members of the subset address blockchain 
adoption, digital financial services, circular business models, and fast-fashion participation, 
indicating that the venue has engaged sustainability primarily through business-model and 
technology lenses rather than through consumer perception.

Two observations follow. First, the venue has published sustainability research consis-
tently but sparsely across its history. Second, its existing sustainability work approaches 
the topic through business models and technologies rather than through public perception 
and information behaviour.

5.7. Publication Route and Indexing Profile
Because Google Scholar indexes repositories and preprint servers alongside publisher 

platforms, the corpus includes records whose route to publication varies in ways that bear 
on their standing. Each record was therefore classified by its host: major academic publish-
ers whose journals are routinely indexed in Scopus and Web of Science; repositories and 
aggregators such as institutional archives and academic social networks; and other pub-
lishers, comprising smaller presses, regional outlets, and conference proceedings. Table 6 
reports the distribution.

Table 6. Publication route of the included studies (N = 303).

Route n Share (%) Mean Citations Median Citations

Major academic publisher 158 52.1 23.0 9
Other publisher 104 34.3 9.9 3

Repository or aggregator 41 13.5 8.5 3
Note. Classification by host platform recorded in the retrieval metadata. Major publishers comprise 
MDPI, Springer, Elsevier, Taylor & Francis, Emerald, IEEE, Frontiers, Wiley, Inderscience, SAGE, ACM, 
and De Gruyter. Because formal indexing status was not verified against the Scopus source list, this 
classification is a proxy for indexing rather than a determination of it.

Slightly more than half of the corpus (52.1%) was published by major academic pub-
lishers whose journals are typically indexed, and these records accumulate substantially 
more citations than the remainder (mean 23.0 against 9.9 and 8.5; median nine against three 
and three). The 13.5% hosted by repositories and aggregators is a direct consequence of the 
retrieval platform: Scopus and Web of Science would not return such records. Their inclu-
sion broadens coverage of recent and regionally published work at the cost of heterogeneity 
in peer-review status, and readers should weigh the two analytic strata accordingly. Table 7 
lists the twelve major publishers represented in the corpus, and two observations follow 
from it.

First, the publisher profile is dominated by open-access and hybrid portfolios, with 
MDPI alone accounting for 12.5% of the corpus and MDPI, Springer, and Frontiers together 
for 24.4%. Venues with shorter review cycles are heavily represented, so the corpus is 
heterogeneous in the maturity of the peer review its members have undergone.

Second, the thematic profile of indexed-publisher output differs only modestly from 
the corpus as a whole. Green products and purchase behaviour is less dominant among 
major-publisher records (22.8% against 29.0%), while logistics and packaging (23.4% against 
20.8%), circular economy (8.9% against 7.6%), technology and artificial intelligence (4.4% 
against 2.3%), and platform governance (3.8% against 3.6%) are better represented. The 
direction is consistent: the emerging themes are slightly more visible in indexed venues 
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than in the corpus at large, suggesting that the reorientation documented in Section 5.3 
is not an artefact of less-scrutinised outlets. The share of major-publisher output is stable 
across the window, ranging between 45.5% and 65.8% with no monotonic trend.

Table 7. Major academic publishers represented in the corpus.

Publisher n Share of Corpus (%)

MDPI 38 12.5
Springer 26 8.6
Elsevier 22 7.3

Taylor & Francis 17 5.6
Emerald 16 5.3

IEEE 11 3.6
Frontiers 10 3.3

Wiley 7 2.3
Inderscience 5 1.7

SAGE 3 1.0
ACM 2 0.7

De Gruyter 1 0.3
Note. Publishers accounting for at least one included study. Subtotal 158 studies (52.1%).

6. Results of Analysis 2: The Anchored Search-Interest Landscape
6.1. Magnitude of Sustainability-Related Search Interest (RQ4)

Anchoring makes cross-group magnitude comparison possible. Table 8 and Figure 4 
report mean anchored interest for each keyword group, in index units and as a percentage 
of the anchor. Secondhand trading, the anchor, has a mean anchored index of 68.81. Every 
sustainability-oriented expression falls between 0.50 and 2.82, that is, between 0.73% and 
4.10% of the anchor.

Aggregated to categories, secondhand and circular exchange accounts for 89.0% of 
total anchored interest, green shopping for 4.6%, channel and live commerce for 2.8%, 
eco-packaging for 2.1%, and ethical consumption and greenwashing for 1.5%. Interpre-
tive caution is warranted: secondhand trading is a mass consumer activity conducted 
through named platforms, whereas the other expressions denote orientations rather than 
transactions. But the magnitude of the difference—two orders of magnitude between the 
anchor and the ethical-consumption expression—is not explicable by that distinction alone. 
Sustainability, as a search-articulated concern, occupies a very small share of the attention 
consumers direct at commerce.

Table 8. Anchored search interest by keyword group (Naver DataLab, monthly, 2022–2026).

Keyword Group Mean Index % of Anchor

Secondhand trading (anchor) 68.81 100.00
Vegan 2.82 4.10

Live commerce 2.17 3.15
Zero waste 1.68 2.44

Resale 0.85 1.24
Green shopping 0.74 1.08
Greenwashing 0.68 0.98

Ethical consumption 0.50 0.73
Note. Means of monthly anchored indices across 55 months (January 2022 to July 2026). All Naver 
requests included the anchor term; series were rescaled between requests using the anchor’s mean. 
Data were retrieved on 23 July 2026, so the final month is partial; recomputing over the 54 complete 
months raises the anchor mean from 68.81 to 69.33 and leaves every reported percentage of the anchor 
unchanged to one decimal place.
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Figure 4. Mean anchored search interest by keyword group (logarithmic scale).

Both figures are conditional on the anchor, and the condition is not innocuous. Sec-
ondhand trading is used here as the benchmark for mainstream commerce because it is the 
highest-volume consumer transaction expression available on the platform, but it is also coded 
as a circular-economy activity in Analysis 1, so the denominator is not a sustainability-neutral 
measure of commerce attention. Repeating the analysis against live commerce, a channel 
expression with no sustainability content, changes the magnitudes substantially: sustainability 
expressions range from 23% to 130% of the live-commerce denominator rather than from 
0.7% to 4.1% of the secondhand denominator (Appendix B, Table A4). The ordering of the 
expressions is identical under both, and the differential trajectories reported in Section 6.2 
are preserved, but the absolute magnitude claim is not anchor-free and should be read as 
a comparison against the single largest consumer transaction category in this market rather 
than against commerce attention in general. A second sensitivity concerns the ESG group, 
which was collected and then excluded on construct-validity grounds (Section 4.4). Including 
it would raise the upper end of the range from 4.1% to 13.1% of the anchor, so the exclusion is 
consequential for the stated magnitude; it does not affect any comparative or temporal result, 
since ESG declines like the aspirational expressions rather than holding its share (Table A4).

6.2. Temporal Dynamics of Public Attention (RQ5)
Table 9 and Figure 5 report annual means and change from 2022 to 2025. Every group 

declines, but unevenly. Vegan falls by 74.1%, ethical consumption by 70.9%, and zero waste 
by 67.3%, whereas secondhand trading falls by 30.0% and greenwashing by 31.1%.

Because all series, including the anchor, are shares of total search volume, a uniform 
decline could reflect the dispersion of search traffic across platforms rather than any change 
specific to sustainability. Expressing each group as a proportion of the anchor removes 
this common denominator. The ranking of declines is preserved, but one result changes 
character: greenwashing, which falls 31.1% in absolute index terms, is essentially flat relative 
to mainstream commerce attention over the same period (0.869% of the anchor in 2022 
against 0.860% in 2025, a change of −1.0%), having risen to 1.239% in 2024 before returning. 
Every other sustainability expression contracts by between 39% and 63% relative to the 
anchor. The expressions declining most steeply denote normative consumption identities—
vegan, ethical consumption, and zero waste—while those declining least denote either a 
practical transaction or a critical stance. Public engagement with sustainable commerce is 
therefore not uniformly receding: it is contracting on its aspirational dimension while its 
critical dimension holds its share of attention.
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Table 9. Annual mean anchored search interest and change, 2022–2025.

Keyword Group 2022 2023 2024 2025 Change (%)

Secondhand trading 85.37 75.06 64.66 59.74 −30.0
Greenwashing 0.74 0.81 0.80 0.51 −31.1

Resale 1.21 1.15 0.81 0.52 −57.0
Live commerce 3.21 2.93 1.93 1.37 −57.3
Green shopping 1.09 1.03 0.80 0.38 −65.1

Zero waste 3.03 1.96 1.19 0.99 −67.3
Ethical consumption 0.79 0.69 0.54 0.23 −70.9

Vegan 5.01 3.72 2.51 1.30 −74.1
Note. Annual means of monthly anchored indices; the 2026 partial year is omitted from the change 
calculation. Because indices are relative to total search volume, declines indicate contraction in relative 
attention share rather than necessarily in absolute query counts. Changes expressed relative to the 
anchor, which removes this common denominator, are reported in Appendix B, Table A3.

Figure 5. Trajectories of anchored search interest, indexed to 2022 = 100.

Four annual observations cannot by themselves support a trend claim, so the monthly 
series were tested directly. Mann–Kendall tests [48] on the 48 monthly anchor-relative 
observations from 2022 to 2025 confirm a significant monotonic decline for every expression 
except greenwashing: vegan (τ = −0.78, p < 0.001), zero waste (τ = −0.65, p < 0.001), 
resale (τ = −0.53, p < 0.001), live commerce (τ = −0.55, p < 0.001), ethical consumption 
(τ = −0.26, p = 0.011) and green shopping (τ = −0.20, p = 0.046). Greenwashing shows 
no monotonic trend (τ = 0.07, p = 0.49). Bootstrap confidence intervals on the 2022–2025 
change, resampling months within year over 10,000 replications, exclude zero for every 
expression except greenwashing, whose interval runs from −28.8% to +34.7%. The differen-
tial is thus not an artefact of comparing point estimates: the aspirational expressions decline 
on both tests, and greenwashing fails to decline on both. Full results appear in Appendix B, 
Table A5. Two cautions are attached. The confidence intervals describe sampling variation 
in the monthly series, not uncertainty in the platform’s own index construction, which 
cannot be quantified from the returned data. And a flat relative share is not evidence of 
stable underlying interest, only of interest that is contracting no faster than the anchor.

6.3. Platform Register Contrast
Table 10 compares anchored interest across platforms for the four groups collected on 

both. Relative to the shared anchor, every sustainability-related expression is substantially 
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larger on Google than on Naver: greenwashing by a factor of 10.5, live commerce by 6.0, 
and ethical consumption by 5.6.

Table 10. Platform contrast in anchored interest (% of shared anchor).

Keyword Group Naver Google Ratio (G/N)

Secondhand trading (anchor) 100.00 100.00 1.00
Live commerce 3.15 19.02 6.04
Greenwashing 0.98 10.31 10.52

Ethical consumption 0.73 4.05 5.55
Note. Four keyword groups remained available on both platforms after the construct-validity exclu-
sion; rate limiting prevented completion of the remaining Google requests, and the four Google series 
come from a single joint query. Google weekly indices were aggregated to monthly means before 
comparison. The keyword sets are not symmetric across platforms: each Naver group aggregates 
two or three expressions by disjunction whereas each Google query uses a single expression, and the 
anchor is broader on Naver. Because the anchor forms the denominator of every percentage in this 
table, the ratios are upper bounds on any genuine platform difference.

This contrast must be read with two qualifications. First, the keyword sets were not 
symmetric across platforms: each Naver group aggregated two or three expressions by 
disjunction whereas the corresponding Google query used a single expression, and the 
anchor in particular was broader on Naver. Because the anchor forms the denominator 
of every reported percentage, this asymmetry depresses the Naver figures relative to the 
Google ones and accounts for an unknown but potentially substantial share of the observed 
gap. Second, the two platforms differ in the demographic composition of their user bases 
in this market, which is not controlled here. The contrast is accordingly reported as an 
exploratory observation rather than as an estimate of a register effect, and is not carried 
into the theoretical claims of Section 7.

7. Discussion and Implications
7.1. Triangulating the Two Analyses (RQ6)

Reading the analyses against one another yields three findings that neither produces alone.
The first is a supply–demand asymmetry in direction. Scholarly output rises across 

the observation window—from 38 studies in 2022 to 108 in 2025—whereas public search 
attention to every measured sustainability expression declines, in several cases by more than 
two-thirds. The field is expanding its account of a phenomenon whose salience in public 
information seeking is contracting. This is not necessarily a defect, since research need 
not track attention, but it does mean that claims about growing consumer sustainability 
consciousness cannot be supported by behavioural evidence from this market and period.

The second is an asymmetry in composition. The literature’s dominant theme, green 
products and purchase behaviour, corresponds to search expressions that decline most 
steeply (green shopping −49.9% and vegan −63.0% relative to the anchor). Its thinnest 
substantive themes, greenwashing and governance, correspond to the one expression whose 
public attention holds its share: relative to mainstream commerce attention, greenwashing is 
unchanged across the window (−1.0%) while every other sustainability expression contracts 
by 39% to 63%. Scholarship is concentrated where public attention is receding fastest and 
thin where it persists. The semantic network corroborates this. Greenwashing does not rank 
among the thirty-three most frequent substantive keywords and is therefore absent from the 
network altogether; the nearest adjacent term, trust, occupies the peripheral stratum with 
zero betweenness and shares no threshold-clearing tie with any other subdomain term.

The third concerns the attitude–behaviour gap. Survey research consistently reports 
high and often rising sustainability orientation among consumers. The anchored search 
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data show that the behavioural expression of that orientation, at the earliest observable 
stage of information seeking, is between 0.7% and 4.1% of attention directed at a mainstream 
commerce activity, and falling. Locating the gap at the search stage matters theoretically: 
attenuation occurs before the situational barriers—price, availability, inconvenience—that 
dominate existing explanations become operative. The inference should be stated with 
care. Search interest records information seeking, not attitudes and not purchases, and this 
design observes no individual moving through the sequence; what it establishes is that the 
aggregate search signal is small and contracting while surveyed attitudes are not, which is 
a discrepancy in need of explanation rather than a demonstration that attenuation occurs at 
a particular stage. The observation is consistent with a common factor acting early enough 
to depress search as well as purchase, but it does not identify one, and the alternative 
that consumers who intend to buy sustainably simply do not express that intention as a 
sustainability query cannot be excluded from these data.

7.2. Theoretical Implications
Three contributions follow. First, the study introduces search behaviour as a middle-

stage measure in the attitude–behaviour sequence. Because it is behavioural, unobtrusive, 
and antecedent to purchase, it offers a way to partition the gap into pre-search and post-
search components. The partition is proposed here as a design, not delivered as an estimate: 
separating the two components requires search behaviour and purchase behaviour observed 
in the same population, which aggregate index data cannot supply. What these data show 
is that the pre-search component is unlikely to be negligible, since sustainability expressions 
command a very small and shrinking share of commerce-directed search; quantifying it is 
left to the linked-data design set out in Section 8.4.

Second, the study distinguishes two components of public sustainability attention 
that survey measures conflate. Once the common denominator is removed by anchoring, 
aspirational expressions—vegan, ethical consumption, zero waste, green shopping—lose 
between two-fifths and two-thirds of their share of commerce-directed attention across four 
years, while the one critical expression, greenwashing, holds its share unchanged (39% to 
63%; Table A3, with trend tests in Table A5). Public sustainability attention is therefore 
not a single quantity in decline but two quantities moving differently: an aspirational 
component that is contracting and a sceptical component that is not. Theories of sustainable 
consumption that treat public concern as one latent construct will misread this period, and 
interventions premised on a receding audience will misidentify the audience that remains.

Third, the semantic network analysis reframes the field’s blind spot. Thematic coding 
shows that governance and greenwashing are both thin, and validated coding shows green-
washing to be the thinner of the two; the network shows something more specific, namely 
that governance-specific vocabulary—governance, regulation, certification, accountability—
does not rank among the field’s thirty-three most frequent substantive keywords and so 
does not enter its conceptual structure. The channel term platform is present as a node, 
and occupies the 10-core, but it indexes the marketplace as a commercial form rather than 
as an object of institutional analysis: it occurs in fifty-six records while anchoring only 
eleven governance-coded studies. Literature organised around the credibility of unverifi-
able claims has not integrated the institutional vocabulary through which credibility could 
be established. The accompanying structural finding, restated after frequency normalisation, 
is that the field’s subdomains co-occur with one another less often than their individual 
frequencies predict, and that a third of all subdomain pairs never co-occur at all where a 
fifth would be expected, so that the literature can accumulate studies rapidly while its parts 
remain lexically disconnected.
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7.3. Practical Implications
For platform operators, the magnitude findings counsel realism about the current 

market for sustainability information. Attention directed at sustainability expressions is 
small and contracting, so features positioned as a distinct sustainability proposition will 
address a narrow audience. The resilience of secondhand trading suggests the more effective 
route is to embed sustainability within transactional flows that already command attention 
rather than to present it as a separate destination.

For sellers of sustainable products, the differential decline is instructive. Commu-
nication anchored in normative identity addresses a rapidly contracting attention base, 
whereas communication anchored in practical benefits and verifiable claims addresses 
the segment whose attention persists. The persistence of greenwashing interest indicates 
that the audience remaining for sustainability claims is disproportionately sceptical, so 
substantiation is likely to outperform assertion.

For regulators, the combination is consequential. Public scrutiny of greenwashing 
is resilient in relative terms—it is the only sustainability expression to hold its share of 
commerce-directed attention across the window—but it remains small in absolute terms, 
under one percent of the attention directed at a mainstream commerce activity. Consumers 
transacting in mainstream environments are therefore unlikely to encounter the scrutiny 
that exists. This argues for verification requirements embedded at the point of transaction 
rather than disclosure regimes presuming an actively searching consumer, and for attention 
to livestream settings in particular, where claims are transient and the documentary record 
on which enforcement depends may not exist.

8. Conclusions
8.1. Summary of Findings

This study mapped the 2022–2026 literature on sustainable digital commerce, analysed 
its semantic structure, and triangulated both against anchored search-interest data for the 
Korean market. The literature comprises 303 studies dominated by green products and 
purchase behaviour (29.0%), with logistics and packaging a substantial second cluster 
(20.8%) and governance thin throughout (3.6%, present from 2023 but never above 5.6% 
of annual output; a lower bound, given that the eligibility criterion excludes institutional 
research lacking consumer-side vocabulary). Validation against two blind coders who 
agreed moderately with one another (κ = 0.59) shows the rule-based coding to be 61.5% 
accurate and to err systematically with the priority order; re-estimating from the manual 
codes puts governance at 2.2% and greenwashing at 1.7%, so that the credibility-related 
themes together account for 3.9% of the corpus against 23.7% for green products. Analysis 
of the semantic network shows that subdomain keywords co-occur with one another less 
often than their frequencies predict (1.40 observed against 1.72 expected, p = 0.003), and 
that 35 of 91 subdomain pairs never co-occur where 19.7 would be expected (p < 0.001); 
their attachment to the four most central keywords, by contrast, is no greater than chance. 
Governance-specific vocabulary does not rank among the thirty-three most frequent key-
words, although the channel term platform is present as a peripheral node. Public search 
attention to sustainability expressions is small relative to mainstream commerce attention—
between 0.7% and 4.1% of the secondhand-trading anchor—and declined between 30% and 
74% over the window. Once the anchor removes the common denominator, aspirational 
expressions contract by 39–63% while greenwashing holds its share unchanged, and green-
washing is the only expression with no significant monotonic trend. The magnitude figures 
move with the choice of anchor; the differential between aspirational and critical expressions 
does not. Scholarly and public attention diverge in direction and, for the green-product 
and greenwashing themes, in composition.
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8.2. Methodological Contribution
Three procedures are offered for reuse. The three-axis conjunctive eligibility crite-

rion applied to titles and abstracts substantially improves precision over keyword-only 
or subject-tag screening; in preliminary work, keyword-only collection returned approxi-
mately half its records from unrelated physical-science fields. Semantic network analysis 
of a PRISMA-screened corpus adds structural evidence to frequency-based coding, and 
in this case produced a finding—the complete absence of governance vocabulary from 
the conceptual structure—that thematic coding could only render as a small percentage. 
Anchored normalisation of search-interest indices corrects a flaw that invalidates cross-term 
magnitude comparison and is inexpensive: it requires only that a common reference term 
be included in every request and that series be rescaled by the anchor. Given how frequently 
search-trend data are used in commerce research and how rarely the correction is reported, 
we suggest that anchoring be treated as a reporting requirement rather than a refinement.

8.3. Limitations
Several limitations qualify these conclusions. The review draws on a single biblio-

graphic source, and identification proceeded through a relevance-ranked query rather 
than a field-delimited Boolean expression, so recall cannot be quantified; a repeat retrieval 
under the same conditions returned 227 fewer records for 2023–2026 while recovering 88 
additional records for 2006–2022, indicating material instability in the platform’s ranking. 
This was a deliberate choice made after a candidate second source proved to contain tem-
plated records unsuitable for analysis, and it was preferable to admitting compromised 
data; nonetheless, Scopus and Web of Science coverage would strengthen the corpus, and 
replication with indexed databases is the first priority for extension. Retrieved abstracts 
average 183 characters and 73.9% of records carry no DOI, which prevented both reliable 
methodological coding and enrichment from Crossref; the methodological profile of this 
literature therefore remains uncharacterised. Venue names are truncated for half of the 
corpus, so venue dispersion cannot be quantified. Thematic coding was rule-based and 
single-label, so studies spanning themes are assigned to one; the rules are deterministic and 
fully reported, but their construct validity was not assessed against independent human 
coding, and no inter-coder reliability statistic is available.

The semantic network was constructed from titles and truncated abstracts rather than 
full texts, which biases it toward terms appearing early in abstracts, and sixteen of its 
thirty-three nodes are axis terms from the eligibility criterion, so the composition of its 
dense core is induced by the selection design. Its high pre-threshold density means that the 
stratification is sensitive to the threshold chosen; the seventieth percentile was selected for 
readability and the full sensitivity grid is reported in Appendix C. On the search-interest 
side, the analysis is confined to one national market; the Google series covers four groups 
from a single query, and its keyword sets are not symmetric with the Naver sets, so the 
platform contrast is exploratory only. Search interest indicates information seeking rather 
than purchasing, and the final month of the observation window is partial.

The thematic coding carries a further limitation that the validation made visible. Two 
blind coders agreed on only 65 of the 100 validation records (κ = 0.590), and against their 
consensus the rule is 61.5% accurate. The errors are not random: the priority order transfers 
records from livestream, logistics, technology and green products into the categories ranked 
above them, so the published single-label shares in Tables 1 and 2 overstate circular economy 
and greenwashing and understate the lower-ranked themes. The re-estimate in Table A13 
indicates the direction of that bias but rests on 65 manually coded records with a sampling 
weight of 7.9 in the larger stratum, so its intervals are too wide to support a corrected 
distribution, and the moderate agreement between the coders is itself evidence that the 
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eight-category scheme is not cleanly separable from titles and abstracts alone. A coding 
scheme that resolved the priority problem—by requiring the matched term to occupy a 
syntactic position indicating the study’s object, or by multi-label assignment with explicit 
tie-breaking—would be the better instrument, and the corpus and scripts are supplied 
so that it can be built. Three further limitations follow from the other analyses added in 
revision. The structural network finding rests on a randomisation model that fixes keyword 
frequencies and assigns documents independently; this controls the confound the raw 
counts contain, but it does not reproduce the clustering that topic and venue impose on 
real corpora, so the expected counts are a benchmark rather than a faithful null. The 
anchor sensitivity reported in Table A4 tests two denominators, both drawn from the same 
platform and market, and cannot establish how the magnitudes would behave against a 
denominator constructed differently or in another market. And the composition-invariance 
of the anchored series, while it is the property the bridging procedure requires, was verified 
within a single collection configuration; agreement with an independently executed joint 
query over terms not co-queried here remains untested.

8.4. Recommendations for Future Research
Five directions follow. First, replication with indexed bibliographic databases would 

establish whether the thematic and structural findings reported here survive broader cov-
erage. Second, cross-national replication with the anchored procedure would establish 
whether the magnitude gap is a Korean particularity or a general feature. Third, linking 
anchored search series to platform transaction records would allow the pre-search and 
post-search components of the attitude–behaviour gap to be estimated separately. Fourth, 
the governance blind spot invites direct work on verification mechanisms, certification 
visibility at the point of transaction, and accountability for claims made in transient formats. 
Fifth, the corpus and co-occurrence matrix assembled here could be maintained as a living 
review, with periodic re-screening under the same criterion, so that the divergence between 
scholarly and public attention can be tracked rather than inferred from a single window.
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Appendix A. Bibliographic Search Strategy
Axis A (commerce): digital commerce, e-commerce, electronic commerce, live com-

merce, livestream, social commerce, online retail, online shopping, mobile commerce, 
marketplace, omnichannel, online purchase, online consumer, e-tail.

Axis B (sustainability): sustainable, sustainability, green, eco-friendly, secondhand, 
circular economy, ethical consumption, greenwashing, environmental.

Axis C (perception): perception, attitude, awareness, consumer behaviour, purchase 
intention, adoption, intention, willingness.

Eligibility required at least one term from each axis in the title or abstract, applied 
post hoc to retrieved records. The identification query executed in Publish or Perish against 
Google Scholar on 23 July 2026 used the relevance-ranked keyword string reported in 
the Supplementary Materials (n = 700); the platform does not support field-delimited 
conjunction, so the three-axis criterion could not be executed as a search expression. The 
screening script that applies the criterion is included in the supplementary repository.

Appendix B 
Appendix B.1. Search-Interest Keyword Groups and Anchoring

Table A1. Keyword groups and their Boolean correspondence.

Category Group Boolean Correspondence

Green shopping Green shopping; vegan A ∩ B
Secondhand and circular Secondhand trading (anchor); resale A ∩ B

Eco-packaging Zero waste A ∩ B
Ethical and greenwashing Ethical consumption; greenwashing B ∩ C

Channel Live commerce A
Note. Because search platforms support neither Boolean conjunction nor wildcards, axis intersections 
were operationalised as compound consumer expressions in which the axes are lexically fused. Three 
expressions failing the non-zero validation threshold were replaced before collection, as recorded in 
the configuration file supplied with the Supplementary Materials: sustainable consumption + ESG 
consumption (non-zero in 2.5% of months) by ESG; vegan cosmetics (11.3%) by vegan; and eco-
friendly packaging + eco-friendly delivery (11.3%) by refill station + eco-friendly packaging. A ninth 
group, ESG (search terms: ESG, ESG management, and sustainable consumption), was collected but 
excluded on construct-validity grounds as described in Section 4.4. Naver returned monthly indices; 
Google returned weekly indices aggregated to monthly means.
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Anchoring procedure. Let a denote the anchor series within a request and ā its mean, 
and let ā0  denote the anchor mean in the reference request. Each non-anchor series s within 
that request is rescaled as s′ = s × (ā0 /ā). The property was verified empirically rather than 
analytically: a probe group was included in every request alongside the anchor, and after 
rescaling, it was reproduced identically across all three requests and all fifty-five months 
(mean and maximum relative deviation 0.000%; Table A2). The rescaling factor was exactly 
1.000 in every request, because the anchor is large enough to set the index ceiling irrespective 
of the other groups present. The operative safeguard is therefore the anchor’s presence in 
every request rather than the arithmetic rescaling.

Appendix B.2. Anchoring Verification and Anchor-Relative Change

Table A2. Empirical verification of anchor rescaling (Naver DataLab). The probe group was included 
in every request alongside the anchor; after rescaling it should reproduce identically across requests.

Request Rescaling Factor Months Compared Mean Absolute 
Deviation

Mean Relative 
Deviation (%)

Maximum Relative 
Deviation (%)

2 1.0 55 0.0 0.0 0.0
3 1.0 55 0.0 0.0 0.0

Note. Probe group: live commerce. Request 1 serves as the reference. The rescaling factor is exactly 1.000 
in every request because the anchor sets the index ceiling irrespective of the other groups present.

Table A3. Anchor-relative search interest, 2022–2025. Each group is expressed as a percentage of the 
anchor’s annual mean, which removes the common denominator shared by all series.

Keyword Group 2022 2023 2024 2025 Change (%)

Greenwashing 0.869 1.073 1.239 0.860 −1.0
Resale 1.418 1.527 1.252 0.871 −38.6

Live commerce 3.761 3.905 2.981 2.295 −39.0
Green shopping 1.276 1.378 1.242 0.639 −49.9

Zero waste 3.551 2.613 1.847 1.663 −53.2
Ethical consumption 0.931 0.923 0.833 0.390 −58.1

Vegan 5.870 4.961 3.887 2.174 −63.0
Note. Computed from the anchored monthly series. The anchor itself declines 30.0% over the same 
period, so the absolute changes reported in Table 9 conflate group-specific movement with a platform-
wide contraction in relative search share.

Table A4. Anchor sensitivity. Each group is expressed against two alternative mainstream-commerce 
denominators, with 2022–2025 change under each.

Keyword Group
Mean, % of 
Secondhand 

Anchor

Mean, % of 
Live-Commerce 

Anchor

Change,
Raw (%)

Change, vs. 
Secondhand (%)

Change, vs. Live 
Commerce (%)

Secondhand trading 100.00 3183.9 −30.0 — +63.9
ESG (excluded group) 13.11 417.4 −62.6 −46.6 −12.5

Vegan 4.09 130.2 −74.1 −63.0 −39.3
Live commerce 3.14 100.00 −57.3 −39.0 —

Zero waste 2.43 77.3 −67.2 −53.2 −23.2
Resale 1.23 39.3 −57.0 −38.6 +0.7

Green shopping 1.07 34.2 −64.9 −49.9 −17.9
Greenwashing 0.98 31.1 −30.8 −1.0 +62.2

Ethical consumption 0.73 23.2 −70.7 −58.1 −31.3
Note. Means of monthly anchored indices, 55 months. Change is between the 2022 and 2025 annual 
means. The rank order of groups is identical under both denominators and the rank order of declines is 
preserved; the absolute magnitudes are not. Greenwashing is the only expression that does not decline 
under either denominator. The ESG group was excluded from the main analysis on construct-validity 
grounds (Section 4.4) and is shown here so that the effect of the exclusion can be judged.
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Table A5. Trend tests on the monthly anchor-relative series, 2022–2025 (n = 48 months).

Keyword Group Change 2022–2025 (%) 95% Bootstrap CI Mann–Kendall 𝛕 p Significant Decline

Vegan −63.0 −66.7 to −58.9 −0.778 <0.001 Yes
Ethical consumption −58.1 −69.4 to −41.5 −0.255 0.011 Yes

Zero waste −53.2 −70.4 to −23.3 −0.649 <0.001 Yes
Green shopping −49.9 −63.0 to −30.9 −0.200 0.046 Yes

ESG (excluded group) −46.6 −51.8 to −40.5 −0.509 <0.001 Yes
Live commerce −39.0 −47.8 to −28.6 −0.551 <0.001 Yes

Resale −38.6 −42.3 to −34.8 −0.525 <0.001 Yes
Greenwashing −1.0 −28.8 to +34.7 +0.069 0.49 No

Note. Series expressed as a ratio to the secondhand-trading anchor, which removes the denominator 
common to all index series. Bootstrap confidence intervals from 10,000 replications resampling months 
within year. Mann–Kendall is a non-parametric test of monotonic trend [48]; τ is Kendall’s rank 
correlation with time. Greenwashing is the only group whose interval includes zero and the only 
group without a significant monotonic trend.

Appendix C 
Appendix C.1. Semantic Network Construction

Titles and abstracts of the 303 included studies were lowercased and tokenised. Func-
tion words and generic academic vocabulary were removed, multi-word concepts were 
consolidated into single tokens (for example, purchase intention, circular economy, social 
commerce), and morphological variants were merged. The thirty-three most frequent re-
maining keywords were retained as nodes and ties defined by document-level co-occurrence. 
The unthresholded network had 469 ties at a density of 0.888; a threshold of nine co-
occurrences (seventieth percentile) reduced this to 160 ties at a density of 0.303. Centrality 
and k-core analyses were performed in UCINET 6.780 [46] with ties treated as valued, and 
visualisation in NetDraw.

Appendix C.2. Robustness of the Semantic Network

Table A6. Threshold sensitivity of the full network. The same unthresholded matrix is cut at six 
percentiles of the co-occurrence distribution.

Cut Threshold Ties Density Max k Top-Core Size Zero Betweenness Top-2 Brokerage (%)

p40 3 352 0.667 16 24 1 19.8
p50 4 302 0.572 15 19 7 27.9
p60 6 227 0.43 12 16 15 40.0
p70 9 160 0.303 11 12 21 68.0
p80 14 108 0.205 7 13 20 86.2
p90 21 56 0.106 5 9 26 90.6

Note. Node count is 33 at every cut. The identity of the two principal brokers (e-commerce and green) 
is unchanged from the sixtieth percentile upward; at the fortieth and fiftieth percentiles, the second 
broker is sustainable. The seventieth percentile, used throughout the article, is shown in the fourth row.

Table A7. Network after removal of the sixteen eligibility-criterion (axis) terms, re-thresholded on 
the remaining distribution.

Cut Threshold Ties Density Max k Top-Core Size Zero Betweenness Top-2 Brokerage (%)

p40 1 105 0.772 9 16 0 25.7
p50 2 80 0.588 7 15 1 52.8
p60 3 63 0.463 6 13 3 55.6
p70 4 48 0.353 5 8 10 77.0
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Table A7. Cont.

Cut Threshold Ties Density Max k Top-Core Size Zero Betweenness Top-2 Brokerage (%)

p80 6 28 0.206 4 6 13 92.5
p90 8 15 0.11 2 8 14 95.0

Note. Seventeen nodes remain. A core–periphery structure and a high concentration of brokerage in 
generic vocabulary persist after the axis terms are removed; the specific composition of the dense 
core reported in Table 4 does not.

Table A8. Lateral ties among subdomain keywords, computed on the unthresholded matrix and 
therefore independent of the threshold.

Comparison Pairs Maximum Mean Pairs Reaching 
Threshold (≥ 9)

Pairs Never 
Co-occurring

Subdomain × subdomain 91 5 1.4 0 35
Subdomain × four core terms 56 50 12.64 37 0

Note. Subdomain keywords: packaging, delivery, logistics, supply chain, trust, green marketing, 
marketing, brand, social, social commerce, livestreaming, circular economy, green product, platform. 
Core terms: e-commerce, green, awareness, and sustainable. The full 14 × 14 co-occurrence matrix is 
provided in the Supplementary Materials.

Table A9. Frequency-normalised association between subdomain keywords and between subdomain 
and core keywords, with a randomisation test holding keyword frequencies fixed.

Measure Subdomain × Subdomain 
(91 Pairs)

Subdomain × Core
(56 Pairs) Ratio

Raw co-occurrence, mean 1.40 12.64 9.06
Jaccard index, mean 0.031 0.069 2.25

Cosine (Salton), mean 0.060 0.195 3.26
Association strength, mean 0.82 0.96 1.17

Expected co-occurrence, ni ·nj /N 1.72 12.79 —
Observed/expected 0.81 0.99 —

Pairs never co-occurring, observed 35 0 —
Pairs never co-occurring, expected 19.7 0.0 —
Randomised mean [95% interval] 1.72 [1.48, 1.98] 12.79 [12.23, 13.36] 7.48 [6.41, 8.67]

p, observed vs. randomised 0.003 0.32 0.005
p, zero cells vs. randomised <0.001 — —

Note. N = 303 documents; ni is the document frequency of keyword i and cij  their co-occurrence. 
Association strength is cij ·N/(ni ·nj ) [47] and equals one under independence. The randomisation 
model holds every keyword’s document frequency at its observed value and assigns documents 
at random (10,000 draws), so differences surviving it cannot be attributed to keyword frequency. 
Pointwise mutual information is undefined for the 35 non-co-occurring pairs; across the 56 pairs in 
each set that do co-occur it is +0.22 for subdomain pairs and −0.20 for subdomain–core pairs, which 
is why no inference is drawn from it here. Most of the raw ninefold gap is reproduced by keyword 
frequency alone; what survives is the deficit in subdomain co-occurrence and the excess of pairs that 
never co-occur.

Appendix D. Thematic Coding Rules and Multi-Label Results
Coding was applied to the concatenation of title and abstract, lowercased. Each record 

was assigned to the first matching theme in the priority order below, which runs from 
the most lexically specific category to the most general. The complete regular-expression 
pattern set and the executable script are provided in the Supplementary Materials; the 
coding is deterministic and reproduces exactly from those files.
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Table A10. Multi-label prevalence compared with single-label assignment.

Theme Records Matching 
(Multi-Label)

Prevalence 
(%)

Assigned 
(Single-Label)

Absorbed by 
Higher Priority

Green products and purchase behaviour 156 51.5 88 68
Logistics and packaging 76 25.1 63 13

Livestream and social commerce 43 14.2 36 7
Circular economy and secondhand exchange 25 8.3 23 2

Technology and artificial intelligence 18 5.9 7 11
Greenwashing and trust 17 5.6 16 1
Platform and governance 11 3.6 11 0

Note. Multi-label counts exceed the corpus size because a record may match several themes. Platform 
and governance shows an absorption of zero because it holds the highest priority, so no higher-ranked 
theme can take records from it. The priority order can still affect the category in the other direction, 
by assigning it records a lower-ranked theme should hold, and the validation in Table A12 shows that 
it does: precision for this theme is 50%. Of the 303 records, 50.8% match exactly one theme, 29.7% 
match two or more, and 19.5% match none and are assigned to the residual.

Table A11. Multi-label prevalence by publication year (%). Columns do not sum to 100 because 
records may match several themes.

Theme 2022 2023 2024 2025 2026

Platform and governance 0.0 4.5 2.5 5.6 3.1
Greenwashing and trust 7.9 6.8 3.7 4.6 9.4

Circular economy and secondhand exchange 5.3 4.5 11.1 8.3 9.4
Livestream and social commerce 18.4 9.1 16.0 10.2 25.0

Logistics and packaging 21.1 27.3 25.9 24.1 28.1
Technology and artificial intelligence 5.3 2.3 4.9 5.6 15.6

Green products and purchase behaviour 52.6 56.8 51.9 53.7 34.4
Note. Governance vocabulary is absent in 2022 and present in every subsequent year, never exceeding 5.6% 
of annual output. Artificial-intelligence vocabulary reaches 15.6% in the partial year 2026 under multi-label 
counting against 3.1% under single-label assignment, the largest divergence between the two schemes.

Table A12. Manual validation of the rule-based thematic coding (stratified sample, n = 100).

Rule-Assigned Theme n in 
Sample

n with Coder 
Consensus

Rule Matching 
Consensus

Precision 
(%)

Recall 
(%)

Circular economy and secondhand exchange 23 11 5 45 100
Green products and purchase behaviour 16 9 5 56 38

Greenwashing and trust 16 11 3 27 100
Unclassified/general electronic commerce 12 10 7 70 47

Platform and governance 11 6 3 50 75
Logistics and packaging 8 7 6 86 67

Livestream and social commerce 7 5 5 100 56
Technology and artificial intelligence 7 6 6 100 86

Total 100 65 40 61.5 —
Note. Sample comprises every record assigned to the four smallest substantive themes plus a random draw 
from the remainder, so it over-samples the categories in which boundary error matters most and is not 
representative of the corpus as a whole. Two authors coded independently from title and abstract, blind 
to the rule assignment. Precision is the proportion of records carrying a rule assignment that the coders 
confirmed; recall is the proportion of records the coders assigned to a theme that the rule also assigned 
there. Both are computed on the 65 records for which the two coders agreed; the 35 disagreements were 
not adjudicated and are excluded. Cohen’s κ = 0.590; Krippendorff’s α = 0.588; and observed agreement 
65.0%. Recall denominators are small for several themes (three for greenwashing and trust, four for 
platform and governance, five for circular economy and secondhand exchange), so the recall column 
indicates direction rather than magnitude. Precision is lowest for the three categories highest in the priority 
order and recall is lowest for the three ranked below them, which is the signature of priority-order error 
rather than pattern error. The coding sheets, the two completed coder workbooks and the scoring script 
are supplied in the Supplementary Materials so that every figure in this table can be reproduced.
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Table A13. Thematic distribution re-estimated from the manual consensus codes, with the sampling 
design weighted out.

Theme Rule-Based (%) Corrected Estimate (%) 95% Bootstrap CI

Unclassified/general electronic commerce 19.5 33.1 18.9 to 47.3
Green products and purchase behaviour 29.0 23.7 11.7 to 37.2

Logistics and packaging 20.8 17.4 6.9 to 29.5
Livestream and social commerce 11.9 15.3 5.8 to 26.9

Technology and artificial intelligence 2.3 3.9 1.7 to 6.6
Circular economy and secondhand exchange 7.6 2.8 0.6 to 5.0

Platform and governance 3.6 2.2 0.6 to 4.4
Greenwashing and trust 5.3 1.7 0.0 to 3.3

Note. The validation sample is stratified: the four smallest rule-assigned themes were taken in full 
(57 records, 34 with coder consensus) and the remaining four were sampled (246 records in the 
corpus, 31 with consensus). Each stratum is weighted back to its population size, 1.68 and 7.94, 
respectively, and the corrected share is the weighted proportion of manual consensus codes. Intervals 
are percentiles of 10,000 stratified bootstrap replications resampling within stratum. The sampled 
stratum carries a weight of 7.9 over 31 consensus records, so the intervals for the four large themes are 
very wide and these estimates are indicative only; the two censused small themes are estimated more 
precisely. Because moderate inter-coder agreement leaves only 65 of the 100 records in the consensus 
base, the re-estimate is reported as a direction-of-bias diagnostic and not as a corrected distribution: 
Tables 1 and 2 and Figure 2 remain the deterministic coding of all 303 records. Across the bootstrap 
distribution, the probability that greenwashing and trust is smaller than platform and governance 
is 0.57, so the two cannot be ordered; the probability that each is below 10% of the corpus is 1.00 in 
both cases.
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